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Abstract. The role of numerical simulation in science and engineering is getting 
increasing importance. Although the power of computational devices increases 
in exponential manner, they are not enough to satisfy the needs of the scientists. 
This leads to clusters and consequently to what is termed the Grid. In this paper 
we want to trace the evolutionary step from clusters to the Grid by analyzing the 
differences in the architecture and the problems to be solved when switching to 
a more complex structure.  

1   Introduction 

1.1   Modern Science and Computers: 

 
More and more each day modern science starts to build up on two pillars. The 

first and conventional one is of course the theoretical analysis capabilities of 
scientists, who continue to research and discover diverse relationships in natural 
systems. On the other hand however, the possibilities offered by the exponentially 
growing computer capabilities, enable another way of making science, which is based 
on extracting information from accurate computer simulations.   

The computational power offered by a single PC today is a couple of orders of 
magnitude greater than the supercomputers of ten years ago. Nevertheless not only 
scientists today are not satisfied with a single PC but even clusters start to become 
insufficient. This is because the level of accuracy demanded by the scientists grows at 
an even faster rate than the computer technology. When ten years ago a biologist 
would be happy enough to visualize the structure of a single macromolecule, 
scientists today want to analyze more complicated structures made up by thousands of 
macromolecules [1].  Therefore there has been a rapid switch from PC’s to 
multiprocessor systems and consequently to clusters. But as we said before the power 
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offered by clusters is also not sufficient and the further steps are Distributed 
Computing and ultimately the Grid. 

Finally, we would like to hint on the technological reasons which make the 
coupling of distant resources, economically feasible. The main reason is the different 
speed with which hardware technologies are developing. In fact storage, networks and 
computing power double their capacity, respectively every 12, 9 and 18 months [1]. 
This means that networking technologies are developing in a much faster manner than 
processor technologies. This in turn implies that, the cost of performing computations 
locally is becoming more expensive than transferring and executing them on a remote 
resource. This way it becomes possible to reduce the gap between the development of 
processors and network technologies by using them in the most efficient manner. 

 

1.2 What is the Grid? 

 
The idea lying behind the concept of the Grid is actually quite old. Len Kleinrock 

in 1969 stated that computational utilities would have been available for all, just like 
the electricity and telephone. Many others used this analogy to define what the Grid 
should look like. As in the early days of electricity technology, when electricity was 
provided mainly by private generators, computing power today is mainly provided by 
local computing centers. However the real “electricity revolution” has only been 
possible with the introduction of the electricity grid, which provided electrical power 
easily obtainable using standard plugs [2]. The same way recourses like computing 
power, storage, and instrumentation, currently spread over many different sites in the 
World, can be connected to build a Grid. This would enable scientists (but not only 
them) to pool an enormous amount of resources to obtain levels of power that would 
otherwise be impossible to build [3].  A recent definition of the Grid can be found in 
[4] which is considered to be the handbook of Grid computing. “A computational grid 
is a hardware and software infrastructure that provides dependable, consistent, 
pervasive, and inexpensive access to high-end computational capabilities.” 

A clearer definition of the term, however, is becoming more and more necessary 
as the popularity of the field increases. In fact as industry gets also involved, 
marketing oriented terms like Cluster Grids, Campus Grids, Knowledge Grids and 
Science Grids are created. Although these are all terms that accurately describe some 
fields of distributed computing, they ultimately get far away from what is initially 
suggested by Ian Foster and Carl Kasselman as a Grid. The solution to the problem is 
again addressed by Ian Foster in [5], where the author proposes a checklist for 
identifying the Grid. In fact according to the author a Grid is a system that, 
coordinates resources that are not subject to centralized control, using standard, 
open, general-purpose protocols and interfaces, to deliver nontrivial qualities of 
service.  Although this definition limits the usage of the term Grid, it still leaves the 
possibility to define several different Grids in different contexts. If we want to define 
the Grid as the analogous of the electrical power grid, we must stress on the 
standardization of interfaces and protocols and define what is named by Foster as the 
InterGrid Protocols. In fact as we have to obey standard interfaces (plugs) and 
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parameters (voltage, intensity) for being able to use the electrical power grid, 
applications also should obey some standard protocols and interfaces (InterGrid 
Protocols), to be part of the Grid. In the point arrived today the Globus Toolkit and 
consequently the Open Grid Services Architecture (OGSA) are becoming standards 
thanks to the efforts of the Global Grid Forum (GGF) [5]. 

2   From Clusters to the Grid: Evolution of the Architecture 

As hinted in the previous section the Grid Computing is often seen as a special 
implementation of Cluster Computing. Therefore we find it useful to analytically 
compare the architectures of the two technologies, thus being able to recognize the 
evolutionary step from Clusters to the Grid. In this section in fact we will compare the 
Grid Architecture as described by Foster, Kasselman and Tuecke in [6] and the Sun 
Cluster Grid Architecture delineated in [7]. The attribute “Grid” in the latter should 
not be misleading to the reader, in fact the use of the term is mainly based on 
marketing strategies [5] and the paper itself describes a Cluster Computing setting in 
the enterprise context. 

 

2.1   Virtual Organizations vs. Static Organizations 

 
To understand the conceptual differences between clusters and the Grid, one 

should first analyze the “radius of action” each of them ultimately concentrates on. 
The Cluster Computing has Enterprise scope. This means that the sharing of resources 
and the consequent increase in efficiency is limited within the boundaries of a given 
enterprise. In some cases the enterprise boundary can be broken by connecting two or 
more clusters in geographically distant locations; however the whole structure 
remains static. In fact, the resources are limited to the resources of the enterprise (and 
eventual partners), making it impossible to dynamically increase or decrease the 
amount of resource used based on the situation. 

On the other hand, in the context of Grid Computing, different entities holding 
different resources, interact with each others based on complex sharing relationships. 
The sharing relationship is not only concerned on file sharing but also on computing 
power, storage space, instrumentation, software etc. These relationships are defined 
and implemented based on authentication and authorization of the requester, on the 
availability and service quality of the resource, and on the sharing policies established 
between the parties. Entities, distributed in geographically distant locations and being 
in interaction with the previously mentioned relationships, are defined as Virtual 
Organizations (VO)[6].  

The resource sharing that takes places in these VO’s is restricted by agreements 
between the parties. Therefore the successful coordination of the resources depends 
on several requirements. First of all there is a need for the consumer to be identified 
by the provider (authentication). Furthermore, once identified, the consumer should 
have access on the resources only by the amount and quality established by the 
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agreement (authorization). However addressing these issues is still not enough. In fact 
a process started on a remote provider, should be able of discovering and invoking 
other resources on the Grid. Therefore there is a need for transferring the authority to 
the sub processes in a controlled manner (delegation). Although authentication and 
authorization are issues also for the Cluster Computing setting, it is easy to see that, 
given the dynamic structure of the Grid, they require a more elaborate 
implementation. Furthermore delegation in the Cluster Computing setting is only 
limited to a scheduling problem. 

 

2.2   Layered Grid Architecture vs. Three Tier Sun Cluster Grid Architecture 

 
Let us now see how this difference in scope of the two technologies is reflected 

to their architecture.  The reader shouldn’t expect a one to one relationship between 
the layers of the two architectures. The Grid Architecture deals with a very big 
amount of heterogeneous resources and therefore necessitates of some intermediate 
abstraction levels. These abstraction levels decouple the implementation of the 
different resource types from the application development process. Let us analyze the 
relationship starting from the bottom layer.

 

 

 

 

 

 

Fig. 1. The Grid Architecture [1] (left) and the Sun Cluster Grid Architecture [7] (right)

2.2.1   Fabric Layer vs. Compute Tier 
 
The bottom layer of the Grid Architecture is constituted by the different kinds of 

resources. These can be computational systems, storage systems, catalogs, network 
resources and other instrumentation. To be integrated into the Grid these resources 
need to provide enquiry mechanisms to get information about the state, structure, and 
capacity of the resource itself. In addition, resource management services need to be 
provided in the Fabric level, which care about the quality of service requirements. The 
main difference to the Compute Tier is in the size and heterogeneity of the single 
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physical components. In fact when the Compute Tier contains a relatively small 
number of well defined and fairly homogeneous set of equipment, the Fabric is made 
of a much larger and mostly heterogeneous set of resources. Furthermore the Fabric is 
continuously subject to change, as new equipment is added or old ones are removed. 
Nevertheless the services that need to be provided by the two layers are quite similar.  
In fact also Compute Nodes communicate with the upper layers by reporting state and 
availability. 

2.2.2   Connectivity Layer vs. Access Tier 
 
The Connectivity layer cares about establishing a secure and reliable 

communication. It is suitable to use for this purpose the already mature internet 
protocols. However they need to be modified to meet some core Grid requirements 
like: single sign-on (once logged on the Grid the user should be able to access 
multiple sources), delegation and concordance to the local authentication 
mechanisms (the authentication should be mapped to the native security mechanisms 
of the resource). The corresponding layer in the cluster architecture is the Access Tier. 
This tier is responsible for secure access to the resources. As the user accesses the 
desired cluster directly (e.g. by using ssh, rlogin or telnet), single sign-on is not an 
issue. If enterprise level interconnection of clusters is concerned, access to sources 
located in geographically distant locations can be obtained centrally, via Web-based 
services.  As the resources accessed are most of the time of homogeneous nature, 
local authentication mechanisms also don’t present any problems. Special solutions 
may be needed for the instances in which heterogeneity occurs. 

2.2.3   Resource Layer 

The Resource Layer has no corresponding structure in the cluster architecture. In 
fact this structure is necessary in the Grid context, because there is a need to decouple 
the single resources from the general resource management abstraction. This need 
arises from the large number of heterogeneous resources that need to be managed by a 
unique abstract interface (The Collective Layer). 

The usage of a particular resource is subject to an agreement between the 
provider and the user. The Resource Layer provides services which manage the 
negotiation of the terms of use and the consequent payment, in a secure manner. It is 
furthermore responsible for initiating and controlling the usage of the particular 
resource in question. Two types of protocols are defined for this purpose: 

• Information Protocols, which get the structure, state and capability of 
the resource (for mapping the usage policy to the relative cost of usage). 

• Management Protocols, which manage and control the access to the 
source by reservation, process creation, accounting and payment. 
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2.2.4   Collective Layer vs. Management Tier 

The whole process of dispatching tasks to available resources is organized by the 
Management Tier in the Sun Cluster Grid Architecture.  This includes scheduling, 
status check, performance monitoring and hardware diagnosis. The corresponding 
structure in the Grid Architecture is the Collective Layer, which is responsible of 
coordination of multiple resources. The discovery and allocation of a set of resources 
to the specific problem is accomplished by services implemented in this layer. The 
scope of this layer is very large. In fact a wide range of services such as Directory 
Services, Resource Discovery Services, Scheduling and Brokering are defined in this 
context. The different kinds of resources are treated abstractly leaving the concrete 
negotiation and connection issues to the lower Resource and Connectivity layers. 

2.2.5   Applications Layer 

For applications to run effectively on distributed environments like clusters or 
grids, they have to be written and tuned in a particular manner. In fact running a 
regular, sequential code on a parallel environment, would give no advantage. 
Furthermore, especially in the context of Grid Computing, the applications need to be 
implemented in a “grid aware” fashion. This means that the applications should be 
able of invoking and using services provided by the Grid Computing environment 
(e.g. Globus Toolkit) , and their implementation should be concordant with the main 
protocols defined in the architecture. 

3   Exploiting the Grid 

Although cluster computing and grid computing offer great scalability and 
therefore an enormous potential for speedup, it is wrong to think that it can be 
obtained with any kind of applications. In fact the amount of speedup that can be 
obtained greatly differs among different types of applications. In this section we will 
discuss the issues that arise when a sequential program is deployed onto a cluster and 
even further onto the Grid. 

3.1 Network Bandwidth and Latency 

In the introductory section of this paper we discussed the feasibility of the Grid, 
in terms of the exponentially increasing networking speeds. Although this is true, 
bandwidth and latency issues still remain the biggest sources of inefficiency when 
running a program on a cluster. Nevertheless, the speedup obtained thanks to 
parallelization is much greater than the inefficiencies caused by bandwidth and 
latency.  

Current High-Performance Networking equipment like Myrnet and Infiniband 
offer bandwidths in the order 10 Gb/s and latencies down to 3µs.  Some Grid 
implementations are based on 40Gb/s backbones (e.g. TeraGrid). These are certainly 
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high speeds and if exploited properly would lead to considerable speedup of the 
original program. However the deeper we go into the dependence of the parallel 
chunks, the more the nodes have to communicate with each others and latency build 
up to cause inefficiencies. Therefore before deploying a program on a cluster or on 
the Grid, we actually have to make sure that the program can run as independent 
parallel chunks and that the amount of speedup to be obtained is really worth the 
effort. 

3.2   Exploiting Clusters: Parallelization  

Suppose we have an engineering problem and we write a sequential code to 
simulate the situation. It will probably satisfy our needs in the beginning, for small 
size problems and special conditions. However if we will need more accuracy and a 
larger spectrum of results we will quickly reach the limits of our personal computer. 
In this case the natural next step is deploying the code on a cluster. For being able to 
do so we have to modify our code to enable it for being run on a cluster. The first step 
is dependence analysis. Data dependencies and Control Dependences should be 
analyzed and classified (true , inverse, loop carried etc.) Afterwards the code should 
be parallelized using OpenMP or MPI.  

3.3   Exploiting the Grid: Grid-Enabling  

When cluster performance is not enough to solve the problem, or using local 
resources is not economically feasible anymore, one can consider to deploy and run 
the application on the Grid. However this is quite a complex issue and needs to be 
addressed carefully. In this section we will adopt the grid enablement strategies 
proposed by David Kra in[8] to give an overview of the grid enablement problem. 

3.3.1   Strategy 1: Batch Anywhere 

One of the main advantages of Grid computing is effective use of available 
resources. In fact in some cases it could be unfeasible to directly execute all the 
computations on the local resources. Therefore a grid enabled application should be 
able of discovering the most suitable resource on the Grid and batch the job to that 
location. This way the computing power of the idle resources is effectively exploited. 
No intrinsic parallelization is concerned with this strategy. Whole chunks of work are 
batched to the most available resources and the effective speedup comes only from 
the increased efficiency in using the available resources. 

3.3.2   Strategy 2: Independent Concurrent Batch 

Software complying with this strategy is able of running concurrently on 
different resources. For example two instances of the same simulation code, should be 
able of running on two different clusters on the Grid. The main issue, which makes 
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this strategy different from the previous one is licensing. If the software to be run 
concurrently on different resources is licensed, particular care should be taken to 
fulfill the license requirements. Furthermore care should be taken to make sure that 
the applications run independently from each other, and they access different storage 
locations.  

3.3.3   Strategy 3: Parallel Batch 

This is the kind of strategy envisaged mainly for scientific applications. In fact 
this kind of applications should be able of being subdivided in smaller chunks (sub-
jobs) assigned to different resources on the Grid and then combined back to obtained 
the desired results. The concerns relative to parallel programming in clusters are 
present also in this context. In addition issues relative to resource discovery, 
scheduling and brokerage have to be addressed. Especially points in which 
synchronization is needed in the parallel code constitute an important problem. 

3.3.4   Strategy 4: Service 

This strategy substantially differs from the previous three. In fact the subdivision 
is not anymore made on a batch basis but on a service basis. The application invokes 
predefined services of the Grid Middleware. These services each located on a 
different resource execute the computations and send back the results to the caller 
application. The strategy is based on functional decomposition. In fact services 
offered by the servers can be invoked by different applications at the same time. The 
client and the server are loosely coupled. 

3.3.5   Strategy 5: Parallel Services 

Parallel services share basically the same characteristics as services. The only 
important difference is that with this strategy it is possible to invoke multiple 
instances of the same service. For example a financial simulation code that needs to 
execute a loop over and over again, invokes the relative service with different index 
values. Each instance of the service is executed on a different resource on the Grid. 

3.3.6 Strategy 6: Tightly coupled Parallel Programs 

These programs, which frequently occur in science and engineering, are 
characterized by intense communication and synchronization needs. Parallelization 
and running of this kind of programs on a cluster is itself a complex issue. There is 
considerable scientific effort in trying to provide appropriate Grid Middleware to 
automate the parallelization and consequently the distribution and scheduling process 
in the Grid. Manual adaptation to the Grid environment is also possible, but the 
complexity is much bigger than the cluster environment. In fact the authors in [4] 
define this effort heroic. 
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4 Conclusions and Future Directions 

As we wanted to point out in this paper the passage from Cluster Computing to 
Grid Computing is not so straight forward. Dealing with many different kinds of 
resources, produced by different manufacturers and distributed over the World, brings 
along many problems that need to be carefully addressed. Furthermore having these 
resources material value; usage policies, accounting, authorization and delegation 
become problems to be solved. The most central issue in overcoming these difficulties 
is standardization. Standard protocols and services defined in the Open Grid Services 
Architecture aim to achieve this. The service – oriented approach, in fact, has proved 
to be very efficient till today. Nevertheless, scientific applications, which are the most 
suitable to be run on the Grid, are still most of the time not service – oriented. The 
future effort in this area should concentrate on a service-oriented science [9]. The 
main idea is that scientists around the globe produce tools related to their field of 
expertise, which can be accessed and used by the whole scientific community. An 
enormous quantity of new capabilities can be obtained, by combining these services 
in different ways. This ultimately would enable the whole scientific community 
working in a field, to produce their experiments incrementally and to avoid 
redundancy. 
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