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Abstract— Association rules are a data mining technique for
knowledge discovery within large transaction databases. An
association rule of the form A =⇒ B indicates a high probability
that if attributes of set A appear in a transaction, so do the
attributes of set B. Confidence and support metrics define a rule’s
strength and statistical significance. Although market basket
analysis, the study of items that have been frequently bought
together, is its primary application domain, association rules are
used in diverse fields such as bioinformatics, web mining, and
network intrusion detection.

Index Terms— association rules, frequent pattern mining, mar-
ket basket analysis, knowledge discovery, data mining

I. INTRODUCTION

Data mining is a part of knowledge discovery in databases,
the process of extracting new, useful, and interesting patterns.
A typical data mining process comprises business understand-
ing, data understanding, data preparation, modeling, evaluation
and deployment [1] and applies a wide range of techniques
such as statistical modeling, clustering, and linear models.

It has not taken long for businesses to realize the potential
of data mining. The beneficial development of data storage and
computational power justify that data analysis has become an
essential strategy among the competitive market.

One approach towards understanding aggregated customer
habits is market basket analysis, which focuses on items
that are often purchased at the same time. While some of
those combinations seem intuitive, discovering an obscure
relationship between certain products possesses big potential.
An opportunistic business would then implement appropriate
marketing strategies that reflect the new knowledge.

This paper introduces association rule mining as a method
of discovering patterns within transaction databases. Section
II continues with an introduction to the concept and its main
terminology. We then examine two common algorithms for
mining association rules and compare their performance in
section III. Continuing to section IV, we look at a small exam-
ple that uses R, the library arules and the ExtendedBakery
dataset to mine association rules present in bakery data.
Section V takes a closer look at other real-life applications,
whereas section VI summarizes relevant research topics in
association rule mining.

II. DEFINITION OF ASSOCIATION RULES

Let T be a database, containing transactions t1, t2, . . . , tm.
We further define I1, I2, . . . , In as the available items. Each
transaction ti is represented by a tuple of Boolean attributes:

1, if the item is present in the transaction and 0 otherwise. For
example, in Table I transaction 3 contains beer and sausage.

An association rule has the form A =⇒ B, where A and
B are sets of items, so that A ∩ B = ∅. The rule indicates
there is a high probability that whenever all items from set A
appear in a transaction, the items of set B will be present too.
In general we refer to the left side as the antecedent and to
the right side — as the consequent. [2]

Because ”high probability” is interpreted differently in each
context, we introduce two measures: support and confidence.
Confidence signifies how many of the transactions, which
include all items in the antecedent, contain all items in the
consequent as well: the ratio |{t: A ∪ B ⊆ t}|

|{t: A ⊆ t}| . Loosely using
statistical terms, we can express confidence as rule strength.
Notation sometimes includes it in the form A =⇒ B | c.

Another important metric is the support. Support represents
the percentage of transactions in T that include sets A and B:
the statistical significance of the rule. In practice rules with
insufficient support are ignored regardless of their confidence
score, because of their limited utility. Note that confidence is
equivalent to the ratio support(A∪B)

support(A)

During association rule mining the user specifies a support
constraint: minimal support value (which is here referred
to as minsupport), dependent on the application context.
Sometimes the user also sets syntactic constraints, which assert
that the derived rules always include certain items.

While an aspiring data scientist (or marketing executive)
would expect association rules to deliver many breakthroughs,
not all rules are equally useful. Results derived from associa-
tion rule mining in practice are predominantly unremarkable:
many of them represent trivial facts. Here the concept of
interestingness plays a role: rules labeled as ”interesting” are
the real insights of the dataset: valid, novel, and useful [3].
Due to its highly specific nature, interestingness is a subject
of extensive research we will return to in section VI.

Transaction ID Beer Sausage Pretzel Mustard Obazda
1 1 1 0 1 0
2 0 0 1 0 1
3 1 1 0 0 0
4 1 1 1 0 0
5 1 1 1 1 0

TABLE I
A SAMPLE TRANSACTION DATABASE
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Fig. 1. Applying Apriori to discover frequent itemsets with support >= 0.4. Each k-itemset is generated by joining two (k-1)-itemsets. The gray nodes
either have insufficient support or contain a rejected subset. Dashed lines connect itemsets with low support and their eliminated supersets.

III. ALGORITHMS FOR ASSOCIATION RULE MINING

Discovering association rules within large databases poses
a computational challenge. For one the result has to be correct
and not miss out any existent rules above the confidence and
support threshold. Additionally, it has to be returned within an
acceptable time delay. Thus, a well-designed and appropriate
algorithm is essential.

A. Preliminary complexity bounds

Association rule mining is usually performed in two steps:
discovering frequent itemsets and generating rules within
them. We define frequent itemsets as sets of items with support
s > minsupport: essentially the union of an association rule’s
antecedent and consequent.

Because the power set of {I1, . . . , In} has 2n members,
the naive approach of evaluating all item combinations is
highly undesirable. We can prove that assuming a bound
on transaction length, finding all frequent itemsets has a
complexity of O(r ∗ |T | ∗ 2|l|), where r is the number of
maximal frequent itemsets and l is the longest frequent itemset.
Generating association rules is bounded by O(f ∗ 2|l|) with f
as the number of frequent itemsets [4].

We now continue to two of the most commonly used
algorithms in association rule mining. Apriori takes advantage
of breadth-first search and pruning, reducing the number of
evaluations by automatically excluding extensions of rejected
itemsets. FP-Growth on the other hand employs depth-first
search and a divide-and-conquer method by decomposing
mining tasks.

B. Apriori

The phrase a priori refers to knowledge that is derived
from reason, rather than experience [5]. Analogically, the
Apriori algorithm reasons that if itemset A has support sA,
then any extension of A has smaller or equal support to sA.
Therefore, once it calculates that sA < minsupport, it rejects
all extensions of A a priori.

From this line of reasoning follows the Apriori property, a
necessary condition for a frequent itemset. We define a large

k-itemset as a frequent itemset of cardinality k and Lk as the
set of all large k-itemsets. Then each element of Lk+1 must
have all its k-subsets in Lk, all its (k − 1)-subsets in Lk−1,
and so on.

To avoid generating permutations of an itemset, we assert
an ordering I1 < ... < In. Apriori begins by scanning the
database for each item, calculating its support and building
L1 out of all large 1-itemsets. Any consequent iteration k
first joins Lk−1 with itself to generate k-itemsets and then
prunes all candidates, which violate the Apriori property. To
determine Lk, we traverse the database again and increase the
support of each candidate present in the current transaction.
Only sets A with sA ≥ minsupport are marked as frequent.

Once the frequent itemset A has been generated, related
association rules can be inferred by splitting A into all possible
subsets. If for a subset B the ratio support(A)

support(B) exceeds or equals
minconf , the rule B =⇒ A \B is accepted. [6]

Frequent itemset Association rule Confidence
{beer, sausage} {beer} =⇒ {sausage} 1

{sausage} =⇒ {beer} 1
{beer, pretzel} {beer} =⇒ {pretzel} 0.5

{pretzel} =⇒ {beer} 0.667
{beer, mustard} {beer} =⇒ {mustard} 0.5

{mustard} =⇒ {beer} 1
{sausage, pretzel} {sausage} =⇒ {pretzel} 0.5

{pretzel} =⇒ {sausage} 0.667
{sausage, mustard} {sausage} =⇒ {mustard} 0.5

{mustard} =⇒ {sausage} 1
{beer, sausage, pretzel} {beer, sausage} =⇒ {pretzel} 0.5

{beer, pretzel} =⇒ {sausage} 1
{sausage, pretzel} =⇒ {beer} 1

{beer, sausage, mustard} {beer, sausage} =⇒ {mustard} 0.5
{beer, mustard} =⇒ {sausage} 1
{sausage, mustard} =⇒ {beer} 1

TABLE II
GENERATING ASSOCIATION RULES FROM FREQUENT ITEMSETS. THE

VALID RULES WITH CONFIDENCE ≥ 0.7 ARE PRESENTED IN BOLD.

Figure 1 visualizes the Apriori frequent itemset generation
step using the database from Table I with minimal support of
0.4. The three itemsets without support values are deleted at



the end of the candidate generation and before the test step,
because they violate the Apriori property. Table II presents the
rule generation step, where the minimal confidence is 0.7.

C. FP-Growth

Although Apriori yields competitive performance against
the brute force approach, the costly candidate generation and
testing still present a performance bottleneck. FP-Growth ad-
dresses this fact by introducing a new data structure: a frequent
pattern tree [7]. The FP-Tree comprises a null element, item
prefix subtrees, and a frequent-item header table. The null
element is the tree root and points to the subtrees. The nodes
in item prefix subtrees contain three parameters: item ID, item
count, and a link to the next node in the tree with the same
ID. A header table stores the item ID and a pointer to its first
occurrence in the FP-tree.

Given a transaction database T , a FP-tree is constructed as
follows: after one scan of T all frequent items are put into
a list L and sorted by their support in descending order. The
null root is created and in each transaction the frequent items
are sorted according to L. In the second scan we iterate over
T and order the present items according to L. If the most
common item in a transaction t is already a child of the root,
then we locate the node with its ID and increase its count.
Otherwise we create a node for the item, point the null root
to it, and create an entry in the header table. Each following
item Ik+1 in t is added by locating its predecessor Ik in node
Nk. If it has a child with the ID of Ik+1, the count of the
corresponding node is increased. If not, we create a new node
Nk+1 with count 1, and point Nk to Nk+1. Finally, we locate
the entry for Ik in the header table and append Nk+1 to the
list of pointers.

Once the FP-tree has been built, we initiate the traversal
step. We iterate over L starting with the least frequent entry
and for each item Ik we determine all paths that lead from
the root to a corresponding node Nk through its entry in the
header table. Each path is represented as a set of its nodes and
each set is assigned the item count of Nk. All these sets form
the conditional pattern base of Ik. To determine the respective
conditional FP-tree, we need to consider each item Ij present
in at least one set. We sum up the item counts of all conditional
pattern base member sets that Ij is an element of. If the sum
is bigger than the minimal support, then Ij is part of the
conditional FP-tree of Ik. The frequent patterns of this tree
are all sets, which contain Ik and combinations of its other
members.

Because it was designed for frequent itemset discovery, FP-
Growth alone does not generate association rules. However,
we can use the algorithm described in subsection A.

D. Performance comparison

1) Database passes: While Apriori passes over the trans-
action database multiple times to discover frequent itemsets,
FP-Growth requires only two scans.

null

beer: 4 pretzel: 1

sausage: 4

mustard: 1 pretzel: 2

mustard: 1

beer
sausage
pretzel

mustard

Fig. 2. FP-tree generated from the database in Table I. Dashed lines represent
item-links.

2) Memory consumption: Apriori needs to store all gen-
erated candidate itemsets, resulting in considerably larger
memory consumption. There exists the additional risk of
running out of main memory and having to rely on the slower
secondary storage. The FP-tree has a compact structure, which
claims less space. Only the current transaction and the FP-tree
need to be stored in main memory.

3) Execution time: Experiments with real datasets show
that FP-Growth runs an order of magnitude faster than Apriori
[8]. It also scales better; the performance difference becomes
larger with decreasing support values. However, while FP-
Growth tends to outperform Apriori in empirical studies, the
difference in performance is not crucial in practice: Apriori’s
runtime varies between several seconds and ten minutes for
any reasonable support constraint.

The characteristics of a dataset can also be less favorable
for a particular algorithm [9]. Due to its memory limitations,
Apriori fares significantly worse when the dataset density
(percentage of transactions, containing frequent itemsets) sur-
passes 70%.

IV. MINING ASSOCIATION RULES WITH R

We now consider a textbook example of association rule
mining: given a database, containing the transactions in a
retail business, we want to generate all rules, satisfying the
specified support and confidence constraints. From a busi-
ness perspective the knowledge which groups of items are
often sold together inspires many strategies: boosting product
popularity, changing store layout, discounting one item and
increasing sales of the entire group, designing catalogs, and
running themed campaigns.

To generate association rules we will use R, an open-source
programming language, designed for computational statistics
and data visualization [10]. As the R standard library does not
cover association rule mining, we will use the library arules,
which enables us to process transactional data [11]. It also



includes an interface to a C implementation of Apriori, which
we will apply to the Extended Bakery dataset.

Note that because the focus lies on the generation of
association rules, this demonstration does not portray the full
data mining process.

A. Data preprocessing

The Extended Bakery dataset consists of 75000 transactions,
presented in three different formats:
• Sparse vectors: each row contains the transaction num-

ber and the IDs of all purchased items.
• Full binary vectors: the first column contains the trans-

action number, the next columns contain 1 or 0, indicating
whether the corresponding items were purchased or not.

• List of purchases: each row contains transaction number,
item ID, and quantity. Only purchased items are recorded.

The sparse vector format is appropriate for the R implemen-
tation of Apriori. Because this version of the dataset does not
contains the item ID to item name mapping, we extract it from
additionally provided SQL scripts.

B. Rule mining

The code requires no experience with R, but the concepts
described should be familiar to readers acquainted with most
functional or object-oriented languages. Assignment to a vari-
able is accomplished with the < − operator; R does not
support static typing. The arules package must be installed
beforehand by calling install.packages("arules")
and loaded with library(arules).

We first create an object of class transactions and load the
dataset into it:

> p u r c h a s e s <− r e a d . t r a n s a c t i o n s ( f i l e =” p a t h / t o
/ d a t a ” , f o r m a t =” b a s k e t ” , sep =” , ” , c o l s =1)

>

The parameter file is the only mandatory one - all others
will assume default values. The value ”basket” signifies that
the data is in sparse vector format. The parameter cols specifies
which column contains the transaction IDs (starting from 1).

We will set minimum support and confidence by creating
an object of class APParameter, which will contain our
parameters for Apriori.

> a p r i o r i a r g s <− l i s t ( t a r g e t =” r u l e s ” , s u p p o r t
= 0 . 0 2 , c o n f i d e n c e = 0 . 5 , min len =2)

>

We define the minlen parameter in order to avoid rules of the
form {} =⇒ {I1}.

We can then call the Apriori implementation:

> r u l e s <− a p r i o r i ( p u r c h a s e s , p a r a m e t e r =
a p r i o r i a r g s )

A p r i o r i

[ . . . ]

w r i t i n g . . . [116 r u l e ( s ) ] done [ 0 . 0 0 s ] .
c r e a t i n g S4 o b j e c t . . . done [ 0 . 0 0 s ] .

Fig. 3. Visualizing association rules with minimal support 0.02 and minimal
confidence 0.5

Apriori can take a varying amount of time dependent on
dataset length and parameter choice. The variable rules is of
class rules. The inspect(rules) function allows us to
examine all rules:
> i n s p e c t ( r u l e s )

l h s r h s s u p p o r t c o n f i d e n c e
[ 1 ] {B o t t l e d Water} => {Ber ry T a r t} 0 .03780000 0 .5026596
[ . . . ]
[ 1 1 6 ] {Lemon Cookie ,

Lemon Lemonade ,
R a s p b e r r y Cookie ,
R a s p b e r r y Lemonade} => {Green Tea} 0 .02073333 0 .8111633

C. Visualization

The package arulesViz offers visualization tools tailored for
association rules [12].

To estimate the measure of dispersion, we will display
each association rule’s support and confidence values with a
scatterplot.

> p l o t l y a r u l e s ( r u l e s , measure = c ( ” s u p p o r t ” ,
” c o n f i d e n c e ” ) , s h a d i n g = ” c o n f i d e n c e ” )

The function plotly arules generates an interactive
scatter plot that offers multiple tools for inspection of data
points; hovering over each dot for example displays the
corresponding rule and the precise values, specified in the
measure parameter. Calling inspectDT(rules) allows
us to inspect all rules in table form, including search and filter
options. All plots can be afterwards saved in multiple formats
with the saveAsGraph function.

V. APPLICATION OF ASSOCIATION RULES

Because the prevalent example for association rule mining
introduces a grocery store with multiple items and customer
transactions, it is easy to assume that association rules and
market basket analysis are one and the same. However, the
technique has found many other application domains, some of
which we will go over in this section.



A. Web usage mining
The Internet’s role of a platform for selling goods and ideas

(for example in political and civil society campaigns) justifies
the worth of user behavior knowledge. Web mining applies
data mining techniques to extract useful patterns from Web
data, and web usage mining focuses on user data, usually in
the form of web server logs [13].

We can define the web usage mining model in such a
way that it shares its main characteristics with the association
rules problem: transactions are represented by sessions, items
correspond to web pages, and binary attributes signify whether
a page was visited within the session. The preprocessing step
eliminates Web crawler logs and converts click-streams to the
appropriate binary vector format. Association rule mining can
afterwards uncover pages that are often visited together. With
this information the administrator can change website struc-
ture, provide hyperlinks between related pages and optimize
performance by prefetching [14].

B. Bioinformatics
Association rules in gene expression data are useful in two

ways: they can predict which genes are commonly expressed
together with other genes or under particular cellular con-
ditions. In this case gene expressions represent transactions.
Each gene G is counted twice as an item: once as G ↑,
indicating high expression, and once as G ↓, indicating high
repression. Qualities of the environment can represent further
items. The data is never completely accurate due to both
measurement errors and the inherent instability of biological
systems, so a certain amount of noise must be accounted for.

Applying Apriori to a real set of yeast data results in multi-
ple association rules. Some of them are confirmed or deemed
plausible by application knowledge, and others can help raise
new hypotheses. Further research is needed to determine if
these associations can indicate causal relationships [15].

C. Network intrusion detection
Intrusion detection is one of the measures ensuring security

of computer systems. It includes anomaly detection, which
flags actions diverging from normal user behavior, and misuse
detection, which senses common attack patterns. Limitations
in speed, extensibility and adaptability prompt new IDS frame-
works that use data mining to analyze the large volume of
audit data. In such models association rules define normal
usage profiles based on typical user actions. By viewing audit
records as transactions and system features as items, we can
for example discover which commands are frequently entered
in a specific program at a specified time period [16].

D. Further examples
The listed examples do not exhaust the potential of asso-

ciation rules. Other applications left to the reader’s interest
are query recommendation [17], health informatics [18], Earth
science, telecommunications alarm diagnosis, and document
analysis [19]. Hypotheses on using market basket analysis for
research on organizational behavior, entrepreneur identity and
strategic management have also been raised [20].

VI. ONGOING RESEARCH

Association rules have become a textbook example of data
mining thanks to their simple premise and abundance of
generated knowledge. However, there are certain limitations
to be tackled: the ”classic” association rule mining works
only with binary attributes and generates a large number of
redundant rules. The following subsections provide a broad
overview of the main directions in association rule research.

A. Algorithms

1) Optimization of Apriori and FP-Growth: After Apriori’s
introduction in 1994, numerous variations have been designed
to improve the algorithm’s speed, memory consumption, or
versatility. These include ant colony optimization, transaction
reduction, hash trees for item set storage, genetic algorithms,
and many other techniques [21].

A common optimization technique for FP-Growth takes its
name from the Japanese art of tree cultivation. FP-Bonsai
prunes the FP-tree by using the ExAnte data reduction tech-
nique for semantic constraints [22].

2) Parallel and distributed computing: The widespread
use of multi core and multiprocessor computers causes an
interest in higher instruction-level parallelism. A correctly
implemented algorithm that maximally utilizes hardware re-
sources is usually more scalable and contains fewer per-
formance bottlenecks. We differentiate between distributed
memory systems, in which each node has a partition of the
transaction database and shared memory systems, in which the
nodes share the database.

Some of Apriori’s parallel counterparts are the Count Dis-
tribution [23] and Common Candidate Partition Database [24]
algorithms for distributed and shared memory respectively.
Parallel FP-Growth is achieved with the PFP algorithm [25]
for distributed and Cache-Conscious FP-array [26] for shared
systems.

Large spatial distances between nodes introduce a signif-
icant communication overhead. The Fast Distributed Mining
(FDM) algorithm [27] addresses this problem by limiting the
sent messages per candidate set to the number of nodes in the
system.

Another approach is using MapReduce, a framework that
enables high-performance distributed data processing [28].
The map phase recursively splits input data and passes it
to a programmer-specified mapping function, producing an
intermediate key-value pair. The reduce phase then pipes it to
another predetermined reducing function. Both the candidate
generation and count steps can be implemented as MapReduce
jobs with significant performance benefits.

B. Interestingness

As mentioned in Section II, association rules are not equally
useful. Typically the generated rules have to be manually
evaluated by an application expert. Due to their large number,
this is a very time-consuming task. The intuitive solution is
to automate this process, but as the term is versatile and
ambiguous, a general approach is hard to define. Despite



this there exist terms, falling under the rule of ”interesting”:
concise, broad, reliable, peculiar, diverse, novel, surprising,
useful, and actionable.

An example approach is to determine interestingness in
three steps. First we classify each rule as interesting or
uninteresting, then we define a preference relation, and finally,
we rank all patterns. The measures we use can be sum-
marized as follows: probability-based (support, confidence,
multiple statistical definitions), subjective (novelty, syntactic
constraints, elimination of uninteresting rules), and semantic
(assigning weights to items or transactions, decision tree for
optimal customer-directed actions, predicting rule profit) [29].

C. Generalizations of association rule mining

While the original definition of association rules has proven
useful, it is sometimes insufficient for more specific problem
statements. Generalizations of association rule mining expand
the original definition and are applicable to a wider range of
problems. Among them are profile association rules, which
place customer information as the antecedent and behavior
as the consequent [30], cyclic association rules, which un-
cover repeating trends [31], negative association rules, which
introduce negative causal relationships [32], quantitative asso-
ciation rules, which consider categorical and quantitative at-
tributes [33], weighted association rules, which assign weights
to items in accordance to their importance for the user [34], se-
quential pattern mining rules, which dictate that the antecedent
chronologically precedes the consequent [35], and many more.

D. Privacy preservation

Data mining works predominantly with sensitive informa-
tion. Conflicting interests emerge: those of the observer, who
expects confidentiality of his data, and those of the researcher,
who aims for maximal accuracy of her results. To satisfy both
parties, it may be required that part of the data mining process
be modified.

Privacy research in association rules focuses on protecting
transactional data, protecting sensitive rules, and achieving
privacy through data distribution [36].

1) Protecting transactional data: Because data mining
aims to extract aggregate properties, we can argue that the
server side does not need knowledge of individual transactions.
Leaning on this idea client-sided randomization methods add
noise to a transaction by removing present items and adding
non-present ones. Association rule mining algorithms can
then extract aggregate properties, but have no knowledge of
individual transactions. Additional techniques are employed to
achieve accurate support values.

2) Protecting sensitive rules: In some cases we want to
prevent mining patterns that convey sensitive information.
To achieve this we deliberately mark either a few items as
non-present or many items as present, resulting in falsified
transactions with reduced support and confidence values.

3) Privacy through data distribution: Distributed data min-
ing is performed by multiple interested parties, whose goals
do not necessarily align. Discretion is preserved by horizontal

or vertical data partitioning: horizontal (or row-based) par-
titions include whole transactions, and vertical (or column-
based) - all binary values corresponding an item. Many pro-
posed distributed mining methods employ Secure Multi-party
Communication technology, a set of protocols derived from
cryptography.

As the reader might assume, these methods introduce a
trade-off between discretion and utility: some correct rules
may not be generated, and non-sensitive rules may be hidden.
It is therefore sensible to weigh the advantages and disad-
vantages of privacy-preserving association rule mining with
respect to the specific problem.

VII. CONCLUSION

An association rule A =⇒ B represents a relationship of
the form ”if all items of set A are present in a transaction,
so are all items of set B”. The percentage of transactions that
include A ∪ B is called support, while the support of A ∪ B
divided by the support of A is called confidence. Association
rules are additionally measured by their interestingness, which
is highly dependent on domain knowledge.

In association rule mining the user usually sets thresholds
for support and confidence. Rules are often generated by
computing frequent itemsets first. Two commonly used, but
completely different algorithms are Apriori and FP-Growth.
Apriori creates multiple candidate itemsets and tests them
against the support constraint, while FP-Growth generates a
FP-tree, a compact data structure for storing transactions. The
lack of candidate generation explains FP-Growth’s superior
performance.

Originally used for market basket analysis, association rule
mining has since been applied in diverse fields. Multiple
generalizations of the original definition have been developed
to accommodate a larger array of problem statements. The
main interests within research circles concern performance,
implementations for parallel and distributed systems, interest-
ingness and privacy. The R library arules provides a straight-
forward way to mine association rules from data. Despite their
simple definition, they are very effective in discovering hidden
patterns in data and serve as a valuable tool in the data mining
toolbox.
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