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Abstract— With more and more data being generated every
day effective data mining techniques are getting increasingly im-
portant. One of them is clustering which aims to get insight into
the intrinsic structure of the data by identifying natural groups
called clusters of the data. This paper presents an overview of
partitional clustering methods (K-means), hierarchical methods
(SLINK, CLINK) and the EM-algorithm and discusses the issues
they are facing. Clustering algorithms are applied in many fields,
from medicine to recommender systems. Also, discusses recent
research trends in clustering are presented.

Index Terms— Data Mining, Clustering, K-Means, EM-
Algorithm, Hierarchical clustering

I. INTRODUCTION

Every day a massive amount of new data is generated.
Extracting useful information from so much data needs special
techniques and algorithms. Creating new knowledge with the
newly gained information is achieved by machine learning
and data mining. These two powerful tools both make use
of clustering techniques.

Clustering aims to form natural groupings out of unlabeled,
multivariate datasets in order to get insight into the intrinsic
structure of the data [1]. To this end, clustering algorithms
take a dataset without any information about classes as input
and generate a set of clusters where each datapoint belongs
to one or more clusters. While in classification there exists
information about the categories in which the data should be
placed, in clustering there are no labels of groupings known
beforehand which is why it is considered an unsupervised
learning method [2]. This means that the classes are not
predetermined in the first place.

This paper gives an overview of different clustering meth-
ods. The remainder of this paper is organized as follows: First
we will take a look at the theory behind clustering in section
2, followed by a detailed presentation of some of the most
common clustering methods and their algorithms in section 3.
Then we will discuss how to validate the output of a cluster
analysis in section 4. Section 5 deals with typical problems
and applications of clustering and gives an outlook on recent
research in this field. Finally some concluding remarks are
given.

II. THE GENERAL IDEA BEHIND CLUSTERING

Clustering identifies groupings of a given data set in order
to get insight into the intrinsic structure of the data. In this
section the theoretical idea behind clustering is introduced. To
this end, Figure 1 shows an example of a data set before (a)

and after (i) cluster analysis. Before applying the clustering
algorithm no information about groupings inside the data is
present. Then the algorithm produces a partition in which
every data point is assigned to one cluster, here either the
red or the blue cluster. We now present cluster models and
dissimilarity measures as well as different kinds of input and
output to cover the theoretical background on clustering in
general.

A. Cluster Models

The term clustering does not refer to one certain method
or algorithm but instead to a variety of techniques which
approach a clustering problem from different cluster models.
Some of the most relevant cluster models are [3]:

• Hard vs. Fuzzy: While hard clustering assigns each data
point to one - and only one - cluster, fuzzy clustering
computes a degree of membership for each data point
and cluster. So in fuzzy clustering the cluster boundaries
are ’soft’ while in hard clustering they are ’hard’.

• Partitional vs. Hierarchical: Partitional clustering only
produces a partition of the data set where the dissimilarity
of the clusters is as high as possible. Hierarchical cluster-
ing produces a nested grouping of clusters. Hierarchical
clustering itself can be divided into two submodels: The
divisive model starts with the whole dataset as one single
cluster and divides it consecutively into smaller clusters.
In contrast to that, the agglomerative model works the
other way round. It begins with each data point as a
separate cluster and then merges them together until only
one cluster containing all data points is left.

B. Dissimilarity Measures

In order to decide if two datapoints x, y ∈ Rdshould belong
to the same or different clusters, clustering algorithms measure
the (dis)similarity between them. This is done using a dis-
similarity measure. Choosing a measurement for dissimilarity
is one of the fundamental tasks for the user of any cluster
analysis. A common metric used in clustering is the Euclidean
distance:

d (x, y) =

√√√√ d∑
k=1

(xk − yk)2 (1)



where x and y are data points in Rd. Others include the
Manhattan distance1 and the Hamming distance2. In this paper
we will focus on the Euclidean distance3.

To describe a clustering problem we will use the following
notation: Let {x1, ..., xn} be our given data set we want to
perform a cluster analysis on. It consists of n data points in
Rd. We want to generate k clusters of our data. For each cluster
we will introduce a vector µk ∈ RD with k = {1, ..., k} where
µk is associated with the center of the k-th cluster. In order
to show to which cluster a data point belongs to we introduce
an indicator variable rn,k ∈ {1, 0}. Thus, for example if data
point xn is part of cluster k, then rn,k = 1 and rn,j = 0 for
j 6= k. Dissimilarity is represented by a dissimilarity matrix,
also called a distance matrix, with values dij = d(i, j). If
d(1, 2) < d(1, 3) then data point x1 is more similar to point
x2 than to point x3.

C. Input and Output

We can distinguish between similarity-based clustering and
feature-based clustering [4]. Feature-based clustering takes a
n × d feature matrix while similarity-based clustering takes
a n × n dissimilarity matrix as an input. It represents the
distances between the single data objects to each other. As
discussed above there are several ways of measuring dissimi-
larity.

There also are two types of output [4]: Partitional clusters
and hierarchical clusters, as discussed in section 2. Partitional
clustering produces disjoint sets of partitions where the data
points of one cluster are as similar and the clusters themselves
are as dissimilar to each other as possible. Hierarchical clusters
are usually displayed as dendrograms which make the hierar-
chy and levels of similarity of the clusters easier understand
for the viewer. An example of a dendrogram is depicted in
Figure 3.

III. CLUSTERING METHODS

A. Partitional Clustering - K-Means

The K-means algorithm produces a hard, partitional clus-
tering [2], [5]. Let µk be the mean of cluster k. The aim of
K-means is to assign each data point xn to a cluster k so that
the sum of the squares of the distances from each point in
cluster k to µk,∀k = 1...k, is the smallest possible:

J =

n∑
i=1

k∑
j=1

rij |d (xi, µj)|2 → min (2)

We are looking for {rnk} and {µk} so that J is minimal.
Because this method computes clusters with respect to their
means, it is centroid based. K-means consists of three basic
steps:

1d (x, y) =
∑d

k|xk − yk|
2d (x, y) = |{i : xi 6= yi}| with x, y ∈ Rd

3Note however that the Euclidean distance is not a good dissimilarity mea-
sure, especially in high-dimensional data. This is due to the concentration of
measure in high dimensions, see ’The Concentration of Measure Phenomenon’
by M. Ledoux (2005)

Algorithm 1 K-means algorithm
1. Initialize µk;
repeat

2. Assign each data point to its closest cluster center
3. Recalculate µk with mean of all current data points

of cluster k:
until (µk do not change anymore)

Because J is being minimized in each step the algorithm
finally converges and K clusters of our N data points are
found. Figure 1 illustrates the K-means algorithm: (a) shows
the initial data set with two initial choices for µ1 and µ2. (b)
illustrates step 1 of iteration 1 where each data point either
belongs to the red or the blue cluster. In the second step of
the first iteration, shown in (c), the centers of the two clusters
have changed to the mean of the two clusters. (i) shows the
final clusters after convergence. Even though two rather bad
choices of initial cluster centers were chosen, the algorithm
still discoveres the two clusters which make up the structure
of the data set.

Fig. 1. Steps of the K-Means algorithm [5]

Unfortunately, the K-means algorithm has some weak-
nesses. It needs three parameters to be specified by the user:
The number of clusters k, the distance function and the initial
cluster centres. The most difficult one to choose is k [2].
Moreover, when using the Euclidean distance the algorithm
only finds ball-shaped clusters [2]. Eventhough convergence
is guaranteed, the algorithm may converge to a local instead
of a global minimum of J [5]. A remedy would be to run
K-means several times with different inital values for µk and
then to choose the one with the smallest J [2].

As we can see, K-means is a straightforeward method to
discover hard clusters in a dataset. It computes clusters by
minimalizing the sum of the squared distances between each
data point and its assigned cluster. The original algorithm was
introduced in 1967 by MacQueen [6].



B. Hierarchical Clustering

A different approach to cluster analysis is hierarchical clus-
tering which aims to compute a sequence of nested partitions
of a given dataset [7]. As mentioned in Section 1 there are
two models of hierarchical clustering: The divisive and the
agglomerative model. The former one merges clusters together
in each step while the later divides them with respect to a
given criteria [4]. Here we will take a closer look at three
agglomerative clustering algorithms: The single-link (SLINK),
complete-link (CLINK) and average-link algorithm. Then we
will have a short look at the bisecting K-means algorithm
which is a divisive clustering method.

In agglomerative clustering it is convenient to imagine the
data set as a graph [7]. Two points x1 and x2 are said to be
linked if d(x1, x2) is smaller as or equal to a certain proximity
value. Agglomerative clustering merges clusters which have
the smallest dissimilarity, the only difference between the
algorithms is the definition of dissimilarity [4].

Altogether, the general algorithm for agglomerative cluster-
ing is as follows:

Algorithm 2 Agglomerative clustering
1. Initialize each cluster: µk = xk
repeat

2. µnew
k = µk1 ∪ µk2 where d(µk1, µk2) minimal

3. Mark µk1 and µk2 as unavailable
if µnew

k not in availability list yet then
3.1 Mark µnew

k as available
4. Update dissimilarity matrix

until (only one cluster µ1 left)

The single-link algorithm, also known as nearest neighbor
clustering, considers the two closest objects of two groupings
with each object in one group [4]. This is shown in figure 2 (a).
Since SLINK merges clusters independently of the similarity
of the individual points in one group, it produces clusters with
a wide diameter.

In contrast to that the complete-link algorithm, also known
as furthest neighbor clustering, considers the distance between
the two most distant points of two clusters [4]. Figure 2 (b)
illustrates the complete-linkage. CLINK looks for the smallest
of the maximum distances between clusters which results in
clusters with individual points which are relatively similar in
their union. The clusters generally have a small diameter.

A third method is average-link clustering, which defines
distance as the average distance between all pairs of data
points, i.e.

d(A,B) =
1

|A| |B|
∑
x∈A

∑
y∈B

dx,y (3)

See also Figure 2 (c). This method compromises the weak-
nesses of SLINK and CLINK and produces relatively wide
apart but compact clusters.

While agglomerative clustering works its way from single
objects towards big clusters, divisive clustering begins with

Fig. 2. Linkage of single link (a), complete link (b) and average link (c) [4]

one cluster and divides it iteratively. The main idea of a popu-
lar divisive clustering algorithm, bisecting K-means algorithm,
is to iteratively pick the cluster with the largest diameter and
split it in half using the K-means algorithm [4].

Hierarchical clustering results in a set of nested clusters
which can be visualized as a dendrogram, see Figure 3.
Depending on the level, the data can be split into different
numbers of clusters. The dotted line in Figure 3 creates three
nested clusters. Hierachical clusters can either be formed by
agglomerative or divisive methods which either merge or split
the individual clusters in each level.

Fig. 3. A dendrogram shows the hierachical structure of data clusters at
different levels. [3]

C. Expectation Maximization and the Gaussian Mixture
Model

Another perspective of a clustering problem stems from
a probabalistic point of view [8]. As there is no absolute
certainty that a data point belongs to its assigned cluster,
the probabalistic approach assigns to each data point a prob-
ability of belonging to a certain cluster. This is realized
with the use of mixture models. A mixture is a mix of k
overlapping probability distributions which each represent one
cluster and together model a clustering. Here the Expectation-
Maximization method (EM) is employed in combination with
the Gaussian mixture model (GMM) which is a mixture of
different normal distributions.

The EM-algorithm takes a user specified number k of
normal distributions, a set of data points and the type of each
attribute (numeric or nominal) and computes the maximum
likelihood of each point to belonging to each normal distribu-
tion/cluster. It contains two basic steps:

In the ’Expectation’-step (E-step) the cluster membership
probabilities are calculated by using the mixture model. In the



’Maximization’-step (M-step) the mixture model is optimized
through the newly calculated parameters of the cluster prob-
abilities. This way the shape and location of each cluster are
updated regarding all data points. These steps are repeated and
in every step the mixture model as well as the distributions of
the clusters are optimized.

Clearly the EM-algorithm shows some similarity to the K-
means algorithm. In fact, K-means is a variant of the EM-
algorithm where the centroids of the clusters can be seen as
a model of the data. Sometimes the latter is even called ’hard
EM’ [9]. But EM solves two of the main weaknesses of the
K-means method: First, the fact that K-means only models
the data through circular clusters and, second that K-means
assigns hard clusters. Most real world problems need flexibility
in exactly those two characteristics and this is where the EM-
algorithm becomes advantageous. However, just like K-means,
EM can converge to a local maximum instead of a global one.
Hence random initialization values are used and the algorithm
is run multiple times [9]. Bishop [5] and Barber [10] give
a good overview of the mathematical foundation of EM and
GMMs.

D. Other Approaches

The methods described above are just some of the fun-
damental methods in clustering. Other algorithms have been
developed which rely on these ideas as well as on new
techniques. In the following, we will briefly take a look at
a few more important methods:
• Spectral Clustering: Here a clustering problem is ap-

proached with the help of graph theory [4]. The dissim-
ilarity matrix is viewed as a weighted, undirected graph
through using the nearest neighbor of each point. Then
the associated Laplacian matrix4 is calculated, which is
positive and semi-definite. Spectral clustering computes
its eigenvectors and eigenvalues and designs from that a
partition.

• DBSCAN: Density Based Spatial Clustering of Applica-
tions with Noise (DBSCAN) computes clusters while also
considering noise in the input data of databases related
to space. It is based on a density-based notion of clusters
[11].

• Biclustering: This is a technique mostly used in bioinfor-
matics where often rows of the data matrix are represent-
ing genes and columns are representing their conditions
[4]. Biclustering realizes cluster analysis on both simul-
taneously. The output can be interpreted as clusters of
genes which behave similar in related conditions.

• Fuzzy-C: The fuzzy-C algorithm is an extension of the K-
means algorithm allowing fuzzy clustering [3]. Instead of
producing hard clusters it assigns a membership value of
each point to each cluster. It needs the number of clusters
and a membership function to be specified by the user.

4The Laplacian matrix describes a graph by subtracting its adjacency matrix
from its degree matrix. It always is symmetric, positive-semidefinite and at
least one eigenvalue is 0.

• High Dimensional Clustering: Clustering high-
dimensional data can be critical because of its
complexity. One method which enables this is called
projected clustering [12]. There, subspaces of the data
are generated, then clustering is done with respect to
only some of the dimensions several times. Finally these
results are properly combined.

E. Comparison Of Complexities

The following table compares the run time and storage space
complexity of different cluster methods discussed above where
n is the number of data points, k the number of clusters and
l the number of iterations of the algorithm.

Algorithm Time
complexity

Space
complexity

K-means O(nkl) O(k)
SLINK/CLINK O(n2 log n) O(n2)
EM various5 various
DBSCAN O(n log n) O(n)

IV. CLUSTER VALIDATION

Computing a clustering of a data set is not the only
task to be made in clustering. Clustering is an unsupervised
learning technique. This means that even though the algorithm
proposes a possible clustering as a result, it does not give any
information on its quality in representing the data. To get this
information cluster validation techniques are used which can
either be internal or external. Clustering algorithms require
user specified input - such as the function used to measure
distance, the number of clusters or the initial values. These
values have great influence on how the clusters are computed
and, therefore, good choices are here required in order to
produce representative data clusters. Generally there are two
types of validation: internal validation and external validation.
While internal validation focuses on the clustering objectives
themselves, external validation makes use of additional infor-
mation and compares the result of the clustering with it.

Internal validation measures the quality by judging how
much the resulting clusters represent cluster objectives, for
example, if objects in one cluster are in fact similar to
each other or if objects from different clusters are as much
dissimilar as possible. This is done by comparing the data
structure imposed by the algortihm and the data itself [2].
However, a good realization of these objectives does not imply
a good representation of the data in the real world. In contrast
to that, external validation relies on additional information.
It compares the output to already existing information on the
dataset, for example the true class labels, also referred to as the
ground truth [2]. There are several different measures for this
purpose, for example purity, normalized mutual information
and the Rand index.

5It depends on the type of mixture model and variant of the EM-algorithm.



Purity is calculated by assigning each cluster to the class
which it is most represented in and then dividing the number
of correctly assigned data points by the number of all data
points. Purity ranges from 0 to 1 and the closer it is to 1 the
better the purity is. It is easy to achieve purity around 1 if
few clusters exist but it is hard to evaluate the real quality of
clusterings with big amounts of clusters.

A measure which allows to achieve this is the normalized
mutual information. It represents the amount of information by
which the knowledge about the classes increases in presence
of information about the clusters.

Another common measure is the Rand index. This index
takes four values into account: The true positive decision
(when two similar objects are placed in the same cluster),
the true negative decision (when two dissimilar objects are
assigned to different clusters), the false positive decision (when
two dissimilar objects are placed in the same cluster) and the
false negative decision (when two similar objects are placed
into two different clusters). The Rand index measures the
percentage of correct decisions. One problem is that it places
as much attention to negative as to positive decisions. In some
cases it may not be as bad to place two dissimilar objects
into one cluster than to place two similar ones into different
clusters. This issue is solved by another measure, called the F
measure which is however not discussed here.

V. DIFFICULTIES AND APPLICATIONS

A. Difficulties In Clustering

New clustering algorithms address specific clustering prob-
lems or try to overcome issues of existing algorithms [1].
The ultimative goal - finding an universal clustering algorithm
which works for every kind of cluster problem - is very
difficult to reach due to various problems [1]. First of all, the
definition of a cluster is ambiguous. Clusters can be described
for example by distance, density, a minimum number of
neighbors or probability. Second, clusters do not occur in
uniform shapes. While some algorithms are good at finding
circular clusters (K-means), others are able to identify clusters
with nonlinear boundaries (EM). Figure 4 shows a comparison
of clusters found by different algorithms. Obviously they differ
significantly. Then, it could be possible that irrelevant features
are contained in the data making it hard for the algorithm to
find useful clusters, especially in high-dimensional clustering.
On top of that, cluster algorithms will compulsorily produce
a clustering even of data sets without any meaningful cluster
structure like random noise. Since there are different kinds of
problems which cluster methods have to take into count, it
remains the responsibility of the user to assert the quality of
the clustering and to chose wisely between different methods,
algorithms and input variables.

B. Applications of Clustering

Not only does clustering have an important role in computer
science but also in a spectrum of different fields like medicine,
economy and finance, biology, astronomy or social networks.

Fig. 4. Comparison of clustering algorithms on different datasets. a) K-
Means, b) hierarchical clustering, c) spectral clustering, d) DBSCAN. k = 3
for a) to c). [13]

Some of the most important applications of clustering methods
include:
• Image Segmentation and Image Compression: Image

segmentation divides an image into different regions of
nearly similar color representing one object by assigning
each pixel to a cluster [5]. A color can be interpreted as
a 3-dimensional vector showing its proportion of RGB-
values. The k clusters represent one color each so running
a cluster algorithm on an image results in the image being
reduced to k colors. Figure 5 shows the result of the K-
means algorithm on a picture with k = 3 and k = 10.
In the resulting pictures some details are lost. But, by
applying a cluster algorithm it is possible to perform
image compression by only storing the associated cluster
identity k for each pixel. The cluster identities are a
substantially smaller amount of data compared to the
original pixel information. This type of data compression
is called lossy data compression since it is not possible
to exactly recreate the original from the compressed data.
Applying cluster methods for image segmentation plays

Fig. 5. The K-means algorithm used for image segmentation on the original
image (right) with k = 3 (left) and k = 10 (middle). [5]

an important role in medicine, for instance to distinguish
between different kinds of tissue in MRT-scans [3].



• Object Recognition: Another use of clustering methods
is in automated recognition of objects [3]. An example
is the recognition of a 3D view of an object by using
a database of existing 3D views of this object. The
CLINK algorithm makes it possible to recognize an
object without comparing it to each existing view by
clustering the existing views. Another example would be
the recognition of handwritten characters and digits in a
wide variety of writing styles.

• Predictive Analytics: Clustering can be applied to a
dataset of customers in order to discover rules to char-
acterize them [3]. This information can then be used to
predict behavior in the future. For example, one could
group shop customers based on different factors such as
age, sex, income, etc. and predict if they will return to the
shop by looking at which group they were being assigned
to. This is surely relevant for advertising companies and
similar marketing methods.

• Search Engines: Clustering can improve search results
by identifying an initial group of results which match the
query and then add others from their cluster which do not
match the query at first sight [3]. For instance if a user is
looking for ’car’, car websites are taken from the cluster
’automobiles’ and then others like ’vehicle’ websites are
added to the result. Another type of optimization on
search results is the reduction of time needed to produce
results by finding the closest clusters to the query and
then taking websites from those clusters as a result. This
takes far less time than computing the similarity of the
query to each website individually.

• Gene Expression Analysis and Tumor Identification:
Variations in gene expression patterns in human DNA
can indicate different tumor subclasses [14]. Identifying
them can be achieved by hierarchical clustering. This
knowledge allows to deeper understand the interaction
of cancerous genes or helps a patient by identifying
expression motifs like sensitivity to specific therapies or
metastatic potential.

Altogether, it is clear that clustering is an important interdis-
ciplinary method, especially when working with big amounts
of unlabeled data.

C. Recent Advances In Clustering

New data is generated every single day, mostly high-
dimensional data. Data mining and machine learning tech-
niques have to adapt to this fact which is why research keeps
on proposing new methods and approaches in order to cope
with the data explosion and rising importance of big data. Here
we will take a look at some recent trends in clustering.

In order to get a better clustering a new approach called
clustering ensembles has been propesed in [15]. This involves
the generation of multiple clusterings of one data set and then
the combination of the results to a bigger picture. Recent work
concentrates on how to generate the ensembles and how to
then combine them in the best way.

Another relatively new approach is so called semi-
supervised clustering, see [2]. It combines unsupervised clus-
tering with some sort of externally available information which
can either be partially labeled data or constraints on the data.
When the data is partially labeled, semi-supervised clustering
aims to classify the unlabeled data to the appropriate clusters
using the already labeled data. If data has complex but known
relationships among it, semi-supervised clustering uses must-
link and cannot-link contraints in order to find the right
clusters. A good overview is given in [16].

As the amount of existing data gets bigger, large scale
clustering becomes more important [2]. It deals with massive
datasets representing thousands of features. Some sample
applications are gene clustering and content-based image re-
trieval.

Recent research also deals with not only finding clusters
in multivariate datasets but also in ranks, dynamic data and
relational data. [2] gives an introduction on these topics.

At the moment so called interactive recommender systems
gain an important role in online marketing and personaliza-
tion of applications. Algorithms analyze the user’s behavior
and, based on that, recommend other products. Many online
entertainment and shopping services rely on recommender
systems like the movie streaming provider Netflix and the
music streaming service Spotify. Netflix recommends new
movies to the customer and Spotify offers a ’radio’-feature
which proposes new songs based on an artist or specific song.
While clustering already plays a key role in recommender
systems for some time, it faces new challenges as the rec-
ommender systems are supposed to get more accurate. The
core challenge is to balance relevancy, popularity and diversity
of recommendations and to provide them in real-time [17].
Netflix and Spotify use clustering to create clusters of genres
and subgenres which help to learn the user’s taste in detail.

Furthermore, parallel clustering and data stream clustering,
as well as speech and face recognition gain more importance
but discussing these topics is beyond the scope of this paper.

VI. CONCLUSION

Altogether, clustering is an important method in data mining
and machine learning. It aims to get insight into the structure
of a given dataset by identifying clusters in it. Many different
algorithms have been proposed. Clustering algorithms can be
hard or fuzzy, partitional or hierarchical. We have discussed
some of the most known cluster algorithms like K-means,
Expectation Maximization, SLINK and CLINK. Since there
is no a priori information about a proposed clustering, further
examination of the quality of the output is necessary. Clus-
ter validation can either be internal or external. Clustering
algorithms are indispensable in many fields like medicine,
biology, search engines and recommender systems of online
services. Research works on coping with high-dimensional and
large scale clustering and tries to adapt supervised learning
techniques, which results in semi-supervised clustering.
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