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Abstract— Ensemble learning is a statistical learning technique
that combines multiple independent learners into an ensemble
with better prediction performance than the individual learner.
This has many applications in data mining where a powerful
predictor can recognize complex patterns in data. This paper
gives an overview of ensemble learning. We present practical
reasons for performing ensemble learning and motivate it from
a statistical point of view by studying how the bias and variance
of a predictor influence its generalization capabilities. We look
at how ensembles are created and present two popular ensemble
learning techniques, namely bagging and boosting with a focus
on AdaBoosting. Finally, we examine how ensemble learning
performs on real data sets.

Index Terms— Data Mining, Machine Learning, Ensemble
Learning

I. INTRODUCTION

A crucial step in the process of data mining is to extract
meaningful patterns from data which we can then use to gain
insights into the associated problem. This process requires a
learner (or predictor) that learns the pattern by observing the
data. We can think of a learner as of a human expert: It studies
pre-existing information and becomes proficient to not only
answer questions about the information available but also to
generalize and thus answer questions that are related to, but
not fully based on the pre-existing information. For example,
a meteorologist would study past changes in temperature and
pressure to predict tomorrow’s weather.

When making decision, we often base our reasoning on
the findings of these experts. In many cases, especially when
we are about to make an important decision, we naturally
consult not only one but several experts and come to our
decision by weighing the individual experts’ conclusions. In
data mining, we can use this approach as well, by having
multiple learners look at the data in advance, consult each
of them separately and weigh their results to draw a final
conclusion. This technique is called Ensemble Learning.

A. Statistical Learning

As a method of statistical learning, ensemble learning
intercepts with data mining when we want to analyze the data
we have aggregated. In the following paragraphs, we briefly
introduce core concepts of statistical learning as presented in
more detail in [1, pp. 9]. Suppose we have collected weather
data of the last five years and want to use it to predict the
next day’s weather. Our data typically contains values for so
called indicator variables, called input or feature variables

x = (x1, . . . , xm)T , such as temperature and pressure on the
previous days, that we use as evidence for our predictions. On
the other hand, we have an output or target variable y, whose
value we want to predict, for example the temperature on the
next day. If the target variable is numerical, like a temperature
value, the learning problem is called regression. If the target
variable is a class label, such as “rain” or “no rain”, we call
it a classification problem.

We suspect that the next day’s temperature is not arbitrary,
but rather depends on the values of the feature variables, more
formally, it follows some unknown pattern f with y = f(x).
To find this pattern, we can start by generating a single learner
f̂Θ,T (x) by training it on pre-existing data samples T for
which both the values of x and y are known, i.e., the weather
of days in the past. Training works by adjusting the learner’s
parameters Θ in such way, that it outputs the correct y-value
for some training sample xi. If our training data is sufficiently
representative of the general pattern f , we can hope that f̂
(depending on context, we omit the subscript for parameters,
training set or both) comes close to f . This procedure is
called supervised learning as the correct outputs of the training
sample are given as inputs to the training method. In contrast,
in unsupervised learning, no correct outputs are associated
with the data samples [1, p. 486].

To measure the learning progress during training, we use the
training error which states to what extent the learner is able to
predict the samples of the training set correctly. Once training
is complete, we often test the learner on previously unseen
data, to make sure it actually recognized the pattern f and not
just remembers the training samples. The test error, analogous
to the training error, measures the learner’s performance in the
test phase.

There is a large range of available learning methods, that
vary in the shape and parameter variables of the learner f̂Θ and
the training procedure. Common examples are linear regres-
sion, where the coefficients of a linear function are altered to
fit the training data, neural networks, where the coefficients of
a combination of non-linear functions are adjusted or decision
trees, that are trained to partition the feature space where each
area is assigned to a output value [1, p. 43, 295, 389].

B. Learning Ensembles

Ensemble learning is not a learning method itself, but rather
the procedure of combining multiple learners of the same or
different type into a learning ensemble (or committee) [1,
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Fig. 1. Rough structure of an ensemble learner consisting of T base learners.
The input to the ensemble is fed to all base learners and their predictions are
combined into the ensemble prediction through a combination rule such as
averaging or majority voting.

p. 605]. Figure 1 shows the general structure of a learning
ensemble. In the bottom row, there are a number of base
learners of the form as described above. Depending on the
ensemble learning method, this can be learners of the same
type, for example all neural networks, or even of varying type.
Base learners are trained individually with a learning method
that corresponds to their type. Neural networks would tradi-
tionally be trained with some form of gradient descent, while
linear regression models are trained directly by minimizing the
training error. Only once all base learners are trained, they are
combined into the ensemble. When using the ensemble, we
feed the input into all base learners to get their respective
predictions. These predictions are then combined into the
ensemble prediction using some combination rule, such as
averaging the individual predictions in case of regression or
selecting the class that was output by most base predictors, a
method called majority voting, in case of classification.

Ensemble learning has mostly been applied to supervised
learning tasks and this topic dominates in literature. Some
work still exists on the unsupervised case, most notably [2].

In this paper, we will take a closer look at ensemble learning
both in theory and in practice. In Section II we motivate the
use of multiple learners and examine how this affects the
prediction performance. In Section III we study in detail how a
learning ensemble is constructed and introduce two of the most
popular ensemble learning methods, bagging and boosting.
Subsequently, results of real-world experiments on ensemble
learning are discussed in Section IV.

II. MOTIVATION

Combining multiple base learners comes at the cost of
more time spent during training. In the following paragraphs,
we will outline five reasons for ensemble learning identified
by [3], that justify the computational drawback.

1) Training a single predictor with large amounts of data can
prove to be inefficient and potentially uneffective. To solve this
problem, we can train multiple predictors on smaller portions
of the data set and combine them together in a learning

ensemble which still incorporates the entire data set into its
decision making process.

2) Conversely, when only small amounts of data are avail-
able and effective training thus is difficult, learning ensembles
can also prove to be convenient. We can draw resampled
versions of the training set and use each to train an individual
learner which are once again combined into an ensemble to
yield a more performant predictor. This is the main idea behind
bagging which we will examine in more detail in Section III-
A.

3) Inputs from different sources often vary greatly in format,
for example when the data set consists of image data, numeric
values as well as class labels. In this case, it is often beneficial
to train a base learner for each source of input, a concept
known as data fusion.

4) Some prediction problems can be too difficult for a single
predictor to solve and the training error will therefore not drop
to an acceptable level. Learning ensembles can then achieve
higher prediction capabilities by linking multiple predictors
that each fail and succeed on different inputs and thereby
joining their fields of expertise. As an example, when a
classifier ensemble combines its predictors by choosing the
class that receives most votes, then the ensemble will output
the correct class whenever the majority of classifiers choose
the correct class, regardless of the other classifiers incapable
of predicting the right output.

5) For some problems, the training error does decrease to
an acceptable level, but the predictor nevertheless performs
poorly on previously unseen data. Hence, the learner has failed
to generalize and overfitted the training data. In these cases,
training and combining multiple predictors prevents us from
relying on a single, possibly poor learner or can even out
shortcomings of a few predictors for a particular input point.

These last two reasons are especially interesting from a
statistical point of view and are therefore considered more
formally in the following sections.

A. Generalization Performance

Both aforementioned impediments on good performance,
a problem too difficult to solve satisfactorily and a failure
to generalize, are related to the complexity of the learning
method, as explained by [1, pp. 219]. An example for a
learning method with low complexity is the linear regression
model, wheras neural networks with several nodes have high
complexity. For some learning methods, the complexity can be
adjusted via the complexity parameter, like for the k-neirest
neighbor method via the neighborhood size k or for neural
networks via the size and learning rate.

Learning methods which struggle to produce a predictor
capable of solving a given problem have a complexity too
low to conceive the entire problem. In these cases, we say the
predictor has underfitted the data [1, p. 38]. Fitting a linear
regression model to data that is distributed in a non-linear way
for example, will not result in an acceptable error rate since
a linear function is not a sophisticated enough description of
the data at hand.



On the other extreme, a learning method with high com-
plexity may achieve a low training error but will not be able
to generalize because the predictor, empowered through high
complexity, will be fitted too narrowly to the training data.
Consequently, we say the predictor has overfitted the data [1,
pp. 220].

Finding the optimal model complexity for the given prob-
lem, therefore becomes a crucial task when peformaing sta-
tistical learning. To be able to evaluate and compare a set
of learning methods with given complexity, we require a
measurement of how well for a given problem the resulting
predictor can perform. We will use the expected generalization
error

Err = ET EX,Y [L(y, f̂T (x))] (1)

as defined in [1, p. 228]. The predictor is denoted by f̂T in
terms of the input vector x and the training set of samples
T = {(xi, yi) | i = 1, . . . , N}. L is the loss which measures
the deviation of the prediction f̂T (x) from the sample output
y. Different types of loss can be used, most commonly squared
error loss [1, p. 219]

L(y, f̂T (x)) = (y − f̂T (x))2 (2)

for regression problems and 0-1 loss [1, p. 221]

L(y, f̂T (x)) = I(y 6= f̂T (x)) (3)

for classification problems. Subsequently, we average over the
joint distribution X,Y of possible inputs and corresponding
outputs and the training set T of fixed size N . As a result,
the expression is independent of the specific samples that
make up the training set and depends soley on the learning
method. This makes the expected generalization error the
predestined measure for evaluating and comparing different
learning methods for a specific problem.

B. Bias-Variance-Tradeoff

To gain insight into what causes the error when applying a
particular learning method, we can perform the bias-variance
decomposition of the expected generalization error for an
input x0 as stated and explained in [1, pp. 37, pp. 223]. The
decomposition is possible for the squared error loss as well
as the 0-1 loss. Suggestions for the latter case are presented
in [4], [5]. We perform the decomposition for the squared error
loss as

Err(x0) = σ2
ε + Var[f̂T (x0)] + Bias[f̂T (x0)]2. (4)

The decomposition gives us an expression with an irreducable
error term σ2

ε due to noise and the variance and squared bias
of the predictor.

Intuitively, the bias expresses to what extent some learning
method, regardless of the specific training samples, is capable
of producing correct predictions. A high bias value hints
that we have made wrong assumptions when choosing our
prediction model and hence underfitted the data. For example,
fitting a linear regression model to non-linear data will lead
to a high expected generalization error where the bias term is

comparatively high. The solution to this problem would be
to try another model (e.g. polinomial regression) or, more
generally, increase the learning model complexity (e.g. try
neural networks).

The variance specifies how the learning method responds
to changes in the training set. If the variance of a learning
model is high, slight changes in the training set can change
the resulting predictor more decisively. Learning models with
high variance are therefore called unstable [4].

A high variance value suggests that the predictor has over-
fitted the training data, therefore, decreasing the complexity of
the learning method may increase generalization. This is often
achieved through regularization, e.g. by altering the training
error function to penalize non-smooth solutions of f̂ [1, p. 34].
Another approach, especially in the context of neural networks,
is to stop training early, as soon as one notices that the test
error starts to increase [1, p. 398].

Training a large neural network on data that is distributed in
a simple, linear fashion until the training error is almost zero
typically leads to an overfitted predictor. The neural network
would model a function that describes the position of the
individual training samples rather than the general pattern of
distribution.

We note that the bias-variance decomposition is mostly a
tool for examining learning methods in theory as in real-
world problems, the target function f that is required for the
decomposition in 4 is usually unkown. However, a method for
estimating bias and variance in real-world settings with unused
training data is suggested in [5].

The above interpretation indicates that we should aim for
reducing both bias and variance in order to maximize gener-
alization capabilities of the predictor. However, this turns out
to be difficult as there exists a tradeoff relation between both
properties. When increasing the complexity of the learning
method to decrease the bias, the variance will usually increase,
though not necessarily by the same amount. Vice versa, when
decreasing the complexity of the learning method to decrease
the variance, the bias is expected to increase. This relation is
sketched in figure 2. For a single predictor, we are left to find
the complexity for which the test error is minimal.

As the last two motives for using ensemble learning stated
above suggest however, learning ensembles can break the
tradeoff relation and decrease bias as well as variance. In
conformance to intuition, combining multiple predictors often
results in a ensemble capable of predicting more complex
relationships among the data, thus decreasing the bias, and
capable of counteracting overfitting tendencies, thus decreas-
ing variance. Experiments conducted with popular ensemble
learning methods confirm this interpretation of performance
improvements [4], [6], [7].

III. CREATING A LEARNING ENSEMBLE

In the process of ensemble learning, we identify two steps
to creating a trained learning ensemble [1, p. 605]:

1) Generate a set of trained base learners
2) Combine base learners into coherent ensemble
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Fig. 2. Plot of how test error and training error of a predictor typically behave
as complexity of the corresponding learning method is increased, along with
the associated effect on bias and variance [1, p. 38]. The training error can
usually be decreased to an arbitrarily low amount, while the test error starts
to increase once the predictor overfits the training data.

Many ensemble learning methods do not require an explicit
choice of base learner, though some work best when base
learners have certain properties. Furthermore, the selection of
training data, training method and model parameters in the
first step and the combination rule used in the second step are
predefined by some ensemble learning methods.

When generating the base learners of the ensemble, we
should also have in mind one of the key motives for ensemble
learning mentioned in Section II which is to combine the
strength of multiple base learners. Intuition tells us, that if
we want the ensemble to achieve better prediction accuracy
compared to its base learners, then its individual learners must
be sufficiently diverse, i.e., they must perform distinctly on
different regions of the input space. As an extreme example,
an ensemble of identical regression predictors whose outputs
are averaged to produce the ensemble output, does not perform
any better than the individual predictor.

A formal investigation into the relation between a ensem-
ble’s diversity and its prediction performance was conducted
by [8]. They present ten diversity measures and perform
several experiments on simulated and real-world data. This
leads to the conclusion, that while the diversity measures relate
to the ensemble prediction accuracy in simulated experiments,
in real-world applications, high diversity values do not lead to
a better prediction accuracy. These findings reveal that there is
limited use in consulting diversity as a guiding measure when
generating the base learners for an ensemble.

In the following paragraphs, we will introduce two of
the most popular ensemble learning methods, bagging and
boosting.

A. Bagging

One of the first ensemble learning methods was bagging,
short for bootstrap aggregating, suggested in [9], that combines
predictors trained on bootstrapped data sets.

Let X,Y be the joint distribution of inputs and correspond-
ing outputs and T = {(xi, yi) | i = 1, . . . , N} a training set of

N independent samples drawn from this distribution. A naive
approach to ensemble learning would be to train T predictors
on training set T and combine them into an ensemble by either
averaging their results in case of regression or selecting the
class labels with most votes in case of classification. However,
we cannot expect the resulting ensemble to perform signif-
icantly better than a single predictor as each base predictor
is very similar or even identical to the other members of the
ensemble.

Bagging solves this problem by generating T different sets
{Tk | k = 1, . . . , T} of bootstrap samples. Each of these boot-
strapped data sets are created by uniform sampling1. In each
of the resulting bootstrap data sets Tk some of the samples
of T might occur multiple times or not at all. Consequently,
bootstrap samples are distinct from the original data but are
distributed similarly to the joint distribution X,Y as samples
are drawn with equal probabilty.

For every bootstrapped data set Tk we train a predictor
f̂k(x), which together make up the final learning ensemble.
When testing or using the ensemble, the outputs of all base
predictors are again combined either by averaging or major-
ity voting. The entire bagging ensemble learning method is
outlined by the algorithm in figure 3.

Analysis of the algorithm in [9] suggests that bagging
results in a performance gain over a single predictor when the
base method is unstable, i.e. produces predictors with high
variance, as for example neural networks. Small changes in
the training set, such as introduced through bootstrapping,
induce significant changes in the resulting predictors, leading
to a more diverse learning ensemble. Performing bagging with
stable base methods, such as k nearest neighbor, on the other
hand, mostly does not result in better prediction performance
or can even decrease it.

B. Boosting

The idea of boosting algorithms is similar to bagging
but takes the concept of varying the individual training sets
a step further. Unlike bagging, boosting algorithms do not
generate each base predictor on their own but rather train
them sequentially where subsequent predictors focus on the
weaknesses of previous ones.

Just like bagging, the boosting algorithms can be applied
in conjunction with any base learning method. Traditionally,
in the context of boosting methods, the learning method for
the individual predictors is called WeakLearn as it is only
required to classify over 50% of training samples correctly,
therefore just performing slightly better than random guessing.
Accordingly, the term “boosting” refers to the process of
turning many weak learners into one strong learning ensemble.
Despite their name, weak learners are still allowed to perform
better, in fact, AdaBoost also works with base learners with
prediction accuracy far better than 0.5 [1, p. 337].

One of the earliest and most popular boosting algorithms is
AdaBoost.M1, short for adaptive boosting, introduced in [10].

1Drawing N samples from T with replacement (drawn samples are not
removed) and equal probability 1/N of selecting each sample in T .



Bagging:
Input:

– Training Set T = {(xi, yi) | i = 1, . . . , N}
– Learning method for base learners BaseLearn
– Number of iterations/ base learners T

Output: Learning ensemble f̂E(x)

1) For k in 1, . . . , T :
a) Draw bootstrap sample Tk of size N from T with

replacement
b) Train predictor f̂k(x) via BaseLearn using train-

ing set Tk
c) Add f̂k(x) to learning ensemble E

2) Return ensemble predictor f̂E(x)

• For regression: f̂k(x) are numerical values,

f̂E(x) =
1

T

T∑
k=1

f̂k(x)

• For classification: f̂k(x) are class labels,

f̂E(x) = majority vote{f̂k(x)}T1

Fig. 3. Bagging algorithm for regression and classification problems as
described in [9].

It can be applied to classification problems only, however,
there also exist boosting methods for regression problems,
such as gradient boosting. For a more intuitive introduction,
we will study the Discrete AdaBoost algorithm as described
by [1], [11], that is limited to two output classes.

AdaBoost generates a sequence of classifiers where each
one focuses on learning from the samples that the previous
classifier misclassified. This is done by assigning a weight ωi

to each sample in the training set T . The higher the weight
for a sample, the more it will influence the training of the
current classifier in the sequence. After the classifier was
trained, it is evaluated on the training set and the weights
are adjusted for generating the next classifier in the sequence
such that the weights for samples which the current classifier
misclassified are increased and the weights for all other
samples are decreased. This process of adapatively adjusting
the weights in each iteration led to the name AdaBoost.

Figure 4 describes the Discrete AdaBoost algorithm for two-
class classification in detail. In the first step, we initialize all
weights ωi to 1/N , thereby assigning equal importance to all
samples. In step 2, we iterate over the number of weak learners
our final ensemble should consist of. We start by training the
current classifier f̂k(x) of the sequence using the provided
BaseLearn learning method and the weighted training set T .

How this is performed in practice depends on the nature
of BaseLearn. Some learning methods allow to incorporate
the weights ωi directly into training. When training neural
networks with on-line gradient descent for example, one can
adjust the step length of one training iteration depending on the

AdaBoost.M1:
Input:

– Training Set T = {(xi, yi) | i = 1, . . . , N} with
yi ∈ {−1, 1}

– Learning method for base learners BaseLearn
– Number of iterations/ weak learners T

Output: Learning ensemble f̂E(x)

1) Initialize observation weights ωi = 1
N

for i = 1, . . . , N
2) For k in 1, . . . , T :

a) Train predictor f̂k(x) via BaseLearn using
weighted training set T with weights ωi

b) Compute training error

errk =

∑N
i=1 ωiI(yi 6= f̂k(xi))∑N

i=1 ωi

c) Compute current weak learner’s weight αk =
log( 1−errk

errk
)

d) Set ωi ← ωi · exp(αk · I(yi 6= f̂k(xi))) for i =
1, . . . , N

3) Return f̂E(x) = sign(
∑T

k=1 αkf̂k(x))

Fig. 4. Discrete AdaBoost.M1 algorithm for two class classification intro-
duced in [11].

weight of the sample. In case a particular BaseLearn method
does not allow this type of direct integration, we generate a
training set Tk by drawing (with replacement) samples from
T with probability ωi of selecting sample (xi, yi) [10].

In the next step, we evaluate the current classifier f̂k(x) on
the training set T and calculate a weighted training error errk.
We then use this error measure to calculate the weight αk

for the current classifier. It determines how much the current
classifier will contribute to the output of the final ensemble.
The better the classifier, i.e. the lower the error rate, the higher
the weight and therefore the contribution.

In step 2.d we eventually update the weights. The weights of
samples that were correctly classified, i.e. I(yi 6= f̂k(xi)) = 0,
are kept the same, and weights of samples that were misclas-
sified are increased so that the next classifier in the sequence
will place more importance on these. Once all base classifiers
have been trained, the ensemble classifier is returned. The
combination rule is the weighted sum of all base classifiers.
As training outputs are either −1 or 1, we can use the sign-
function to determine which output label the ensemble is
leaning towards.

We have seen that AdaBoost makes predictors focus on the
weaknesses of their predecessors by assigning weights to the
samples of the training set. Other boosting algorithms achieve
this behavior in different ways. Gradient boosting for example,
described in [12] [1, pp. 358], a popular boosting method for
both regression and classification problems, makes subsequent
predictors learn the gradient of the previous predictor in terms
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Fig. 5. Reduction in cross-validated test error of learning ensemble over
respective base learner (Neural Network or C4.5 Decision Tree) [13]. While
both bagging and boosting greatly improve predicition performance for the
Labor data set, only minor improvements or even an increase in test error are
yield for the Credit data set.

of the training samples. As the sequence of predictors grows,
the ensemble performs a form of steepest descent, moving
down the slope of the training error function.

IV. ENSEMBLE LEARNING IN REAL-WORLD
APPLICATIONS

In Section II, we motivated ensemble learning from an
intuitive and statistical point of view for mostly theoreti-
cal settings. Subsequently, we will examine, whether these
considerations hold for real-world applications by evaluating
experimental results. We will find that general assertions about
when and how ensemble learning decreases the test error are
difficult to state due to the complexity of most real-world
problems.

In [13], popular ensemble learning methods were tested on
23 real-world data sets. Both bagging and AdaBoosting were
evaluated on these data sets, each with two different base
learners, namely decision trees and neural networks. We will
present the total of four results each, for two of these data
sets, the “Credit Approval Data Set” and the “Labor Relations
Data Set” both from the UCI repository of machine learning
databases [14]. Results are depicted in figure 5.

For the Labor data set, both bagging and AdaBoosting result
in better prediction performance with AdaBoosting being
significantly more effective than bagging. We also see, that
ensemble learning with neural networks yields better results
for both algorithms. The picture is different for the Credit data
set. The improvements through ensemble learning are smaller
compared to the results above or even show an increase in test
error for boosted neural networks.

Further investigation by [13] suggests, that this increase in
test error in part stems from the fact that AdaBoosting may
overfit noisy training data. AdaBoost’s nature of focusing on
hard to classify samples in later iterations makes it prone to
overfitting if the data is particularly noisy, as the remaining
samples may indeed end up being noise that distort the actual
pattern underlying the data.

For the second data set, decision trees as base learners per-
form better than neural networks for both ensemble learning
algorithms, contrary to the results on the previous data set.
Attempts to affiliate these findings with the stability of the
base learning methods, as previously suggested, is difficult
in the context of this experiment as both neural networks
and decision trees are usually considered unstable learning
methods [13] where for neural networks this also depends
on the values of its complexity parameters. Furthermore, the
shape of the neural networks was adjusted to the input size of
each data set.

In general, we can be optimistic about the performance
improvements due to ensemble learning. The more extensive
experiments in [13] show, that ensemble learning can improve
performance for many data sets, often by a large amount. The
general observation is that bagging almost always increases the
prediction accuracy while boosting sometimes decreases the
prediction accuracy. However, for data sets for which boosting
results in better prediction accuracy, the improvement is often
larger than for bagging.

V. CONCLUSIONS

We have introduced ensemble learning as a technique of
combining the outputs of multiple independent learners to
achieve improved prediction performance over a single learner
in various situations. These range from scenarios where very
large or very small amounts of data are available or the data
is of varying formats and originates from different sources.
We have also seen that a learning ensemble can reduce the
expected generalization error of a problem by reducing its bias
and variance terms which is not easily achievable for a single
predictor due to the bias-variance-tradeoff. We introduced
bagging as a simple ensemble learning method that generates
multiple learners from resampled versions of the original
data set. Boosting, as a more sophisticated ensemble learning
method, trains base learners sequentially, by progressively
increasing the influence of difficult to learn training samples.
Results of applying ensemble learning in real world scenarios
are promising, with performance improvements on many data
sets.

Ensemble learning is a valuable technique in cases where
high prediction accuracy for a problem is required. It is
applicable in conjunction with various learners, so in situa-
tions where properties of a certain base learning method are
crucial, it can help improve the prediction performance whilst
preserving most of the learner’s properties.

As [1, pp. 350] explains, decision trees for example have
many properties that make them a reliable “off-the-shelf”
method for data mining which means they do not require
heavy preprocessing of the data at hand, but can often be
applied straight away. The disadvantage of their low prediction
power can be mended through ensemble learning, in particular
boosting. In fact, the gradient boosted model, a method similar
to boosted trees, has proven to be a powerful off-the-shelf data
mining procedure.
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