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Abstract— Principal Component Analysis (PCA) is a staple in
the modern data scientist’s toolbox. Developed over 100 years
ago, it has become one of the go-to mathematical approaches for
data reduction and analysis. In this paper, we aim to shed some
light on the inner workings and mathematical background of
PCA. We derive the common formulation of PCA, prove some of
its key properties that have led to its use across numerous fields,
and investigate how these properties allow its use in a number
of common applications. Finally, we briefly examine the most
significant extensions of and potential alternatives to PCA.

Index Terms— Principal Component Analysis, PCA, Statistics,
Data Analysis, Data Exploration, Dimensionality Reduction, Re-
gression

I. INTRODUCTION

In most empirical sciences, researchers need to interpret
large amounts of data to derive theories on complex systems,
where the relationships between measured variables are often
unclear. Frequently, the sheer amount of data makes it imper-
vious to human understanding, and an algorithmic approach
is needed to determine which components of the data are
relevant. In recent years, the need to analyze big datasets has
become more prevalent through the advent of “Big Data” [1].
Where large amounts of data demand simplification, Principal
Component Analysis (PCA) can be used to eliminate redun-
dancies and dependencies, or to reduce the dimensionality of
the input data.

Initially described as a method to find the closest-fitting
plane in a set of points [2], PCA was independently rediscov-
ered to find independent components from a set of correlated
variables [3], [4]. Over the course of the years, PCA became
a core feature in data analysis. It is now frequently used as
an early step in a data analysis process to reduce the number
of variables that need to be handled in later stages. Often, it
is also utilized to build hypotheses on which variables depend
on another from the original data set.

In machine learning and data mining, the amount of data
involved is immense, and even “simple” text processing (e.g.
for sentiment analysis) quickly generates multiple thousands
of individual features.1 To reduce the overhead involved in
the classification process, PCA is often used to extract a
significantly smaller number of features that share a common
impact on the resulting classification.

1Oftentimes, language processing simply reduces words down to their stem
(stemming) and uses these word stems as features for machine learning, e.g.
via support vector machines.

This paper aims to provide a short overview over the math-
ematical background behind PCA (Section II) and presents
the traditional covariance-based approach to PCA in detail
(Section III). We further discuss some of its practical appli-
cations and drawbacks in these scenarios by means of several
examples (Section IV), and shortly examine a number of
related approaches and extensions to PCA (Section V).

II. BACKGROUND

A typical dataset consists of n sets of random variates
x1,x2, . . . ,xn for m data points, resulting in a data matrix
X ∈ Rm×n, where the correlations between the variables
(columns) are unknown. The goal of PCA is to eliminate these
correlations by transforming X to an orthogonal basis.

To perform PCA, we assume a dataset centered around the
origin—if it is not, it can be obtained by subtracting the mean
of each column from every value in that column.

A. Variance and Covariance

The covariance cov(x,y) describes the strength of the
correlation between two random variates x and y. For two
arbitrary random variables A and B with the means µA and
µB , it is defined by the expectation value

cov(A,B) = E [(A− µA) (B − µB)] (1)

Because we deal with defined vectors a, b of m data points
each, and not arbitrary random variables, we can replace this
formula with the sample covariance

cov(a, b) =
1

m− 1
(a− µa)

T
(b− µb) (2)

In particular, cov(a, b) = 0 if and only if a ⊥ b (i.e. a and
b are linearly independent, and therefore uncorrelated).

If a = b, the covariance formula collapses to cov(a,a) =
1

m−1 (a− µa)
2
= var(a), the sample variance of a.2 For-

mally, var(a) describes the expectation value of the squared
distance of a measured value from the mean µa. It indicates
how far the values of a are spread around µa.

2Some authors prefer using the factor 1
m

over 1
m−1

for sample variance,
but sample covariance almost universally uses 1

m−1
.
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B. The Covariance Matrix

When, as for PCA, the data is represented in a matrix X, we
are mostly interested in the covariances between the different
columns (variables) of X. We construct the covariance matrix
cov(X) ∈ Rn×n from the covariances of the columns xi of
X.

cov(X)ij = cov(xi,xj) (3)

Because we know that the mean µxi
of column xi is zero,

the formula for the covariance matrix simplifies to

cov(X)ij =
1

m− 1
(xi − µxi

)
T (

xj − µxj

)
=

1

m− 1
xT
i xj

and therefore

cov(X) =
1

m− 1
XTX (4)

On the diagonal i = j, the covariance matrix contains the
variances of each column.

cov(X)ii = cov(xi,xi) = var(xi) (5)

The covariance matrix is symmetric. xT
i xj = xT

jxi.
Because the goal of PCA is to eliminate all correlations

between the different variables, and therefore between the
columns of X, the covariance matrix of the result Y must
be a diagonal matrix containing only the variances of each
individual column.

III. PRINCIPAL COMPONENT ANALYSIS

Formally, PCA finds a specific linear transformation P so
that the covariance matrix of the result Y = XP is a diagonal
matrix.

A. Derivation

We know that

cov(Y) =
1

m− 1
YTY

=
1

m− 1
(XP)

T
XP

=
1

m− 1
PTXTXP

= PT cov(X)P (6)

For all real, symmetric matrices A we can find an eigen-
value decomposition VDVT, where D is a diagonal matrix
and V is an orthogonal matrix containing the eigenvectors of
A.

Accordingly, we have D = VTAV, and with (6) we set
A = cov(X). Then, P = VT. cov(X) is diagonalizable by

applying the transformation P = VT, the columns of which
are comprised by the eigenvectors of cov(X).

However, we would like to choose P in such a way that the
variables in Y are ordered by descending variance, i.e. that
the values of cov(Y) decrease along the diagonal. Because
cov(Y) is obtained through the eigenvalue decomposition, it
consists of the eigenvalues of cov(X). Therefore, we order
the eigenvectors (i.e. the columns) in P in such a way that the
corresponding eigenvalues are decreasing in value. Because it
is possible to arbitrarily scale the eigenvectors by any constant
factor, we normalize them to a length of ‖pi‖2 = 1.

We call this ordered set of normalized eigenvectors the
principal components pi of X, and construct P as

P =
(
p1 p2 · · · pn

)
(7)

B. Properties

Theorem 1. A principal component pi describes the axis
orthogonal to p1, . . . ,pi−1 along which the original dataset
has the largest variance.

Proof. To obtain the variance varv(X) of the original
dataset along an axis v, we project X onto v and examine
the variance var(Xv).

var(Xv) =
1

m− 1
(Xv)

T
Xv

=
1

m− 1
vTXTXv

= vTcov(X)v

Because v could have arbitrary length and would scale
varv(X) accordingly, we normalize the variance and obtain

varv(X) =
vTcov(X)v

vTv
(8)

The goal, then, is to maximize varv(X) under the given
orthogonality constraints, i.e. to find

v = argmax
v 6=0

v⊥Ui−1

vTcov(X)v

vTv

where Ui−1 is the subspace of Rn spanned by p1 through
pi−1. (8) is called the Rayleigh quotient of cov(X) and v.
With the Courant-Fischer minmax theorem [5]–[7], we obtain

max
v 6=0

v⊥Ui−1

vTcov(X)v

vTv
= λi (9)

It remains to prove that the eigenvector corresponding
to λi fulfills (9). From subsection III-A we know that the
eigenvector to λi, the i-th largest eigenvalue of cov(X), is
pi, and substitute v in (9) accordingly. Because pi is an
eigenvector, cov(X)pi = λipi, and
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pT
i cov(X)pi

pT
i pi

=
pT
i λipi

pT
i pi

= λi
pT
i pi

pT
i pi

= λi �

Besides maintaining maximal variance, PCA also allows us
to eliminate dimensions from the dataset while minimizing the
error incurred, i.e. losing the least amount of data.

Theorem 2. PCA minimizes the total squared error expe-
rienced by eliminating all but n̂ of the n dimensions.

Proof. We can represent any data point di as a linear
combination of an orthonormal basis b1, . . . , bn with the
weights αi1 to αin.

di =

n∑
j=1

αijbj

To eliminate the last n − n̂ dimensions, we examine the
approximated data point

d̂i =

n̂∑
j=1

αijbj

Over all m data points, we can then minimize the total
squared error

En̂ =

m∑
i=1

∥∥∥di − d̂i

∥∥∥2 =

m∑
i=1

∥∥∥∥∥∥
n∑

j=n̂+1

αijbj

∥∥∥∥∥∥
2

Because bj is an orthonormal basis vector, ‖bj‖2 = bTj bj =
1. The weights αij are exactly the length of the projection of
di onto bj , i.e. αij = bTj di = dT

i bj .

En̂ =

m∑
i=1

n∑
j=n̂+1

α2
ij =

m∑
i=1

n∑
j=n̂+1

bTj did
T
i bj (10)

Recall that the dT
i are exactly the rows of X, i.e. (di)j =

Xij = XT
ji. Therefore, with (4), we obtain

(
m∑
i=1

did
T
i

)
jk

=

m∑
i=1

(
did

T
i

)
jk

=

m∑
i=1

(di)j (di)k

=

m∑
i=1

XT
jiXik

= XTX

= (n+ 1) cov(X)

Substituting into (10), we have

En̂ = (n+ 1)

n∑
j=n̂+1

bTj cov(X) bj

= (n+ 1)

n∑
j=n̂+1

bTj cov(X) bj

bTj bj

If n̂ = n − 1, then Courant-Fischer again dictates that
the error En̂ is minimized by bn = pn. Because the bj
are orthogonal by definition, we can iteratively conclude that
bj = pj minimizes En̂ for all n̂. �

IV. APPLICATIONS

A. Exploratory Data Analysis

Exploratory Data Analysis is an approach to statistics fo-
cused not on confirming a specific hypothesis, but on extract-
ing patterns from the data to eventually arrive at a hypothesis
[8], [9].

Applying PCA to a dataset helps extract the most significant
dimensions from the data (c.f. Section III). While these
dimensions may not always carry any directly interpretable
meaning, PCA is nevertheless frequently used in the empir-
ical sciences to gain valuable insights into the dependencies
between different variables within the data and into the source
behind the data [10].

This reliance, however, is often criticized. Many researchers
prefer other methods to find patterns in data, such as ex-
ploratory factor analysis (EFA) and other factor analysis
methods (c.f. Section V), where the new dimensions have
meaningful interpretations [11], [12].

B. Dimensionality Reduction

Most frequently, PCA is used to reduce the amount of data
to be investigated without losing much content [11], [13].
As discussed in Theorem 1, those dimensions with the least
variance can easily be removed from the transformed data.

There is a number of different criteria that can be used to
determine exactly how many components to keep (such as
the Kaiser criterion, keeping all eigenvectors corresponding to
eigenvalues greater than 1), but there is no general consensus
on which criteria should or should not be used. Discussing
these criteria would be beyond the scope of this paper; more
detailed discussion of retention criteria in the context of both
factor analysis and PCA can be found in [14].

A common example used in machine learning and classifi-
cation problems concerns the characteristics of three different
species of iris flowers [15]. For 50 samples from each species,
Fisher measured the length and width of the flower’s sepals
and petals (see Figure 1).

Even to the untrained eye, the correlation between petal
length and width is easily visible, indicating that dimension-
ality reduction may reduce the amount of data significantly
here. Performing PCA on the centered data results in four
principal components, the first two of which make up over
97% of variance in the data. Removal of the corresponding
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Fig. 1. Scatter plots of the Iris dataset from [15], colored by species.

dimensions from the data results in a modified dataset, where
the important patterns from the original data are still clearly
visible (see Figure 2).
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Fig. 2. The Iris dataset from [15], reduced to two principal components.

It is notable that, after reducing the number of dimensions,
both petal length and width can essentially be expressed in
terms of the other, with no influence from sepal features
discernible in the diagram. Removing all but one principal
component still retains 92% of total variance (Figure 3):

p1 ≈
(
0.36 −0.08 0.86 0.36

)
T

λ1 ≈ 4.23

λ1 + . . .+ λ4 ≈ 4.572957

Compared to the data recovered after removing two dimen-
sions (Figure 2), the differences are barely visible.

The R code used to compute PCA and generate Figures 1
through 3 is listed in the Appendix.
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Fig. 3. The Iris dataset from [15], reduced to one principal component.

C. Regression Problems

Regression problems are, so to speak, the original use case
for PCA. As described in Section I, the initial purpose of PCA
was to find “lines and planes of closest fit to systems of points
in space” [2]—a classical regression problem.

By applying Theorem 2 to all but the most important
dimensions of the data, it becomes clear that using PCA
minimizes the error incurred by the regression.

We will demonstrate this application here with an extract
from the Iris data used in the previous subsection. As described
there, the two measurements of petal length and width are very
closely correlated, and indeed their sample covariance exceeds
96%.

Figure 4 shows the two petal measurements, the closest-
fit lines generated by classical linear regression (using R’s lm

function) in blue, and the first principal component (shifted
to the non-centered data in the plot) in red. Classical linear
regression results in a total squared error calculated from the
distances to the regression line of E1 ≈ 5.380128. Using the
principal component as a regression improves that error to
E1 ≈ 5.370865.

As shown in Theorem 2, using the first principal component
minimizes the total squared error when measured perpendicu-
lar to the regression line, weighting all dimensions equally [2,
p. 560]. Meanwhile, classical linear least squares regression
minimizes the error when measured along the y-axis (i.e.
preferring one particular dimension).

When we want to use more than one principal component
in the regression, we can also apply classical linear regression
models to the PCA-transformed data (potentially excluding
some of the lower-variance components). This approach is
known as Principal Component Regression (PCR).

D. Drawbacks and Caveats

Besides problems with interpretation (c.f. [11], [12]), using
PCA assumes that the axes with the highest variance carry
the most valuable data, which is not always guaranteed to
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Fig. 5. Artificial two-dimensional dataset with two clusters.

be true [16]. Take, for example, a two-dimensional dataset
centered around two different points, as it could conceivably
be encountered when investigating differences between two
distinct types of subjects (Figure 5).3 Assume further that
we eventually want to classify the data, i.e. that we want to
specify a criterion that allows us to easily assign one of the
two categories to every data point.

Applying dimensionality reduction removes the variance
along the y-axis while keeping the separation of the two
clusters of data points intact (Figure 6).

Let us now take a dataset created in the same fashion, but
with a larger variation (σ = 1) along the y-axis. Figure 8 shows
the result of applying PCA-based dimensionality reduction—
the first principal component finds greater variance along some
diagonal through the data, and the clusters end up overlapping.

These issues are not merely theoretical in nature, and can
be observed in real data as well. In [16], Joliffe presents an
overview of articles where lower-ranked principal components

3The data points here are distributed normally around (−1, 0) and (1, 0)
with σ = 0.1.
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Fig. 6. Dataset from Figure 5, reduced to one dimension.
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Fig. 7. Another artificial two-dimensional dataset with two clusters.

are of higher importance to the data than those ranked above.

V. RELATED APPROACHES

A. Closely Related Transformations and Aliases

The Karhunen-Loève Transformation (KLT), also occasion-
ally known as the Hotelling Transform, is closely related to
PCA. In essence, the KLT is applied to generic random fields
as opposed to the specific data points used in PCA [17]. When
the random field is sampled, the KLT collapses back into
classical PCA [17, p. 1173].

In some engineering fields, PCA, along with the closely-
related KLT is also known as the Proper Orthogonal Decom-
position (POD) [18].

B. Singular Value Decomposition

In this paper, we used the covariance matrix to derive PCA
and its properties (Sections II and III). Because PCA generally
has to process a large amount of data, the slow matrix multi-
plication operation and the numerical instability of the results
are a sometimes significant hurdle to practical use. Instead,
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Fig. 8. Dataset from Figure 7, reduced to one dimension.

most implementations4 use the Singular Value Decomposition
X = UΣVT, where U is unitary, Σ is a diagonal matrix, and
V is another unitary matrix. Y contains the singular values
σi of X, which happen to be exactly the square roots of the
eigenvalues of XXT, the (unscaled) covariance matrix of X.
Similarly U contains matching eigenvectors to XXT.

C. Extensions of PCA

PCA has seen a number of extensions to make its results
more useful for exploratory data analysis. Sparse PCA, for
example, constrains the number of input variables that each
output variable is allowed to depend upon in order to simplify
interpreting the results [19].

Other approaches try to generalize the possible fields of
application: Multilinear PCA extends PCA from data matrices
to k-dimensional tensors of data [20], and the so-called Kernel
PCA does away with the linearity requirement entirely, replac-
ing the matrix computations in PCA with kernel operations
[21].

D. Independent Component Analysis

Much like PCA, Independent Component Analysis (ICA)
transforms the data to a new basis (albeit not an orthogo-
nal, nor an ordered basis). Instead of minimizing the error
incurred in dimensionality reduction, the aim is to minimize
dependence between the basis vectors. Generally computed
iteratively rather than through closed form, ICA treats the data
as the sum of statistically independent signals, and tries to
recover those signals from the input [22], [23].5

4In particular, MATLAB (pca(...)) and R (prcomp(...)) are con-
firmed to use SVD to compute the PCA. R’s princomp(...) uses
the covariance matrix, but its documentation explicitly recommends using
prcomp or svd directly instead.

5The classical example here is the so-called cocktail party problem, where
the task is to separate the voice of a conversation partner from the voices of
other guests at the same party [23].

E. Factor Analysis

Exploratory Factor Analysis (EFA) is an approach to data
analysis aimed at finding latent variables in a dataset.6 Unlike
PCA (where the observed variables are combined to form the
output data), the assumption is that the measured variables
are linear combinations of some underlying factors weighted
by the matching factor loadings. It is generally considered
more appropriate than PCA when the goal is to discover the
relationships between variables in exploratory data analysis
(c.f. Subsection IV-A) [11], [12], [14].

VI. CONCLUSION

In this paper, we discussed the backgrounds and applications
of Principal Component Analysis. We derived PCA from the
basic statistical definitions of variance and covariance, and
proved the optimality of PCA with regards to dimensionality
reduction and (some forms of) linear regression. Armed with
these proofs, we explored the core use cases of PCA, and
observed key criticisms leveled at PCA.

Before blindly using PCA, it is worth questioning whether
the assumptions behind PCA can sensibly be applied to the
data under investigation. First of all, PCA assumes that the
data can be sensibly converted into an orthonormal base by
a linear transformation, but some data may only open itself
to interpretation under more general transformations (or by
representing the data in a different system). For example,
PCA fails for variables depending on a rotation [24], but
representing these variables in polar coordinates avoids this
problem. Secondly, PCA assumes that dimensions with higher
variance carry more significance. This, however, depends on
the interpretation of the data at issue. Especially when it
comes to classification problems (c.f. Subsection IV-D), this
assumption may not hold at all. Even when PCA is the correct
tool, it is not always ideal to simply pick the top n̂ principal
components for dimensionality reduction or regression [16].

In cases where PCA falls short, we examined some of the
most frequently used alternatives and extensions. In particular,
data separation tasks may be solved better by Independent
Component Analysis, and Exploratory Factor Analysis is often
preferred for discovering the underlying patterns behind an
observed set of data. However, both of these choices are not
without downsides, and their endorsement over PCA is a point
of significant contention in the literature [14], [22].

In general, however, PCA is well-suited for regression
analysis and dimensionality reduction, and will likely remain
at least in some forms a core feature of statistical data analytics
for the foreseeable future.

6When this method is used to test or confirm an existing hypothesis, it
turns into Confirmatory Factor Analysis (CFA).
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APPENDIX

# Load the iris dataset without species labels
raw <- iris[1:4]

# Show the scatter plot matrix (Figure 1)
titles <- c("Sepal length", "Sepal width", "Petal

length", "Petal width")
coloring <- c("red", "green", "blue")[unclass(iris$

Species)]
pairs(raw, titles, pch=21, bg=coloring)

# Perform PCA
pca <- prcomp(raw)

# Dimensionality reduction
pcs <- 2 # How many components to use
res <- pca$x[,1:pcs] %*% t(pca$rotation[,1:pcs])
res <- scale(res, center=-1*pca$center, scale=FALSE)

# Show the scatter plot matrix (Figures 2 and 3)
pairs(res, titles, pch=21, bg=coloring)

Listing 1. R code used to generate figures in Subsection IV-B
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