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Abstract— Unsolicited bulk email, more commonly known as
spam, is an act of a blind mass-mailing of a message over the
internet, for the purposes of advertising, phishing1, spreading
malware, etc. It wastes time, bandwidth, server space, it may
also expose under-age recipients to unsuitable content. We discuss
different spam filtering techniques and go into detail on one of
the most known approaches called the Naive Bayes Classifier.

Index Terms— Spam Filtering, Naive Bayes Classifier, Machine
Learning

I. INTRODUCTION

Spam is often an underestimated threat. It affects every
Internet user, who has an emailbox, directly and it lacks a com-
prehensive solution analogous to antivirus software programs.
Spam does not only overload email servers with chunks of
mostly useless and unwanted data, but also brings numerous
dangers with it. For instance, some users may be tricked into
giving out their personal information, like credit card numbers
or passwords. Some emails may even carry malicious software
with them.

On top of all these threats, spam wastes time, space and
bandwidth. Studies show that junk emails make up 45% of all
messages sent over the internet. The most prevalent type of
spam is advertising-related email. This type of spam accounts
for approximately 36% of all spam messages. The second most
common category of spam is adult-related subjects responsible
for roughly 31.7% of all spam. Unwanted emails related to
financial matters is the third most popular form of spam, at
26.5% [1].
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Fig. 1. Spam categories

1Phishing is a form of fraud in which the attacker tries to learn the user’s
personal information by masquerading as a reputable entity or person.

Research shows that companies lose huge amounts of
money because of spam, thus making its minimization one of
their top priorities. According to a study by the Radicati Re-
search Group Inc., spam costs businesses 20.5 billion annually
in decreased productivity as well as in technical expenses [1].
As a result, a lot has been invested in anti-spam techniques.
Different approaches were developed and we are going to
briefly discuss some of the most useful ones.

II. ANTI-SPAM TECHNIQUES

As of today a number of spam filtering techniques are
available for use. Firstly, an email’s sender address can be
analyzed. For instance, one can maintain a list of IP addresses
that are known for sending spam messages. This solution is
relatively simple, but it requires a lot of effort to manually
manage this list and to add new addresses. Furthermore it is
mostly a short-term solution because spammers can migrate
to other IP addresses.

There is also special lists called Realtime Blackhole Lists
(RBL). They are similar to the previous method, but, unlike
normal blacklists, they are publicly available and special
operators maintain them. Companies only need to subscribe
to these lists to be able to use them. Nevertheless, some
problems may occure when using this method. Most RBLs
are aggressive and block all reported spam sources. However,
sometimes they may be blocking legitimate email. And in such
cases this email does not even reach the user’s mailbox, which
is mostly far worse than receiving spam [2].

Sometimes spammers use fake domain names in the fields
used with the SMTP2 protocol. A simple DNS MX lookup
of a domain can tell us, whether the address is valid or not
[3]. Another similar popular technique is to use the reverse
DNS lookup to check if the resulting address is the same as
the source IP address, but often problems may occur when
using this approach, because even for legitimate email these
addresses may sometimes differ from each other [2].

If some message manages to pass all the previous filtering
methods and ends up in the mailbox, it may still be discarded
as spam by the system employed by the administrator. These
systems can be based on some totally different approaches.
For instance, some may use an adjusted version of the Naive
Bayes Classifier (NBC), some others – a simple Logistic

2SMTP(Simple Mail Transfer Protocol) is the most common protocol used
in sending email over internet. It is normally used in combination with either
IMAP or POP3 protocol on the receiving end.



Regression (explained later in this paper) or some kind of
genetic algorithm [4] or even deep recurrent neural networks3

with long short-term memory4.

III. NAIVE BAYES CLASSIFIER

In Machine Learning we have two types of classifiers [5]:
1) Probabilistic classifiers are able to predict a probability

distribution over a set of classes. This gives us the possi-
bility to measure how certain we are in our predictions.

2) Non-Probabilistic classifiers tell us the class to which
they think the specified object belongs, given the input
features. But this method does not provide us with any
way of measuring our certainty.

The NBC is of the former type, which is a big advantage, es-
pecially in the field of spam filtering. Should non-spam email
be classified classified as spam, some important information
may be lost. That is why we have to be very certain about
our predictions and having a probabilistic distribution allows
us to set a threshold for the certainty the classifier has to have
in order to mark an email as spam. If the threshold is set too
high, a lot of junk mail will get through to our mailboxes, but
most of the times it is a better solution than loosing important
data.

In the next part some basic concepts of probability theory
will be introduced which are essential to the understanding of
the underlying principals of NBC.

A. Probability Theory

One of the most fundamental identities of the probability
theory is the following equation:

p(x ∩ y) = p(x) · p(y|x) (1)

On the left-hand side of the equality sign, we have the joint
probability of two events. On the right-hand side, we are
breaking it down into the product of two pieces. First we look
at the probability of the occurence of the first event. Then we
multiply it by the occurence of the second one on condition,
that the first event has already occured.

Let us go through one of the examples that Cristopher Olah
introduced in his detailed post about the Visual Information
Theory. If we pick a random day, there’s a 38% chance that we
are wearing a coat. If we know that we’re wearing a coat, how
likely is it that it’s raining? Well, we’re more likely to wear
a coat in the rain than in the sun, but assuming that rain is
rare in our area, and so it works out that there’s a 50% chance
that it’s raining. And so, the probability that it’s raining and
we’re wearing a coat is the probability that we’re wearing a
coat (38%), times the probability that it would be raining if
we were wearing a coat (50%) which is approximately 19%
[6].

p(raining ∩ coat) = p(coat) · p(raining | coat) (2)

3http://colah.github.io/posts/2014-07-NLP-RNNs-Representations/
4http://colah.github.io/posts/2015-08-Understanding-LSTMs

We could also start by taking the probability of having a rainy
day and then multiplying it with the probability of us wearing
a coat under the condition, that it’s raining.

p(raining ∩ coat) = p(raining) · p(coat | raining) (3)

One last important piece of information we will need to
have is the notion of Mutual Information.

I(X,Y ) = H(X) +H(Y )−H(X ∩ Y ) (4)

H(X) is called Shannon entropy [7] and stands for the average
amount of information we receive from a message. This value
is mostly measured in bits and can also be interpreted as the
fundamental limit to how short one can get the average mes-
sage length to communicate them from a particular probability
distribution, X . If we formulate it as an equation, it would look
as follows:

H(X) =
∑
x

p(x) log
1

p(x)
(5)

The logarithm gives us the length of the message for a specific
event x. And as can be deduced from the formula, the expected
value of this length is calculated as a result of multiplication
with the respective probability of x. And summing over all
possible events. H(X,Y ) is the joint entropy of X and Y :

H(X) =
∑
x,y

p(x ∩ y) log 1

p(x ∩ y)
(6)

If we substitute the entropies in (4) with their respective
formulations (5) and (6) and do a couple of relatively simple
transformations we end up with the following equation for the
Mutual Information:

I(X,Y ) =
∑
x,y

p(x ∩ y) · log p(x ∩ y)
p(x) · p(y)

(7)

A useful way to think about information is in bars [6].
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Fig. 2. Mutual information

The intersection between these two bars is the shared
information between X and Y. It tells us the amount of
information we obtained about the second variable by knowing
the first one and vice versa. In other words mutual information
says how much knowing one reduces uncertainty about the
other [8].

B. General NBC

From equations 2 and 3, we can derive one especially useful
formula, also known as Bayes Theorem:

p(x ∩ y) = p(x|y)p(y) = p(y|x)p(x)

⇒ p(x|y) = p(y|x) · p(x)
p(y)

(8)

http://colah.github.io/posts/2014-07-NLP-RNNs-Representations/
http://colah.github.io/posts/2015-08-Understanding-LSTMs/


p(x|y) is called the posterior, p(y|x) is the conditional proba-
bility, p(x) - prior and p(y) - evidence. To put it in words: the
probability of x occurring given that event y has taken place
is equal to the product of the probability of event x occurring
at all and the probability of event y taking place given that
event x has taken place, divided by the probability of event y
taking place at all.

Bayes Theorem is a way of updating of what we think about
the world, based on what we know about it. Let us go through
another example for better understanding of this fundamental
equation. A person likes the movie ”Fight Club” and we would
like to find out if this person is male or female based on the
popularity of the movie among different genders. At first, we
introduce several events: Movie - event that a person liked the
movie, M - person watching the movie is male, F - person
watching the movie is female. According to statistics, 80%
of men enjoy this movie P (Movie | M), but only 25% of
women find it worth watching P (Movie |F ). This leads us to
1
2 ·

1
4 + 1

2 ·
4
5 = 0.525 → 52.5% of population, that like the

movie ”Fight Club” P (Movie). To calculate the probability of
this person being male, we just use the Bayes Theorem and
swap in the numbers 0.5·0.8

0.525 = 0.762. So, only basing on the
knowledge we have about the movie we may say with more
than 76% certainty, that this person is male.

Up until now we have only encountered one feature, the
opinion of a person about a movie, but normally classifiers
need dozens, if not hundreds of features in order to make more
precise predictions. The exact same equation can be used in
this situation:

p(c | x1, x2, . . . , xn) =
p(c) · p(x1, x2, . . . , xn | c)

p(x1, x2, . . . , xn)
(9)

The problem here is, we don’t know how to calculate
p(x1, x2, . . . , xn | c) directly. The result of the application of
equation 1 on the numerator looks as follows:

p(x1, x2, . . . , xn, c) = p(x2, . . . , xn, c) · p(x1|x2, . . . , xn, c)
(10)

We can continue applying this rule to p(x2, x3, . . . , xn) and
so on until we reach p(xn|c) · p(c) [9]. This leaves us with
a complicated formula, in which each xi is dependant on all
other features xk with k > i. This is where ”naive” comes
in play. The NBC makes the assumption that features are
conditionally independent, given the category c. This means
for two independent variables x and y the following is correct
p(x|y) = p(x). With this simplification it is possible to rewrite
equation 9 in a much simpler form:

p(c | x1, x2, . . . , xn) =
p(c)p(x1|c)p(x2|c) · · · p(xn|c)

p(x1, x2, . . . , xn)
(11)

This is better than the formula we had before, because, even
though some information is lost due to the naivety assumption,
the terms in 11 are much simpler to compute. We only have to
find out, how to calculate the conditional probability for each
feature and the priors. Assuming all classes are equiprobable,
the probability of each one equals to 1/(# of classes), but

normally an estimation is made using the training set:

prior =
# of samples in a class

total # of samples
(12)

There are different ways to calculate p(x|c) depending
on the values that these features can have. When dealing
with continuous data, it is typically assumed that features are
distributed according to the the Gaussian distribution [9]. First,
we compute the mean (µ) and the variance (σ) for each x
in each class. Then we parameterize the Normal distribution
using these values and calculate how far away the current
value (v) of the feature x is from the peak of our probability
distribution.

p(x | c) = 1√
2πσ2

exp(
−(v − µ)2

2σ2
) (13)

v µ
x

y

Fig. 3. Gaussian distribution

If features are discrete values, which is the case in document
classification problems, other models such as Multionomial
and Bernoulli naive Bayes are used. We will take a deeper
look at them in the context of spam filtering.

IV. SPAM FILTERING WITH NBC
Before we proceed to the classifier itself, we would like to

introduce some terms that are widely used among most of the
articles about spam filtering [4].

A. Definition of Terms

• Vocabulary (V) is an ordered collection of words i.e.,
V = (v1, v2, v3, . . . , vn). These are the only words the
classifier uses in its calculations to categorise an email.

• Document (D) is an ordered collection of words used in
a message D = (w1, w2, w3, . . . , wn).

• The classifier is a machine, that, when given a document
D and a collection of parameters θ, deterministically
returns the class of the document.

B. Preparations

Our classifier has a fixed length input vector, but an email
can have any number of words. This means we have to come
up with some special representation of emails, which has a
fixed size and can be further used as input for the NBC.

One approach would be to define a binary vector, which has
as many dimensions as the length of the chosen vocabulary.



Each one would represent the presence of the specified word
in the document and each zero - the absence of it. We could
also change this vector to represent the frequencies of words
in a document, which would give us an even more precise
representation of our data.

We also have to decide, which words to select into our
vocabulary and what size it should have. First, we compute
the mutual information (MI) for each candidate attribute with
the category-denoting variable. Candidates with the highest MI
are selected [8].

I(X,C) =
∑

x∈{0,1},
c∈{spam,legitimate}

p(x ∩ c) · log p(x ∩ c)
p(x) · p(c)

(14)

This means we are choosing the words that when encountered
would reduce the uncertainty about the class to which the
specified email belongs more than other words could.

C. Feature probability calculation

If we use a binary vector as the representation of our
documents, we end up with xi’s as booleans, which tell us
if the i’th word, vi, is present or absent in a document, and
Gaussian distribution is not applicable in such case, instead
Bernoulli event model is used [10].

p(xi | ck) = pxi

ki (1− pki)
xi (15)

pki is the probability of class ck generating the word vi and it
can be calculated by dividing the number of occurences of the
word vi by the number of all the documents in the specified
class ck.

pki =

∑
d∈ck isPresent(vi, d)

# of documents in ck
(16)

isPresent returns 1, if the word vi is present in the document
d and 0 otherwise.

If an unknown word occurs in our text, it would set pki to
zero in this case and the probability of the email belonging
to this particular class, according to the formula, would also
be zero. This should not happen and that is why Laplacian
smoothing is normally applied to the last equation.

pki =

∑
d∈ck isPresent(vi, d) + 1

# of documents in ck + |V |+ 1
(17)

In case we use frequencies instead of boolean values, the
Multinomial model should be used. It is by far the mostly used
one for document classification tasks.

p(~x | c) = (
∑
i

xi)!
∏
i

pxi

ki

xi!
(18)

pki is calculated in a similar way to that applied before, but
the counts of words are taken into account.

pki =

∑
d∈ck N(vi, d)∑|V |

t=0

∑
d∈ck N(t, d)

(19)

Function N(vi, d) returns the number of times the word, vi,
occured in the document, d. By taking a closer look at equation
18, we can determin, that the terms (

∑
i xi)! and

∏
i xi! do

not depend on class c. They can be taken out and replaced
with some factor α without any change [11]. After applying
normalization, this factor vanishes as well and all we are left
with is:

p(~x | c) =
∏
i

pxi

ki (20)

Now we are ready to plug in the conditional probabilities
and the priors of the classes into the equation 11. The so
called evidence, p(x1, x2, . . . , xn), does not depend on the
class, c. We can normalize the function, so that it vanishes
from the formula, otherwise we would have to calculate the
probabilities of each feature and, using the naive assumption,
multiply them with each other to get the joint probability.

We classify a message as spam, if p(spam|current email) >
p(legitimate | current email). More generally:

Class of di = argmaxc p(c | di) (21)

V. EVALUATION METHODS

Having a number, which can express how well a classifier
has done its job is of high importance. It helps us decide which
type of algorithm is better to use in our program.

In the case of spam filtering, binary classification is used.
There are only four possible outcomes that can happen in this
situation [4].

Legitimate Spam
Classifier accepted a b
Classifier rejected c d

The classfier accepted the email even though it was spam (b).
a and d show the correct behaviour of the program: accepting
normal emails and rejecting junk messages. The worst case,
which can happen, is the classifier saying legitimate mail is
spam (c). Loosing information is far worse than receiving a
couple of advertisements. This is why in most cases a threshold
is set for the probability of an email being classified as spam.
As an example, we could say that a message is classified as
spam only if the classfier is more than 90 % sure about its
prediction.

Two important formulas can be extracted from the previous
table.

Recall =
a

a+ c
Precision =

a

a+ b
(22)

Recall is the percentage of legitimate emails that were classi-
fied correctly. Precision is the percentage of emails classified
as legitimate that were actually not spam.

A measure that tries to combine both precision and recall
into one equation is called the F-Measure [12].

F = 2 · Recall · Precision
Recall + Precision

(23)

Nevertheless, it is better to use two previous formulas instead
of the last one because we can intuitively understand what
their numbers mean.



Fig. 4. Dashed line stands for the logistic regression, solid is the NBC. Y-
axis - generalization error, X-axis - m (averages over 1000 random train/test
splits).
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Fig. 5. Logistic function

VI. SPAM FILTERING TECHNIQUES IN COMPARISON

The NBC is a generative classifier, which means an inter-
mediate step of calculating the prior probability is necessary
in order to make a prediction. This may introduce some
computational problems as well as the issue of handling
missing data. Vapnik states in his paper [13] that one should
always try to solve a problem directly if possible.

A. Discriminative Learning

The approach, which attempts to map the input features x
to their respectful labels y directly, is known as discriminative
learning. The discriminative analog of NBC is called logistic
classifier (LC). The main part of an LC is the logistic function:

σ(x, θ) =
1

1 + e−θx
(24)

As can be seen from figure 3, our function’s domain is the
range from −1 to 1. The outcome of this function can be used
as the probability of an object belonging to some class based
on the input feature vector and the parameters of our system,
θ. These parameters have to be constantly tuned up during the
training, so that the error between the actual value and the
outcome of the function stays as small as possible. To solve

this problem, a special cost function is defined, which gives us
a measure of how much our results deviate from the expected
results.

J(θ) = − 1

m
(y> log(σ(θ, x)) + (1− y)> log(1− σ(θ, x)))

(25)
y is a vector of markers for class labels of corresponding
features x.
J is a convex function, which means that, by applying

gradient descent on it, global minimum will be reached. The
lastly described process is also known as the training process.

LC is considered to be a better solution in most situations
because of the lower asymptotic error. Nevertheless, it requires
a linear number of training examples with respect to the
number of parameters, whereas for its generative pair, NBC, a
logarithmic number is sufficient enough to achieve descent
results. As a result, NBC may be a better solution than
the LC if the training set is not large enough, but as the
number of training examples increases, the latter eventually
outperforms the generative approach. This has been studied to
great extent both empirically and theoretically by Andrew Ng
and Michael Jordan in their paper [9]. Figure 4, taken from
their results, depicts exactly the correlation that was described
in this section above.

B. Genetic Programming (GP)

The problem of spam filtering can be looked at from the
point view of evolutionary programming. In this type of
programming an environment is created, in which programs
are able to evolve according to the rules laid down by the
programmer.

GP is a part of the evolutionary programming in which
programs are represented as trees which have the following
structure: leaves consist of numerical constants and words;
inner nodes are represented by numerical and word operators.

In order for these trees to evolve, two functions known as
”crossover” and ”mutation” are used.

”Crossover” represents the process, during which the genes
of the parent trees are mixed up. This basically means that
some randomly chosen subtrees which belong to the parents
are being swapped.

In order for younger generations of the program to receive
new code and not only the inherited one, the ”mutation”
process takes place. A child tree undergoes this process with
some certain probability. A non-terminal may replace another
non-terminal or even a whole subtree may be replaced by
another subtree.

The generated programs are evaluated using a special fitness
functions which has some similarities to the cost function of
the LC. It tells us how well a program performed on some
dataset. Programs with the best results are chosen to take part
in the ”crossover” process to create newer generations.

Katirai compared NBC and GP in his paper [4]. At the
end, the precision of both was nearly the same, but NBC
outperformed GP in recall by more than 6%.



VII. CONCLUSION

Spam filtering is a highly important topic, because it ef-
fects each and every one of us to some extent. It has been
widely researched since the very beginning of the internet and
electronic mailboxes. Dozens of various methods have been
developed to deal with this problem. Nevertheless, no perfect
solution yet exists. Therefore nowadays, an email has to go
through a whole chain of different security measures in order
to land in your mailbox.

NBC is a relatively easy-to-implement algorithm and is a
good starting point for any categorization problem. Less data
is required to train the NBC compared to most of the other
classifiers, which makes it a great solution if the training set
is not big enough. Nevertheless, normally more complicated
classifiers such as LC are used to achieve better results.
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