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Abstract— In this work we adress key aspects of data mining
with special emphasis on its usage in online social networks
(OSN). The paper is divided into two three major topics. These
are ’importance of data mining for social networks’, ’build
characteristics of social networks’ as well as ’data mining
techniques for social networks’. The first topic deals with the
question, why data mining is on the rising edge of modern
computer science research. Here, we discuss the main use cases
in industry, science and society. The second topic deals with
the specific structure of OSNs, featuring graph modeling, data
sources and other key OSN aspects. Finally, some of the most
relevant data mining techniques are introduced, divided into
descriptive and predictive models. This chapter reviews concepts
like network centrality, clustering and link prediction.
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I. INTRODUCTION

Data mining in general has been on the rising edge ever
since the emergence of large data sets that could be accessed
via internet. Even more so once the Online Social Networks
made their first appearance on the web and started expanding
rapidly and consistently. The appearance of OSN giants like
Facebook, Twitter and Google+ established a wide range of
new questions, research options and algorithmic optimization
approaches that use data mining as their primary solution tool.

II. IMPORTANCE OF DATA MINING FOR SOCIAL NETWORKS

Data mining is not just a tool in modern Online Social
Networks. In the last years it has increasingly become a
necessity that cannot be replaced.

There is a number of reasons why we try to collect as much
data as possible in order to process the gigantic amount of
information that OSNs hold within them. This information can
be in form of text strings, numbers, models and meta data. In
the following chapters we highlight some fields where OSN
data mining plays a key role.

A. Importance for industry

One of the most significant drives to explore the possibilities
of data mining have recently been its direct advantages when
applied to various branches of business and industry [1].

While marketing was previously considered more of a
psychological discipline, it nowadays strictly bases on mathe-
matical interpretation of market figures. The numbers first need

to be acquired - “mined” - in order to explore the current state
of the market. Later on, the collected data is being processed
and analysed and, finally, interpreted in a way that allows the
marketing sector of a company to make decisions based on
the research results. It is noticeable that the amount as well as
the complexity of data mined are significantly higher than one
could possible process by manual analysis. Hence, the need
for data mining in terms of market research, market patterns
and market prediction is in no way neglectable [2].

Market researchers are constantly looking for information
on user habits, behaviour, interests, recent services acquired
and even social status. So why do we mine data specifically
from OSNs instead of collecting it in form of phone surveys,
dialogues or paper blanks? One of the most important advan-
tages of OSNs is that they include most of the data segments
mentioned above. And all of them in one place. There is no
need to manage the data collection mechanism “by hand”.
Instead, the users of OSNs provide data mining algorithms
with required information all by themselves. This happens by
communicating with other users, uploading their own content
and voluntarily (or sometimes involuntarily) indicating the
things they like or are interested in. Due to this approach the
user does not have to be interrupted in his current activity for
his personal data to be collected and in many cases does not
even notice that his habits are being monitored.

In other words, data mining in social networks does a very
quick and efficient job of analysing customer behaviour in
comparison to traditional marketing methods and is therefore
being preferred to the latter in most cases.

B. Scientific importance

With very fast growing information sets, data mining is one
of the top scientific topics currently being researched [7].

On the one hand, the funding of this research field has been
recently growing 1, which created a highly fertile research base
that can be built on. On the other hand, it is very complex to
artificially simulate large data sets that would resemble real
world networks. Such realistic datasets are, however, highly
needed in order to test and to verify mathematical hypotheses
on data evaluation. Hence, online social networks like Twitter
or Facebook provide excellent test material, because it is
already there and because it is reliably real. As The Guardian
states, a personality quiz on Facebook provided by the data

1see [8] for instance



collection and data analysis company Cambridge Analytica at-
tracted more than 6 million people, who provided the company
with an immense amount of personalized data [3].

Data scientist Michal Kosinski claimed that the computer
model used by Cambridge Analytica during the experiment
was able to predict a user’s personality better than the user
himself, provided the user has given at least 300 “likes” during
the time of his Facebook usage. Logically, such a result cannot
be achieved by surveys that are carried out in a traditional
manner, because the amount of data is simply too high [3].

Working with OSNs provides data scientists with an excel-
lent test environment that can be used to advance data mining
in general, which can later be applied to other fields like e.g.
machine learning or social research.

C. Social impact

As stated in the previous paragraph, it is possible to create
a psychological and behavioural profile of a person, provided
a sufficient amount of information on this user exists in OSNs.
Such a profile can not only be used for purely industrial, but
also for surveiling and manipulation purposes.

Fig. 1. Personality test offered by Cambridge Analytica to collect psycho-
logically relevant data on internet users [5].

By suggesting people to use certain services which are
directly adjusted to the person’s profile, it can be achieved
that the person changes their opinion on some specific social or
political question. This can be done by e.g. suggesting specific
articles or photos that will influence the user’s attitude to fit
into a given psychological pattern [3].

The previously mentioned US-based data analysis company
Cambridge Analytica claims to have a database with personal
profiles of around 220 million US citizens 2, which corre-
sponds the vast majority of the US voting population [6]. With
such a massive amount of data it is not beyond possible to
influence a significant political event like e.g. a presidential
election or a major social event, an anti-homophobic demons-
tration for instance [4].

2see Fig.1 as an example of the methods for gathering personal information
of users

Hence, analysing OSN data sets can have a significant social
impact on the respective OSN users. Public sentiment can be
measured, evaluated and changed following a specific built-in
pattern.

III. BUILD CHARACTERISTICS OF SOCIAL NETWORKS

In this section, we introduce some background characteri-
stics of online social networks, starting with their representa-
tion in form of graphs and their key properties, moving on to
the data sets used.

A. Social networks as graphs

While there exist many types of data that range from plain
text to video material, it is usually sensible to work on data that
it structured in some very certain way. It has to correspond a
particular mathematical model in order to be efficiently worked
on.

For OSNs, the most efficient way of organizing data seems
to be in form of graphs [7].

OSN users can be represented as nodes containing some
relevant information about its user, like name, age, birth date,
interests and many more, depending on what sort of social
network we are dealing with. If it happens to be a network
where people are looking for job offers, then it makes sense
to add information like occupation and length of overall
employment into your profile. If we are talking about more
of an allrounder, multipurpose network, like Facebook for
example, then information about the users’ favourite leisure
activities might be provided, and so on.

The vertices of users are interconnected - usually more
tightly than loosely [7] - by edges that indicate a certain
relation between the users. It might be a friendship or a
supervisor-employee relation for instance.

Furthermore, users are frequently organized into larger
groups, which combine users who have something in common:
a hobby, belonging to a social or political group, or an event
that these people are going to attend together [7]. Such groups
are a variation of clusters (section IV).

A graph (G) consists of two sets: a set with all its no-
des/vertices (V ) and a set with all the edges (E) that connect
the vertices with each other. The structure G(V,E) takes
shape. In most OSNs, the edges are non-directed, as there
is usually no direction in relations between users.

In order to save the graph as a structure on a computer,
adjacency matrices and adjacency lists are used [7], in which
nodes that are connected to each other have entries indicating
the connection.

Another important quality of social networks is the high
amount of dyads and triads as substructures of OSNs [11],
[12]. A dyad (Fig.2) is a star consisting of two nodes that
are connected by an edge. The connection is in many cases
symmetrical/bidirectional, as it is the case in many “friendship-
based” social networks like Facebook. There are, however,
cases where it is more sensible to speak of unidirectional links
in consideration of some hierarchy or obligations between
users.



Fig. 2. Dyad and triad structures

A triad (Fig.2) is a star consisting of three nodes that are
interconnected in a certain way. A case where all the links
between the actors are mutual, might, for instance, represent
an existing friendship between the three users.

Another interesting case is a transitive relation between the
actors where you can reach the third node from the first one by
taking a path through the second node. This is a typical case
of “your friend’s friend”, whom you do not know personally,
but your friend does [10].

B. Hubs and authorities

In an attempt to classify nodes by the number of in- and
outgoing edges, Jon Kleinberg (1999) differentiated between
authorities and hubs [13]. Nodes are considered authorities
when they contain correct and important information on a
particular topic, such as web-development or watch industry
for instance. In graphs, authorities can usually be identified
by the high amount of in-edges coming from other nodes,
especially from hubs.

Hubs, on the other side, contain many outgoing edges and
hereby can “redirect” requests from other users/web queries to
the responsible authorities (Fig.3). An example for a hub is the
webpage www.kayak.com (or its Facebook page as the OSN
counterpart), which does not provide any original information
about flights, but instead makes a search among authorities,
like the air company Lufthansa, which contain particular flight
offers.

Fig. 3. Example of Hubs leading to Authorities’ Websites [9].

C. Small world phenomenon

The question of how many links are needed in order to
connect two people across the world that do not know each
other has been raised many times in the past, which led to
Stanley Milgram et al. to conduct an experiment in order to
determine the average path length between two people that
can be found in online social networks. The experiment has
been carried out on the population of the United States, but
can be projected on the world as an entity, assuming that the
actors are interconnected through OSNs in a way similar to the
US. The researchers came to the conclusion that an average
path length of 6 chains is required in order to connect two
independent OSN users, as our world is a dense network with
a high amount of hubs [14].

D. Data used

The data used can be classified in many ways. In the case of
social networks, we analyze the network size, its connectivity
and homogeneity [15].

Depending on the size of a network, the amount of data
that will be processed can be estimated. The network size can
range from small local networks with less than 10 users to
extremely large OSNs with millions of actors. An experiment
carried out by Breiger et al. featured a data set extracted from
a mobile phone fraud network that included almost 2 million
nodes with 7 million connecting links between them [15].

While the connectivity of a network can generally be either
high or low, in the case of OSNs the former is more frequently
observed. This derives from that social networks are usually
scale-free, that is they contain a large amount of hubs that are
highly interconnected and therefore provide a tightly linked
overall network structure.

The homogeneity of a social network indicates what sort
of data can be extracted from it. The data can either be of
one type, e.g. a set of chat messages or phone numbers, or
it can be of different types that are nevertheless analysed
simultaneously, like preferred music, payment methods and
personal profiles of people. Depending on the homo- or
heterogeneity of data, different algorithms might be chosen.

In order to identify from which parts of the web social data
comes from, Hope et al. (2006) introduced its main sources.
Besides chat and e-mail logs as well as social content on
personal websites, OSNs have been found as the biggest social
data provider on the web. Hence the concentration of current
data mining research on this field [16].

Another significant source of data, which most of the older
works do not mention, are Massively Multiplayer Online Role
Playing Games (MMORPGs).

The player logs storaged by MMORPG companies contain
information about player behaviour, preferences, friends, and
other, along with in-game statistics and scores. Considering the
ever growing similarities between players’ interaction within
the game and in the real world, MMORPGs can provide
convenient data mining opportunities for the researcher 3.

3For further information and examples refer to [17], [18]



IV. DATA MINING TECHNIQUES FOR SOCIAL NETWORKS

There are various techniques one can apply to data sets for
different purposes. In this paper we divide them into two major
categories: descriptive and predictive models. The former are
used to describe the current state of a social network, that
means extract important characteristics like the centrality of
its nodes or its clustering coefficient. Predictive models serve
the purpose of predicting the further development of a social
network with the focus being put on its evolution.

A. Descriptive models

The following paragraphs give an insight into some key
techniques needed to properly describe an existing data set.

1) Network centrality measures: Actors that find them-
selves in the centre of a social network are crucial to the
network’s stability and performance. Depending on how high a
node’s centrality score is, the graph may be cut into subgraphs
if some of the central nodes are removed. In this case, the
graph will consist of several partitions that are not connected
to each other any longer. At the same time, the average path
length will significantly increase and some users may not be
accessible [19].

There exist different approaches to detect the nodes that are
located in the centre of a social network. These will be briefly
introduced in the following.

a) Betweenness centrality: Betweenness centrality is the
most commonly used measure of node centrality and is widely
spread as part of various graph algorithms [20].

To determine the betweenness centrality of a node, we
calculate the total number of shortest paths that exist between
vertex pairs in the given network graph and the number of
shortest paths passing through the current node. The between-
ness centrality is then measured by:
Centrality(v) = Σv∈V,v 6=a,v 6=b

pa,b(v)
pa,b

, where a and b are any
two nodes in the graph, v the current node which centrality
we want to measure, pa,b the number of shortest paths existing
in the graph (between a and b), and pa,b(v) the number of
shortest paths passing through v.

The total number of shortest paths can be calculated by
using the Floyd-Warshall algorithm, which can also operate
on graphs with positively or negatively weighted edges [21].

The algorithm works by comparing all possible combinati-
ons of path parts between two nodes and choosing the overall
shortest path. The Floyd-Warshall algorithm is multipurpose
by also being able to count the widest paths or to calculate
the transitive closure of a graph with just minor adjustments
to implement each of the tasks mentioned.

The calculation can be done in Θ(n3), where n stands for
the number of vertices in the graph.

b) Closeness centrality: The centrality of a node can be
determined based on the sum of its distances from all other
nodes [22]. The summed length of all shortest paths between
this node and all other nodes then has to be inverted, in order
to receive the closeness centrality degree instead of the farness
value. Hence, the closeness centrality is given by the formula:
Centrality(v) = 1

Σx∈V,x6=vdistv(x) , where v is the node which

centrality we want to measure, and x any other node in the
given graph.

In some literature, the authors use the average shortest path
length of a node as a key to its centrality. This approach is
still based on the closeness centrality though, with the formula
being slightly adjusted to: Centrality(v) = N

Σx∈V,x 6=vdistv(x) ,
where N stands for the total number of vertices in the graph.

In most social networks, it is insignificant in which order
the nodes between two users are being visited when looking
for the shortest path, as most popular OSNs use symmetric
linking between actors and do not contain edge weights. If
the links of the current graph are directed towards one of the
nodes though, there is a significant difference in length of the
resulting shortest path, depending on “travel” start from the
first or from the last node of the path.

2) Clustering and community extraction: Cluster analysis
is one of the major tasks of data mining. A cluster is a group
of vertices in a graph which are similar to each other, that is
they are interconnected in a very certain way and contain some
data specific to this group. Due to cluster analysis being widely
spread across different research fields like machine learning,
bioinformatics and even computer graphics, many approaches
exist to divide an existing graph into clusters.

Clustering can be classified in many ways. Hence, a very
precise task specification is required, in order to choose the
correct clustering algorithm. A particular node can either strict-
ly belong to one cluster (Hard Clustering), or it can belong to
several clusters, to each with a certain likelyhood/probability
(Fuzzy Clustering) [23]. In the latter case, the clustering cannot
be considered strict any longer.

Another decision to make is whether every single vertex
is required to belong to any cluster after the communities
have been extracted. If this is not the case, then the so-called
“outliers” may be the result. An “outlier” is a node that does
not belong to any of the found clusters due to its lacking
similarity to other nodes [25].

There also exists a hierarchical type of clustering, which can
be seen as an object-oriented approach. It features parent/super
clusters that in their turn contain children (sub-)clusters [26].
The latter tend to be more specific, whereas the parent clusters
are usually more general. Hierarchy clustering approaches
are particularly useful when operating on social networks of
enterprises, since they provide strict subordination relations
between actors of the network.

In the following, I am going to introduce some of the
relevant clustering algorithms.

a) Lloyd’s algorithm/k-means clustering: The k-means
clustering algorithm - in computer science frequently referred
to as Lloyd’s algorithm - bases on cluster representation in
form of vectors. Assuming that we have the amount of clusters
given as k, the algorithm finds the centre of each cluster, for
example by using one of the previously mentioned centrality
measures, and then tries to assign the surrounding nodes to one
particular cluster centroid. In order to do so, the shortest path
lengths between a node and each of the cluster centroids are
calculated. Then, the node becomes assigned to the cluster



with the nearest centroid [27]. A sample result is given in
Fig.4.

Fig. 4. A graph partitioned by k-means clustering [24].

Depending on the initial input data, that is the original clus-
ter representation, the resulting partitioning of the graph may
vary. Therefore, modifications of the pure k-means clustering
exist [28], which run the algorithm several times in succes-
sion. After multiple runs, the one with the most contenting
partitioning is chosen.

The algorithm has several drawbacks. First of all, the
preferred amount of clusters has to be determined and “hard
coded” from the beginning, as the algorithm expects a cluster
representation vector as input. It is not able to calculate
the needed number of clusters without further modification.
Secondly, the clustering quality in the end depends on how
uniformly the vertices of the initial network are spread across
the graph. As the nodes are simply being attached to the
nearest centroid, other important characteristics like the overall
connectivity to a certain partition are being overlooked. Hence,
clusters of similar size and with somewhat falsely “drawn”
borders result [29].

b) Density based clustering: In contrast to other clus-
tering algorithms like k-means clustering, this approach is
based on the density of nodes instead of their distance from
each other. The density of a single node is determined by
number of its neighbours in a certain radius from this node.
If a certain threshold of neighbouring nodes is reached, the
vertex is considered “dense enough” to be part of the cluster
surrounding it. If a vertex finds itself in an area with relatively
low overall density, then it is left out as an “outsider”. The
latter sort of nodes form the needed separation area between
clusters preventing them from merging. A partitioned graph
results [30].

A common algorithm making use of this approach is the
density-based spatial clustering of applications with noise
(DBSCAN) [31]. Unlike k-means clustering, this algorithm
does not require multiple runs and consequential decision
making to deliver the resulting clusters.

One of the drawbacks to this algorithm is the lack of
sensitivity when trying to detect a minor density change.
In worst case scenario, that is when working on a data set
with only minor density changes throughout the network,
the algorithm might not be able to reliably detect density
differences in the graph and hence only deliver one cluster.

c) Local clustering coefficient: The local clustering co-
efficient of a node is an indicator for how close the node
and its neighbours are to form a cluster. Consequently, if the
clustering coeffficient is high enough, it means that the node
and its neighbours are already part of a cluster [32].

Let Ci be the clustering coefficient of node vi and Ni the
set of vi’s neighbours. With this information, we can define
vi’s clustering coefficient as:
Ci = # existing edges between neigbours of vi

# possible edges between neighbours of vi
, which expands

mathematically to:
Ci =

2∗|Ej,k|
(|Ni|)∗(|Ni|−1) , where j and k indicate nodes from vi’s

neighbourhood (vj , vk ∈ Ni) and Ej,k is the set of edges
between any two nodes vj and vk.

B. Predictive models

While it can be very handy to describe and to analyze given
social networks, in many cases it is simply not enough to
achieve a particular goal. In many fields we want to predict
the further develoment of an OSN [33]. Market researchers are
interested in the development of consumer behaviour; genetics
scientists try to predict DNA changes based on data they were
able to collect; social network analysts want to improve their
network’s recommendation system and to create models that
would predict change in user interests and views.

Focusing specifically on the field of predictive models in
online social networks, the following paragraphs will give an
introduction to link prediction between OSN actors and to
cascading development models.

1) Local link prediction and recommendation system:
There exist different approaches to the task of local link
prediction (Fig.5) between actors of an OSN. Sometimes, it
is important to predict whether a particular group of users are
going to form/lose bonds with each other, whereas the social
network as a whole can be left out of sight. In other cases,
the researcher is purely interested in the entire network graph,
looking to predict its linkage structure and visual development
over time, with particular bonds not being relevant enough to
the entire picture [34].

Fig. 5. Local link prediction in a small network graph.

Most algorithms for local link prediction are based on
making the machine learn from the evolution of a real network



model in a test period of time [t0; t’0] with t0 < t’0, where
t0 is the starting point and t’0 the end of an observation
period. After collecting data on the previous development of
a network, we try to recreate the pattern of link emergence on
a new period of time [t1; t’1].

A common approach to proceed with is building the so-
called similarity matrix. It is a quadratic matrix with horizontal
and vertical entries for nodes of a given graph V = v1, ..., vn.
An entry between two nodes is a measure (score) for how
similar the two nodes are to each other. The similarity can
be determined by different characteristics, which vary from
type to type of OSNs [35], [36]. These can be, for instance,
the amount of common friends, resemblance of interests, or
belonging to a certain social milieu. In the following, we
introduce some of the frequently used algorithms.

a) “Common friends” algorithm: The “common friends”
approach uses that actors who have many friends in common
are likely to either already know, or willing to get to know
each other. Hence, this type of similarity score is calculated
by Score(vp, vq) = |Fp ∩ Fq|, where Fp and Fq are the
responsible sets of friends/graph neighbours of the two users
[37].

b) Shortest path algorithm: In some cases, it makes
more sense to analyze the underlying graph structure by
determining the shortest path length between two users, in
order to estimate, how “close” they are to each other:
Score(vp, vq) = −Dist(vp, vq). At this point, the negative of
the shortest path distance is usually taken. This facilitates later
sorting of scores by ascending distance [38].

Another variation of this algorithm exists which simulates a
randomized walkthrough of a path from one node to another, in
order to calculate their mutual similarity score. The algorithm
starts from one of the nodes and randomly chooses one of its
links to the neighbours. After landing there, the same random
link choice is performed again and again, until the second
node of the pair is reached:
Score(vp, vq) = −HittingT ime(vp, vq). The number of
steps taken to reach the end node vE from the start node vS
is called the “hitting time” and is usually negated similarly to
the standard shortest path approach [39].

c) Preferential attachment algorithm: One of the al-
gorithms with lower computational cost is the one using
the concept of preferential attachment. It does not take into
account any meta information about the nodes. Instead, it
simply looks for users with a possibly high amount of links
and neighbours, concluding that these users are more likely to
become friends with someone than actors with a small amount
of neighbours: Score = |Fp| ∗ |Fq|. Hence, the higher the
mutual score of two nodes, the higher the probability of the
two users to become connected by a new link [40].

This algorithm, however, has a reasonable drawback. As
it does not take into account how similar two users are to
each other, the links it forms may not always correspond the
reality if both users are big hubs but still do not have much
in common.

Consequently, the recommendation system of OSNs usually

bases on suggesting users to create links, nodes of which have
a relatively high similarity score according to the similarity
matrix [36].

2) Cascading models and diffusion: In some cases, we are
interested in how the information spreads within an OSN.
Given that initially, a piece of information is “injected” into
the network by a single user, according to which pattern will
the information be picked up and spread by other users?

To answer this question, Watts et al (2007) conducted
an experiment looking for a specific information spreading
pattern. They found that information is not usually being
spread by authorities, but by easy-to-influence users and hubs.
After the number of actors sharing the information has reached
a certain critical mass, the data seemed to spread very fast in
a cascade-like manner once it had become “popular” [41],
[42]. Hence, this form of information spreading resembles a
physical diffusion.

In a further blog research carried out by Lescovec et al [42],
it has been found that information spreading frequently exists
in form of star-like cascading shapes, with the star centre being
the initial information “post” on an OSN and the star leaves
representing the initial “shares” of the information by users.
Consequently, information seems to not have the tendency to
become re-shared after it was shared once.

V. CONCLUSION

Data mining for social networks is a complex topic with its
application fields ranging from market research to biological
data analysis. We were able to see that data mining can also
be applied to evaluate and change public sentiment following
a specific pattern.

Due to their structure, social networks are usually modelled
in form of graphs, which enables one to apply a range of
mathematical methods to describe their properties. Various
algorithms exist to characterize network qualities like node
centrality and clustering.

As previously shown, besides descriptive there also exist
predictive models, which concentrate on the future evolution
of OSNs, making use of concepts like, for instance, link
prediction and information spreading within a network.

The data mining area is currently being actively researched
with good funding opportunities and promising results, while
social networks conveniently provide it with large amounts of
data.
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