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Performance Modelling

T5.1: Tall & Skinny Matrix Multiplication

Consider the following multiplication of dense matrices
A11 A12 · · · A1,n
A21 A22 · · · A2,n
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...
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 (1)

where all Ai j,B j,Ci are b × b matrix blocks. Hence, with N = nb, A is an N × N-matrix and B and
C are N × b matrices. The elements of the matrix A can be computed on the fly using the function
compA(), which performs f floating point operations per call. A one-level blocking approach to compute
equation (2) is implemented in the following algorithm:

TSM_Mult(A:Matrix[n], B:Matrix[n], C:Matrix[n]) {

// two nested loops over b*b blocks

for i from 0 to n-1 do

for j from 0 to n-1 do {

// multiplication of b*b block matrices:

for ii from 1 to b do

for kk from 1 to b do

for jj from 1 to b do

C[i*b+ii,kk] = C[i*b+ii,kk] + compA(i*b+ii,j*b+jj)*B[j*b+jj,kk]

}

}

a) Describe a parallel algorithm using the Bulk Synchronous Parallelism (BSP) model that computes
this tall&skinny matrix multiplication on n processors. Assume that a processor cannot store more
than three b×b matrix blocks at any time. Define the exact sequence of performed super steps.

b) For your algorithm in a), use the BSP model to derive an estimate of the computation time on n
processors.
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T4.2: Structured Grids

Given is the following relaxation scheme on a 2D Cartesian mesh – the unknowns are located on the
Cartesian grid points and stored in an array u(i,j) (using column-major order for the storage scheme; i
is the column index).

for (int i=1; i<n; i++)

for (int j=1; j<n; j++) {

u(i,j) = u(i,j) - 0.125*( u(i+1,j) + u(i-1,j) +

u(i+1,j-1) + u(i,j-1) + u(i-1,j-1) +

u(i+1,j+1) + u(i-1,j+1) + u(i,j+1)

);

};

a) Analyse the performance of this relaxation scheme in the Roofline Model. Consider a small cache
in comparison to the problem size n (i.e., cache size M � n). Assume that you are running the code
on a machine with a memory bandwith of 10 GB/s and a peak floating-point performance of 20
GFlop/s (assume single precision for all variables and Flop/s) .

b) What is the best performance you could achieve by using a (perfect) loop blocking implementation
for this relaxation scheme?

c) Explain shortly how the cache line transfers could be reduced for the case of performing multiple
relaxations by using the Cache oblivious algorithm by Frigo et al.
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T5.3: Tall & Skinny Matrix Multiplication – Part Two

Consider the following multiplication of dense matrices
A11 A12 · · · A1,n
A21 A22 · · · A2,n

...
...
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=


C1
C2
...

Cn

 (2)

where all Ai j,B j,Ci are b×b matrix blocks. Hence, with N = nb, A is an N ×N-matrix and B and C are
N ×b matrices. A one-level blocking approach to compute equation (2) is implemented in the following
algorithm:

TSM_Mult(A:Matrix[n], B:Matrix[n], C:Matrix[n]) {

// two nested loops over b*b blocks

for i from 0 to n-1 do

for j from 0 to n-1 do {

// multiplication of b*b block matrices:

for ii from 1 to b do

for kk from 1 to b do

for jj from 1 to b do

C[i*b+ii,kk] = C[i*b+ii,kk] + A[i*b+ii,j*b+jj]*B[j*b+jj,kk]

}

}

a) Describe the assumptions of the cache oblivious (or I/O) model.

b) Assuming that the cache blocking in algorithm TSM_Mult works as expected, analyse the algorithm
in the cache oblivious model.

c) You have a machine with a maximum memory bandwidth (for transfers between main memory
and cache) of 5 GByte/s (5 ·109 Bytes per second), and a maximum floating point performance of
20 GFlop/s (2 ·1010 floating point operations, multiplication or addition, per second).
Considering the results of a) and b), how many floating point operations (in double precision) per
second can you expect for your blocked matrix multiplication with block size b = 16.
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