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1 Getting Started

1.1 How to Compile MPI Code

Message Passing Interface (MPI) is a platform- and vendor independent application program-
ming interface. Various implementations exist - free implementations like MPICH or Open
MPI, as well as vendor specific implementations like MVAPICH.
One of the most common implementations, which is also part of the package repository of
most of the popular Linux distributions, is MPICH. For compiling MPI C code, a wrapper
application mpicc is provided, which sets the relevant compiler- and linker flags and calls
a specified standard C compiler (e.g. gcc). Thus, the syntax to call the MPI compiler is
identical to the one of the according C compiler:

mpicc -Wall -o example mpi example mpi.c

1.2 How to Run MPI Applications

MPICH provides a command mpirun, which can execute an MPI application on a distributed
memory machine. By using this command, the user can specify the crucial parameters which
are required to run a parallel application. The following command line shows a typical com-
mand:

mpirun -np 4 -machinefile ./machines ./example mpi

Four processes on four different nodes are started. The used nodes are specified in the
machinefile machines, which lists their host names, separated by a line break:

host01
host02
host03
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host04

1.3 Sample Program

The following listing shows a C program, which prints out the rank of each process, the total
number of processes and the host name of each machine, on which the process is run.

1 #inc lude <s t d l i b . h>
2 #inc lude <s t d i o . h>
3 #inc lude <mpi . h>
4

5 i n t main ( i n t argc , char ∗∗ argv ){
6

7 i n t myrank , nproc , r e s l e n ;
8 char pname [MPI MAX PROCESSOR NAME ] ;
9

10 MPI Init ( &argc , &argv ) ;
11

12 MPI Comm rank( MPI COMM WORLD, &myrank ) ;
13 MPI Comm size ( MPI COMM WORLD, &nproc ) ;
14 MPI Get processor name (pname , &r e s l e n ) ;
15

16 p r i n t f (” Process %d o f %d on machine %s \n” , myrank , nproc , pname ) ;
17

18 MPI Final ize ( ) ;
19

20 re turn EXIT SUCCESS ;
21 }

2 Matrix-Matrix Multiplication

2.1 Definition

The product of two rectangular matrices is only well-defined if their dimensionalities match
certain criteria:

AB = C =

 a11 . . . a1k
...

. . .
...

am1 . . . amk

×
 b11 . . . b1n

...
. . .

...
bk1 . . . bkn

 =

 c11 . . . c1n
...

. . .
...

cm1 . . . cmn


Each element cij of the product matrix C can be calculated as the scalar product cij = ~ai

T ·~bj

with the row vector ~ai = (ai1, ai2, . . . , ain) and column vector ~bj = (a1j , a2j , . . . , anj).

2.2 Parallelization Strategy

Assume there are 2 processes, p1 and p2, available to multiply two matrices A, B ∈ R4×4.
Firstly, to execute the multiplication in parallel, the data has to be split up into two equal
parts. p1 holds the first two rows of A as well as the first two columns of B in memory.
Accordingly, p2 stores row 3 and 4 of A and column 3 and 4 of B. The resulting matrix
C ∈ R4×4 can be computed in 2 steps (see figure 1). Obviously, if the data is initially
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Ap1Bp1 = Cp1 =


a11 a12 a13 a14

a21 a22 a23 a24

a31 a32 a33 a34

a41 a42 a43 a44

×


b11 b12

b21 b22

b31 b32

b41 b42

 =


b11 b12

b21 b22

b31 b32

b41 b42



Ap2Bp2 = Cp2 =


a11 a12 a13 a14

a21 a22 a23 a24

a31 a32 a33 a34

a41 a42 a43 a44

×


b13 b14

b23 b24

b33 b34

b43 b44

 =


b13 b14

b23 b24

b33 b34

b43 b44


Figure 1: Parallel matrix multiplication in two steps: step 1 and step 2 by processes p1 and

p2

p1

p2

p3

p4

Figure 2: The round robin strategy for np = 4 processes

distributed as described above, there has to be some communication between step 1 and step
2. The two pairs of rows have to be exchanged in order to continue the execution. In MPI,
the appropriate routines would be MPI Send and MPI Recv.

However, the data exchange must be possible for an arbitrary number of processes np. A
communication pattern which can be applied here is the so-called round robin strategy, which
is depicted in figure 2. In each step, each process shifts its columns to the following process and
receives new columns from the precedent process. After np steps, each process has received
each part of A exactly once and has computed its resulting columns of C independently of
the other processes.

2.3 Assignment

a) Write a C program, using MPI for message passing, which performs the following steps:

1. Read two n× n matrices of type int from one/two text file(s)
2. Distribute the data according to the communication pattern
3. Compute the matrix product of the two matrices as described in 2.2
4. Collect the resulting matrix and store it to a text file

b) Multiply matrices of different sizes, e.g. 250×250, 500×500, 1000×1000 and 2000×2000,
and perform the computations on different numbers of processors, e.g. 1, 2, 4, . . . . Measure
the run time. Draw speedup- and efficiency curves. Interpret your results with respect to
Amdahl’s and Gustafson’s Law.
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