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1        Superscalar Computers and pipelining

Modern microprocessors contain multiple copies of the same physical resources, 
such as execution units, issue control or data paths. This allows the execution of 
more than 1 instruction per CPU cycle. For example, the Itanium 2 processor has 
6 ALU units, 4 floating point units, and 4 load/store memory ports. Thus, Itanium 
2 can issue many combinations of 6 instructions per cycle. Consider the following 
instruction sequence:

I1. ADDF R12,R13,R14 //R12=R13+R14 
I2. ADD R1,R8,R9 //R1=R8+R9
I3. MUL R4,R2,R3 //R4=R2*R3
I4. MUL R5,R6,R7 //R5=R6*R7
I5. ADD R10,R5,R7 //R10=R5+R7
I6. ADD R11,R2,R3 //R11=R2+R3

In the given instruction sequence the I1 requires two cycles to execute. The rest 
of the instruction can be executed in one cycle.

1. Consider the given sequence and the number of cycles by the usage 
on Scalar computers with pipelining and superpipeling. 

2. Consider a Superscalar-Processor with 2 decoding, 3 execution and 
2 writeback units. The ability of a superscalar processor to execute 
instructions  in  parallel  is  determined  by  his  policies  for  parallel 
instruction execution. The following policies could be used by the 
processor:

-  In-order issue with in-order completion : the instructions are issued in the same 
order  that  would  correspond  to  sequential  execution.  An  instruction  can't  be 
started before the previous one and can't be completed before the previous one. 
-  In-order issue with out-of-order completion - analogue
-  Out-of-order  issue  with  out-of-order  completion  –  taking  a  set  of  decoded 
instructions the processor looks ahead and issues the instructions in any order, 
as long as the program is correct. 

     Compute the number of cycles for the four policies!

   3. The Itanium 2 processor has 6 ALU units, 4 floating point units, and 4 
load/store  memory  ports.  Thus,  Itanium 2 can  issue many combinations  of  6 
instructions per cycle. Calculate the theoretical  peak performance (in FLOPS – 
floating point operations per second of an Itanium 2 processor, having a clock 
frequency of 2.33 Ghz.



2     Vectorisation

One of the optimisations done from the Intel compiler is loop vectorization. You 
can download the free non-commercial evaluation of icc for Linux. Please refer to 
the compiler documentation for a complete list of the possible compiler switches 
on  Windows and Linux (Intel Corporation.  High-performance Intel C++/Fortran 
compilers, 1998-2003. http://www.intel.com/software/products/)

Compile a program which implements  the following pseudo code with the Intel 
compiler:

for I ← 0 to N do
a(i)= 2 
if(i>0)

b(i)=b(i-1)+2
else

b(i)=0
od

c(0)=0
c(1)=1
c(2)=2
c(3)=3
c(4)=4

Use   the  following  command  icc  -O2  -vec-report3  <your_app.c>!  Try  other 
optimisation options for the compiler! What do you observe?

3 Overhead, Parallel index , Speedup and Parallel 
Efficiency

The speedup S for solving a problem on p processing elements compared to one 
processing element can be calculated with Amdahl’s law

(1)

where σ denotes the percentage of serial work to be done. The efficiency E of this 
parallel approach can be calculated with E = S/p.

a) Consider  some  parallel  program  with  a  percentage  of  serial  work  of  4%. 
Calculate the maximum amount  p of processing elements, thus, the parallel 
efficiency E is at least 90%.

b) Given is  a matrix  AN×N.  Some iterative smoothing algorithms calculates the 
mean of each coefficient  aij and its four (direct) neighbours before the new 
value âij is stored at position (i, j) again – one single smoothing step takes TS 

S=
p

σ⋅p+1−σ 
 ,

http://www.intel.com/software/products/


time. For a parallel approach with p processing elements the matrix A shall be 
divided into p parts, thus, each part consists of N/p columns and N rows. For 
calculating the mean at the border of each part one processing element has 
to  exchange  its  border  values  with  its  direct  neighbours  –  a  single 
send/receive of  one value  aij takes  TC = 2⋅TS time.  Calculate the maximum 
amount  p of processing elements, thus, the parallel  efficiency  E is at least 
50%.

c) Explain the difference between Amdahl’s  law and Gustafson’s  model.  Hint: 
Consider the different definitions of the sequential part of a parallel program.

d) A system with one processor needs 1000 steps for the execution of 1000 
operations . A multiprocessor system with 4 processors needs 1200 
operations to solve the same problem but it can do it in 400 steps. Compute 
the overhead of the multiprocessor system !  
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