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Abstract
The safe navigation of autonomously moving robots is a
key factor for the success of service robotics. To predict the
position of obstacles, machine learning methods are a natu-
ral choice. In this work, a prototype for the detection of per-
sons in ultrasound data is developed based on deep learning
algorithms and the performance of these approaches is ex-
amined. The results of the evaluation show that artificial
neural networks (ANNs) can be successfully applied. In
the context of autonomous robot navigation and especially
in the online detection of persons, ANNs can thus be seen
as a research direction well worth further investigation.

1. Introduction
In the dawning age of service robotics, safe human-
machine interaction becomes a key discipline for both re-
searchers and companies to master if they aim to develop
successfull new technologies. This holds true for all areas
of application, be it the domestic usage of cleaning robots,
semi-automated production sites or robotic support in the
health-care industry.
A major component of this safe interaction is the ability
of moving robots to safely navigate among humans, i.e. to
avoid collisions. Solving this challenge involves making
predictions about the position of moving obstacles based on
noisy online data. Thus, applying machine learning tech-
nology is a natural and promising approach to tackling this
problem.
In this work, the development of a prototype for the de-
tection of persons moving in front of a robot will be de-
scribed. This prototype operates on the basis of sensory in-
put data provided by a novel ultrasound sensor developed at
the Robert Bosch GmbH Corporate Research department.
As the branch of machine learning called deep learning has
established itself as one of the most potent and innovative
fields in recent years (Krizhevsky et al., 2012; Hinton &
Salakhutdinov, 2006; Rumelhart et al., 1988), this work
will focus on solutions based on deep learning algorithms
like convolutional neural networks (CNNs) (LeCun et al.,
1998; LeCun & Bengio, 1995) and investigate if they pose
a promising basis for future work.
This work is structured as follows: Section 2 will give a

brief overview over related work. Section 3 will describe
the sensor, introduce a precise formulation of the problem
and explain the generation of the training data. Section 4
will then present the approaches to predict the position of
moving persons that were developed in the course of this
work. In Section 5, the results of the evaluation of these
approaches will be reported. Section 6 will then present
the prototype and enhancements to increase the robustness
of its predictions. Finally, Section 7 will summarize the
previous chapters and give an outlook on possible future
research directions.

2. Related Work
Using ANNs to detect moving persons in ultrasound data
is a novel approach and hence no directly related work can
be found in the literature. However, models such as CNNs
were employed in the similar task of pedestrian detection.
This section will briefly introduce a selection of such ap-
proaches.
In (Szarvas et al., 2005) CNNs are, according to the au-
thors, for the first time applied to the problem of pedes-
trian detection in unprocessed camera data. The pedestrian
detection system presented works on still images of urban
traffic scenes. It uses CNNs as binary classifiers on image
patches that are extracted from the original image in a slid-
ing window manner. The performance of CNNs is com-
pared to support vector machines (SVMs) using specially
crafted features. The authors find CNNs to yield a much
lower false positive rate while computing predictions or-
ders of magnitude faster. Training an SVM on the features
learned by a CNN is found to yield a higher accuracy than
that achieved by unregularized CNNs. However, regulariz-
ing CNNs by contstraining the norm of the weight vector of
each neuron to lie below some threshold is found to yield
the best results.
The authors of (Sermanet et al., 2013) introduce an adapted
CNN-model and measure its performance on several pedes-
trian detection benchmark-datasets. A novel training
method for the CNN is presented which involves unsu-
pervised pretraining via convolutional sparse-coding auto-
encoders and consecutive supervised training on the la-
beled data making use of bootstrapping. The model itself is
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modified by using both the output of the last and first con-
volutional layer as input for the MLP-classifier. As stated
by the authors, this results in the integration of local and
global shape information into the high-level features of the
MLP. The results on the different benchmark-datasets are
reported to be state-of-the-art while the computation time
is again found to be much lower than for SVMs.
In contrast to the approaches described above, in (Zhao &
Thorpe, 2000) standard MLPs are used on top of stereo im-
ages to detect pedestrians in urban traffic situations. Image-
patches containing foreground objects are extracted from
every image by using range information obtained through
the stereo-recording. These patches are then merged or
split up according to a heuristic to yield patches of roughly
human size. The intensity gradient of these sub-images is
then used as input to the MLP. The model is trained on pro-
prietary data and the system is reported to be able to detect
pedestrians under various conditions, work in real-time and
to be robust again background and illumination changes.
Differing from the detection systems presented above, in
(Zhang et al., 2007) hand-crafted features are used in com-
bination with SVM-cascade and AdaBoost classifiers to de-
tect pedestrians in infrared images. This work therefore
serves as an example for the use of other kinds of sensors,
although arguably infrared images are still close to visible-
spectrum images.
In (Ji et al., 2013), (Ciresan et al., 2011) and (Nair & Hin-
ton, 2009) further evidence is provided that deep learning
models such as deep belief nets (DBNs) or CNNs are very
well suited for the detection of objects in 2D and 3D data
in general.

3. Generating the Dataset
This section will briefly present the ultrasound sensor sys-
tem and describe what kind of data it produces. After that,
a precise problem definition will be given followed by a de-
scription of the setup devised for the recording of the sensor
data. The section will conclude with an explanation of the
data-generation process implemented to obtain the datasets
used for the training in the evaluation.

3.1. The Sensor

The ultrasound sensor system is composed of two sensors
and three ultrasound emitters. The sensors are positioned
about 50 cm above the floor and 20 cm apart from each
other, both having one emitter placed directly above them.
The third emitter is located about 30 cm below the sensors.
The emitters send out ultrasound waves in a round-robin
fashion which are reflected by objects in the environment.
These reflections are then detected by the sensors as the
micro-sensors within them start to vibrate. For every burst
of an emitter, only one of the two sensors is active, so that

Figure 1. Three visualizations of the detected Q-Points in a lab
room. The upper image shows the room without a person but with
some furniture and walls in the back. The middle image depicts
the same room with a person standing in it. The bottom image
displays again the same room, this time with a chair in front of
the sensor. The red boxes frame the corresponding point clouds.
The more red a point is, the stronger its reflection.
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every emitter is always sending two consecutive bursts. As
different angles of incidence cause different vibration pat-
terns in the sensors, the sensor system is able to detect these
angles. Together with the time passed since the emission of
the waves and the strength of the vibrations, this informa-
tion allows the sensor system to compute the spatial loca-
tion of reflecting objects and an indicator for their solid-
ness.
The sensor system processes this information in a pipeline
consisting of three major steps.

1. The information of a burst is used to compute reflec-
tions points and project them onto a discretized hemi-
sphere located in front of the sensor with the sensor
being at its centre. Each point in the space is assigned
a power value representing the strength of its reflec-
tion. These points are called the P-points.

2. The P-points are filtered according to a heuristic that
aims to reduce noise and known physical side effects
of the sensor setup. This leads to a strong sparsifica-
tion of the point set. The remaining points are called
the Q-points.

3. In order to reduce the number of falsely detected ob-
jects even further, the Q-points are tracked over time
and removed if they are not found to be spatially sta-
ble within a certain time interval. The thus resulting
points are referred to as R-points.

Hence, the overall effect of the post-processing pipeline
is the reduction of the initially detected point set to a set
which has a high likelihood of representing real objects and
also is orders of magnitude smaller.

3.2. Where to look in the Pipeline

As it was shown above, multiple possibilities exist to hook
into the sensor pipeline and extract data. This naturally
raises the question which kind of representation would be
suited best for the task of training artificial neural networks
to detect persons. For this work, it was decided to make use
of the Q-point representation for the following reasons.
Firstly, it is a distinctive characteristic of the ANN field
to let models learn their own representations of the data
as this has repeatedly been found to yield superior results
compared to manually generated representations (Razavian
et al., 2014). It was therefore consistent with the approach
of this work to try to reduce the amount of pre-processing
of the data as much as possible. Thus, R-points were dis-
carded as being manipulated too heavily.
Secondly, in order for the developed methods to be of prac-
tical importance it is necessary for them to work online.
This limits the possible amount of data that can be pro-
cessed per prediction. As it turned out, the P-point repre-

sentation leads to such a high amount of data that even try-
ing to record them for training purposes would have been
a difficult technical challenge. It was therefore decided to
abandon also the P-points.
Thirdly, the Q-Point representation proved to be a good
compromise between the aforementioned requirements. As
they are filtered according to a heuristic, they lead to a sen-
sible amount of data to be processed for one prediction
and also integrate expert domain knowledge. The heuris-
tic however aims at eliminating only obviously falsely de-
tected reflections and thus does not apply a degree of pre-
processing that would be incompatible with the deep learn-
ing approach.
Figure 1 depicts the Q-point representation of a room with
a person or a chair standing in front the of the sensor system
and without any object.

3.3. Refined Problem Statement

It was decided to formulate the detection of the persons as
a supervised multi-class classification problem. To reduce
the complexity of the problem, it was restricted to the case
where only one person is present at a time. The formal
problem definition was derived to be as follows.
The plane on which a person is expected to move is di-
vided into n tiles l1, ..., ln of roughly equal size and the
expected output of a model consequently is a discrete prob-
ability distribution p(x) = (p1(x), ..., pn(x)) representing
the probability for each tile to have the person standing on
it. This translates to the requirement of the output being
a Categorial- or Bernoulli-distribution over the tile space.
The error to be optimized for a single sample xi is thus the
negative cross-entropy given by

E(xi,W ) = −
∑
k

ti,k log(pk(xi,W ))

for the Categorial case and by

E(xi,W ) = −
∑
k

ti,k log(pk(xi,W ))

+ (1− ti,k)(1− log(pk(xi,W )))

for the Bernoulli case. The label ti represents the tile-
discretized position of the person and is assumed to be
given in hot-k format in the Categorial case and as a bi-
nary vector in the Bernoulli case. The hot-k format thereby
is a binary representation of integer labels for multi-class
scenarios that, to represent class k, defines the k-th dimen-
sion to equal one and all others to equal zero. W represents
the weights of the model that are subject to the optimiza-
tion. Note that the choice of the Categorial distribution
implicitely assumes only one person to be moving in the
recorded environment.
This approach is not only novel in it being applied to ultra-
sound data but also in requiring the models to incorporate
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3D-information into their output and to work, with excep-
tion of one pre-processing step, directly on the sensor data.
An alternative formulation of the problem can be derived
by regarding it as a supervised regression problem. In this
case, the goal is to train a model to output a probability
distribution over the position of the person in the plane.
This is achieved by treating the output of the model as
the mean m of a two-dimensional isotropic normal distri-
bution and minimizing the negative log-likelihood (NLL)
E(xi,W ) by minimizing, in case of a single sample xi,
(ti − m(xi,W ))2, with the label ti representing the true
position of the person and W again denoting the weights
of the model.
It is straightforward to see that the regression approach, in
contrast to the classification formulation, does not scale to
multiple persons or an empty scene, which constituted the
main reason for the decision in favour of the classification
approach. However, for the sake of completeness it was
decided to also conduct a small number of experiments for
the regression problem.

3.4. Recording of the Data

In order to record a high-quality dataset that allows for the
learning of useful features and decision boundaries, the fol-
lowing setup was devised.
To account for differences in shape and clothing between
persons, four probands were aquired for the recordings who
differed in height and wore clothes ranging from shirt to
coat. To counter the threat of the learning of over-simplified
features, a chair and a plant roughly the size of a human
were used as non-human dummy objects.
For every proband, the two dummy objects were placed
both alone and together at various evenly distributed po-
sitions within a defined area in an otherwise empty room.
The proband was asked to walk around in the respective
scene with varying speed. To easen the discrimination be-
tween the persons and the objects, each object and person
was also recorded alone in the room. Furthermore, the
empty room was recorded to facilitate the discrimination
between objects or persons from the background noise.
Every scene was recorded for 60 seconds with a frequency
of roughly 10 Hz using a recording tool that was imple-
mented in the course of this work. The position of the
moving probands was recorded by a laser tracking device
which was configured to output the 2D-position of the de-
tected person several times per second within the same co-
ordinate system the Q-points were recorded in. In case no
person was detected, an empty data structure was returned.
The recorded Q-points and positions were annotated with
timestamps. The area in which a model should be able to
detect a person was defined to expand from 1 to 4 m dis-
tance to the sensor system in depth, 2 m to the left and the
right and 0 to 2 m in height.

3.5. Labeling and Generation of the Datasets

After having precisely defined the problem and having
recorded the raw data, the next step towards training neural
network models involved the generation of the actual train-
ing data.
From the problem formulations presented above, the for-
mat of the labels of the training data is evident. However,
although theoretically different label formats are required
for the two different classification approaches, the labels
coincided in this work as only one or no person was present
in each sample. To account for the case of no person being
present in a scene, the labels of both the regression and the
classification approach were extended by one dimension d
being defined by

d =

{
1 if no person present
0 otherwise

and thus acting as a binary flag. In case of the classification
labels, this extension corresponds to having just another tile
that is assumed to always have the person standing on it if
all other tiles are empty. It can thus be seen as a natural
enhancement of the approach.
For the generation of the raw samples, two possibilities
were examined:

1. Assume the detected Q-points of one burst for one
sensor to constitute a valid sample. This kind of sam-
ple represents the recording of the environment from
one specific angle and at only one point in time and
thus does not contain much information. Using this
naive approach however results in a faster prediction
rate. One such sample typically contains only about
11 Q-points and therefore yields very sparse data. Be-
cause of their simplicity, this kind of samples will
henceforth be called naive samples.

2. Assume the Q-points recorded from the bursts of all
three emitters for both sensors to pose a valid sample.
This corresponds to integrating over a short time in-
tervall. In this approach, all possible recording angles
of the sensor system are combined into one sample.
Integrating over six naive samples does however re-
quire more time. The time-integrated samples contain
about 65 Q-points on average. They will be referred
to as time-integrated samples.

It was conjectured already in an early phase of this work
that the naive samples would not contain enough informa-
tion for the models to work best. The main reason for this
was believed to be the small amount of Q-points per sam-
ple and the resulting lack of observable structure in it. The
time-integrated samples were hence developed as an im-
provement over the naive samples.
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To determine the tuples of corresponding samples and la-
bels, the labels were matched to the samples via their at-
tached timestamps. The raw labels were then processed
further according to the respective method.
From the generated datasets, training, validation and test
sets were built by randomly splitting the data into blocks
of 60%, 20% and 20% of the size of the original dataset
respectively. Note that ordering the data temporally and
chosing chunks of consecutive samples was not a sensible
option in this case, as the data was recorded in multiple
sessions and with breaks between the single scenes.

4. Deep Learning Approaches
In this section, the building blocks of the detection meth-
ods developed in the course of this work will be introduced.
All of these approaches were designed to be compatible
with the framework derived in Section 3.3. Before explain-
ing the different approaches, it is however useful to reflect
upon the requirements that are needed to be met.
Firstly, as the raw samples generated from the sensor data
consisted of lists of Q-points of varying length, a way of
representing them as a vector of fixed, finite dimension had
to be found. Furthermore, the dimension of the data had to
be small enough to make training and prediction feasible.
As the Q-points are provided in Cartesian coordinates with
a precision up to a fraction of millimeters within a space
spanning several meters on each axis, the dimensionality
of the intrinsic space is very high. The natural approach
of projecting the points into this space and consecutively
reshaping it to vector-format therefore proved to be infea-
sible. Thus, one main requirement for the methods to be
developed was to employ some form of efficient dimen-
sionality reduction while losing as little important informa-
tion as possible.
Secondly, although it was not regarded a necessary require-
ment, the applicability to online prediction was neverthe-
less seen as highly desirable given the intended purpose of
the models. This translates to even lower upper bounds for
the dimensionality of the data and the computational effort
needed to pre-process the raw samples.
Thirdly, since it has been shown that deep learning mod-
els are capable of learning own representations superior
to manually generated ones, another main requirement for
possible approaches was for them to be designed in a way
that allows for the autonomous learning of features. This
means that both low-level and high-level features should
be learned by the models from the original data, not from
hand-crafted features. Thus, the necessary pre-processing
step should alter the data as little as possible. This plays
along nicely with the requirement of it not being too com-
putationally demanding.
Fourthly, as a last requirement, the methods should exploit
both physical properties of the sensor and prior-knowledge

Q-points in the intrinsic space Q-points in the binning space

Figure 2. Illustration of the Binning Approach for 2D. The left
box represents the Q-points without any discretization in their in-
trinsic space. The box on the right depicts the result of the bin-
ning. A darker colour corresponds to a higher reflection power.

about the data whenever possible.
The methods devised in this work were designed to reflect
the above requirements. While most of them try to give
the employed models as much freedom to learn their own
features as possible, one exemplary way of hand-crafting
representations was implemented too for the sake of com-
parison. The approaches consist of pre-processing algo-
rithms as well as special models tailored towards a specific
purpose or enhanced output or error functions. As most
of them can be combined with one another and applied to
multiple model types, they provide a large basis for exper-
iments and future work.

4.1. Learning the Features

This subsection will describe all approaches designed to
facilitate or employ autonomous feature-learning.

4.1.1. THE BINNING APPROACH

It was already discussed above that projecting the Q-points
into their intrinsic space and unrolling it to a vector would
yield dimensions by far to large and, given the relatively
low number of Q-points per sample, extremely sparse rep-
resentations. However, the principle of projecting the
points into some space of lower dimension but similar na-
ture seemed to make sense, as potentially much structural
information could be preserved.
To reduce the dimensionality of the space, a possibility
is to discretize the intrinsic space into small cubes. Each
cube may then contain some information about the points
lying within it, such as the maximal power value, the av-
erage power value or the number of points. The intuition
of this approach is, that discretizing the space may behave
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Q-points in the intrinsic space Q-points as stacked images

Figure 3. Illustration of the Stacked Images Approach. On the
left, the Q-points are shown without any discretizatino in their
intrinsic space. On the right, the result of the projection of the Q-
points into the the binning-images is displayed. The position of
an image in the stack corresponds to the height interval to which
its Q-points belong. A darker colour corresponds to a higher re-
flection power.

in the same way as reducing the resolution of an image:
the important objects are still recognizable only with fewer
details. This idea is conceptually illustrated for two di-
mensions in Figure 2 with each square holding the highest
power value of its Q-points.
It was found that cube sizes in the order of few centimeters
length per side still led to tens of millions of dimensions.
Therefore, it was decided to keep the length of breadth and
depth of the cubes as low ass possible but to choose rela-
tively large values for the height. This is justified by the
fact that for the problem at hand, the position of the person
in the X,Y-plane is of interest, while its height may in the
best case only serve to discriminate it from other objects.
This approach of generating the samples can be imple-
mented to be efficient and is agnostic towards the models it
is used with.

4.1.2. THE STACKED IMAGE APPROACH

This approach is an adaption of the Binning Approach tai-
lored to the use of CNNs. The main idea of the approach is
that the planes at different height levels in the binning space
can be interpreted as images of the scene taken from the
bird’s perspective in different height intervals. These im-
ages therefore have a defined ordering and can be thought
of as different channels of an image capturing a 3D-scene.
Treating the result of the binning procedure in this way
allows to leverage the shape-detection capabilities of
CNNs and in the later stages to have high-level features
which combine shape-information from all height intervals.
While it is theoretically also possible to use 3D-CNNs, the

above idea was favored due to the fact that a) the resolution
of the 3D-image is very low on the z-axis and b) it was be-
lieved to have performance advantages.
The approach is illustrated in Figure 3 where the intrinsic
Q-point space is assumed to be discretized into three height
intervals.

4.1.3. RANDOM PROJECTIONS

Since the problem tackled in the context of this work is
partly a dimensionlity-reduction problem, it is only natural
to examine if established methods can be of use. Unfortu-
nately, almost all of the techniques discovered either were
computationally very demanding or suffered from the curse
of dimensionality. For instance, building the covariance
matrix of the data as it is needed for the principal compo-
nent analysis (PCA) is infeasible for the given data. How-
ever, one method was found to be applicable: random pro-
jections (RP) as presented in (Bingham & Mannila, 2001)
and (Dasgupta, 2000).
Random projections rely on the Johnson-Lindenstrauss
lemma (Johnson & Lindenstrauss, 1984), which states
that sets of points from a high-dimensional space can be
mapped to a space of far less dimensions while retaining
the distance between the points by certain mappings. Such
a mapping can be given by a random matrix R of dimen-
sion d × k with k � d which projects the data from the
k-dimensional space into the d-dimensionl space. In this
work,Rwas chosen to be a sparse matrix with the rij given
by a zero-mean and unit-variance distribution similar to

rij =
√
3


+1 with probability 1

6

0 with probability 2
3

−1 with probability 1
6

and thus satisfying the lemma, thereby relying on (Hecht-
Nielsen, 1994).
This method not only has the advantage of being computa-
tionally cheap and yielding efficiently implemented sparse
representations, it also garantuees

‖x1 − x2‖ ≈
√
d

k
‖Rx1 −Rx2‖

with ‖x1 − x2‖ being the Euclidean distance between any
two points x1 and x2.
Note that still some form of binning is required to compress
the original Q-point space to managable size. Projecting
only one sample at a time and making use of the efficient
sparse implementations, it is however possible to use a rel-
atively fine-grained discretization of all three axes. The re-
sulting data can again be used with any kind of model.
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4.1.4. MIXING SOME EXPERTS

Due to the mathematical approach to compute the position
of Q-points employed by the sensor system, objects tend
to produce less Q-points the farther they are away from the
sensors. This effect was also observed for the data recorded
in the course of this work.
As was explained in Section 3.3, the plane in front of the
sensor system is split up into tiles which form a matrix
whose rows represent different depth intervals. One could
therefore argue that this way of modeling the problem in-
troduces different domains to the data, namely one domain
for each row in the tile-matrix. Within each domain, the Q-
point representation of one kind of object will stay similar,
whether it’s on the left, the right or in front of the sensor
system. In principle, a CNN could also learn distinct fea-
tures for the different depth intervals, but it still seemed
worth investigating models that explicitly account for this
characteristic of the data.
In the field of neural networks there is a well-known
method to account for different domains in data, the so-
called mixture of experts (MoE) model (Jacobs et al., 1991;
Nowlan & Hinton, 1990). An MoE model consists of mul-
tiple expert networks, each of which is supposed to be spe-
cialized in one domain of the data, and a gating network.
This gating network, upon looking at a sample, outputs a
biased weight distribution over the experts and by that tries
to determine the expert best suited for the given sample.
This is reflected by the output function of the MoE being
given by

m(x,Wg,W1, ...,Wn) =
∑
i

wi(x,Wg)ei(x,Wi)

with i being the index of the experts, g indicating the gat-
ing network, x being a single sample and W denoting the
weights. Note that this output function leads to a biased
updating of the weights during training as the gradients of
the experts are scaled by the weight distribution. For each
sample, that expert gets updated the most which was de-
termined to be the best choice by the gating network. This
leads to a further specialization of the experts. Note also
that the ouput of an MoE model is a linear combination of
probability distributions and thus again a valid distribution.
This kind of model is therefore well suited for the problem
discussed in this work.
Although the experts can in principle be any kind of net-
work, for this work the experts and the gating network were
implemented as MLPs.

4.1.5. DEEP LINEAR SVM

For classification problems like the one examined in this
work, the typical choice for the activation function of the
ultimate layer of a network is the softmax function given

by

softmax(xi) =
exi∑
j e

xj

with xi and xj being the value of dimension i and j of a
vector x. By definition, the softmax(xi) sum up to one
and can thus be interpreted as probabilities.
In (Tang, 2013) the L2-SVM training objective given by

min
x

1

2
wTw + C

∑
n

max(1− wTxntn, 0)
2

is proposed as an alternative to the typical combination
of softmax function and cross-entropy error. In this ap-
proach, every output neuron is treated as a linear SVM
and is thus penalized according to the loss shown above.
By this, the output layer of the network becomes a multi-
class SVM-predictor. The difference to a normal linear
multi-class SVM-predictor is however that the inputs to the
SVMs are heavily transformed by previous layers of the
network. Networks trained by the proposed error function
are reported to yield superior results on common bench-
mark datasets like CIFAR.
The approach can be combined with any kind of network
without any further modification. However, adding Gaus-
sian noise to the inputs during training is stated to be of
importance for good generalization and therefore the train-
ing processes was modified accordingly.

4.1.6. THE BINNING APPROACH FOR REGRESSION

It was stated in Section 3.3 that it is also possible to con-
ceive the detection problem as a regression task. To inves-
tigate this possibility, the best way given the restrictions
listed above seemed to be to employ either the Binning
or Stacked Image Approach as they contain the highest
amount of information about the spatial position of objects.
However, due to the fact that the space is discretized in
these approaches, a continous regression on the position of
a person on the plane is impossible. Therefore, the labels
that were generated for this task had to be discretized, too.

4.2. Hand-Crafting the Features

An idea that comes to mind quickly when thinking about
how to reduce the dimensionality of the data is to com-
pute hand-crafted features to represent the samples. While
this is not preferable from the deep learning point of view,
it certainly has the advantages of heavily reducing the di-
mensionality of the data and simultaneously allowing for
the integration of domain knowledge. It seemed there-
fore worth investigating how well ANNs would perform
on hand-crafted features.
It was decided to compute a set of features for every tile
individually which should make it as easy as possible to
determine whether a person was present or not. From previ-
ous experiments it was known that objects generate clouds
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of Q-points. Thus, it seemed a good approximation to
treat them as point clouds distributed according to a three-
dimensional normal distribution and compute the sufficient
statistics. Further statistics were added to that, which led to
the following set of features:

NrPoints Number of Q-points

Highest Height of highest Q-point

Power Highest power value

AvgPow Mean of the power values

Means Means of X,Y,Z-Coordinates

Vars Variances of X,Y,Z-Coordinates

CoVars Covariances of X,Y,Z-Coordinates

The resulting representation only needs 13 features per tile
and is, while arguably not the perfect choice for a CNN,
compatible with any kind of neural network.

4.3. Adaptions to detect multiple Persons

As stated above, the sensor data was recorded with only
one person moving in front of the sensor system at a time
to keep the complexity of the development of the prototype
within sensible limits. However, keeping multi-person de-
tection in mind as a long-term goal, it made sense to ex-
amine if the problem formulation and devised approaches
were up to the task.
It was already hinted at in Section 3.3 that the Categorial
cross-entropy error function implicitly assumes only one
person to be present. This is the case, because all tiles are
modeled by one probability distribution. This makes it im-
possible for multiple tiles to have a value larger than 0.5
assigned to them. Therefore, if one tile is found to have a
person on it with very probability, all other tiles are bound
to have only very small probabilites.
Using the Bernoulli cross-entropy in contrast assumes all
tiles to be independet of each other. Thus, if multiple
persons are moving in different areas of the environment,
no artificial boundary exists for the detection-probabilities.
Therefore, the described way of modeling the problem is
very well suited for the detection of multiple persons if the
individual tiles are modeled by Bernoulli distributions.
While the regression approach described above does obvi-
ously not scale to multiple persons, all other methods do
not make any assumptions about the number of persons in
a scene and are thus fully applicable.
In conclusion, both the problem formulation and the devel-
oped practical methods scale to the detection of multiple
persons.

5. Evaluation
This section will first describe the experimental setup and
consecutively present the results of the evaluation.

5.1. The Training Procedure

All results stated below were obtained by training 50 archi-
tectures per model with randomly chosen hyper and opti-
mization parameters for 100 epochs on the training set of
the respective data. The best architecture then was deter-
mined by its performance on the validation set and used to
compute error measures on the test set. Note that it was
not the aim of this work to achieve the best possible results
for each method but to evaluate a wider range of possible
approaches under equal conditions and thus to obtain an in-
dicator for the applicability to the given problem.
The optimizer used in the experiments is RMSProp, which
was introduced in (Tieleman & Hinton, 2012) and has
proven to be very robust and particularly suited for mini-
batch learning as it was employed in this work. It enhances
the standard gradient-descent optimizer

wt+1 = wt + αt∇f(wt)

with w being some variable, f(w) denoting a function of w
and α being the so-called step rate by dividing α by a mov-
ing average over the root mean squared gradients. Hence,
the RMSProp-steprate s is given by

st = αt/
√
vt

vt = (1− γ)∇f(wt)
2 + γvt−1

where γ is a decay-term. Additionally, it has proven to
be beneficial to use some form of momentum. In the
conducted experiments, random combinations of steprates,
decay, momentum and batch-size values were evaluated.
To prevent overfitting, L2-regularization was applied.

5.2. Performance Criteria

The error measures chosen for the classification case are

W Percentage of false classifications

FP Percentage of falsely detected persons

FN Percentage of undetected persons

C Percentage of false detections which however predict a
tile in the spatial neighbourhood of the correct one

While W and FP were chosen as standard error measures,
FN is of high importance in this scenario for safety reasons
and C is a good measure for the reliability of a method. For
the regression task, the average squared error was used as
evaluation criterion.
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Table 1. The results for the naive samples and one-person classi-
fication. The best results are printed bold. W, FP and FN denote
the percentages of wrong classifications, false positives and false
negatives, respectively. C describes the percentages of wrong de-
tections deviating by only one tile from the correct position.

W C FP FN
Binning+MLP 0.2582 0.7997 0.0074 0.0282
Crafted+MLP 0.2706 0.8151 0.0041 0.0113
RP+MLP 0.8296 0.7347 0.1347 0.2227
Images+CNN 0.7883 0.0 0.0 0.7883

5.3. Instantiating the Problem

To generate the classification labels, the relevant space in
front of the sensor was divided into a matrix of three rows
and four coloumns with every cell having a width and depth
of roughly 1 m, allowing a little more at the outer borders.
Together with the ”no-person cell” this approach thus led
to 13 classes. The regression-labels were generated based
on the assumption that at most one person is present at a
time and discretized in the same manner as the respective
input data.
Unless stated otherwise, all classification models were
trained with respect to the Categorial negative cross-
entropy to reflect that the data only contains samples with
at most one person per scene.

5.4. Preliminary Experiments

After it was recorded, a preliminary evaluation was con-
ducted to verify that the quality and structure of the data
were sufficient for it to be henceforth used as training data.
MLPs were trained with naive samples and based on an
early version of the Binning Approach to solve a simple bi-
nary classification problem: detect if a person was present
in a scene or not.
The best model was found to achieve 3.9% of falsely clas-
sified samples on the test set. It was therefore concluded
that the data was a solid basis for further work.

5.5. Results of the Evaluation

This section will first present the results obtained by several
methods for the two kinds of samples in two subsequent
sections and finally compare them in a third section.

5.5.1. NAIVE SAMPLES

For the naive samples, four different methods were evalu-
ated:

Binning+MLP A combination of the Binning Approach
with normal MLPs. The bins were chosen to be 10 cm

in depth and breadth and 1 m in height, leading to
3700-dimensional data. Every bin contained the max-
imal power value of its Q-points. For the MLPs, archi-
tectures with two hidden layers and 50 to 1000 units
per layer were considered. The possible activation
functions were chosen to be tanh(x), sigmoid(x) =
1/1 + e−x and rectifier(x) = max(0, x). The fi-
nal layer was in adherence to the problem chosen
to be a softmax layer with 13 output units. Unless
stated otherwise, the described architecture space can
be assumed for all further models. The reported bin-
ning procedure likewise is valid for all following oc-
curences.

Crafted+MLP A combination of the crafted-feature data
and MLPs. As the space was divided up into 12 tiles,
the total number of dimensions of the input data was
156.

RP+MLP MLPs applied to random projection data. The
dimensionality of the data was initially reduced by
binning the space with bins of 3x3x3 cm, resulting in
about 1.4 million dimensions per sample. The data
was then projected to the 1446-dimensional space,
constituting a compromise between dimensionality re-
duction and maximal distortion of the distances by a
factor of 1± 0.3.

Image+CNN The implementation of the Stacked Images
Approach. The binning was done as described above,
resulting in two images of size 37x50. The CNN ar-
chitectures were chosen to feature two convolutional
layers with 16 to 128 feature maps (the number of
feature maps was however chosen to be always higher
in the second convolutional layer), each followed by
a downsampling-layer. On top of that, MLPs as de-
scribed above were used. This architecture was em-
ployed in all the following CNN-models.

For all four methods, the training set consisted of 270,000
samples, while validation and test set contained 90,000
samples each. The results are shown in Table 1.
It can be seen that the MLPs combined with the binning
strategy and the crafted features work relatively well as
they are able to correctly classify new data about 75% of
the time, which is about ten times higher than the 7.7%
achievable by guessing. They also correctly detect if a per-
son is present and in about 80% of the cases miss the cor-
rect position only by one tile.
The other two methods on the other hand side achieve re-
sults which are by far too bad for any practical applica-
tion. In case of the CNN, this is most likey due to the
extreme sparsity of the samples and the resulting lack of
detectable structure in the images. As it is shown above,
the model never detects a person. As for the random pro-
jection method, it can only be conjectured that the subspace
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Table 2. The results for time-integrated samples and one-person
classification. The best results are printed bold. W, FP and FN
denote the percentages of wrong classifications, false positives
and false negatives, respectively. C describes the percentages of
wrong detections deviating by only one tile from the correct posi-
tion.

W C FP FN
Binning+MLP 0.2546 0.7725 0.0033 0.0065
Crafted+MLP 0.2151 0.8652 0.0006 0.0009
RP+MLP 0.6954 0.7432 0.0468 0.0979
Images+CNN 0.2358 0.8624 0.0044 0.0075
Binning+MoE 0.2563 0.8059 0.0011 0.0074
Crafted+MoE 0.224 0.8525 0.0003 0.0007
Binning+SVM 0.2316 0.8101 0.0 0.0157
Crafted+SVM 0.2113 0.8671 0.0003 0.0004

Table 3. The results for time-integrated samples and multi-person
classification. The best results are printed bold. W, FP and FN
denote the percentages of wrong classifications, false positives
and false negatives, respectively. C describes the percentages of
wrong detections deviating by only one tile from the correct posi-
tion.

W C FP FN
Binning+MLP 0.2365 0.8125 0.002 0.0094
Crafted+MLP 0.2109 0.8652 0.0003 0.0006
RP+MLP 0.7041 0.7235 0.0577 0.0496
Images+CNN 0.3143 0.8207 0.0033 0.0544
Binning+MoE 0.2506 0.8019 0.0009 0.0225
Crafted+MoE 0.2267 0.8322 0.0004 0.001

the data was mapped to does not contain much useful infor-
mation for the classification.

5.5.2. TIME-INTEGRATED SAMPLES

For the time-integrated samples, a wider range of ap-
proaches was evaluated, consisting of the previously men-
tioned and four new ones:

Binning+MoE The MoE model applied to the Binning
Approach. The model was chosen to have three ex-
perts, as there are three rows of tiles in the tile matrix
and thus three different depth-domains. The experts
always had the same MLP-architecture. It was inves-
tigated, whether regularization was beneficial for this
kind of model and it was found that active regulariza-
tion yields slightly better results. The results stated
here are therefore the results obtained with regulariza-
tion.

Crafted+MoE The MoE model applied to the crafted-
feature data. The architecture of the model is the same
as above.

Binning+SVM The Binning Approach combined with the
Deep Linear SVM Approach. Experiments were con-
ducted with and without adding noise to the inputs
during training and it was found that adding noise
leads to a minor advantage. Thus, the results for
adding noise are reported here.

Crafted+SVM The crafted features applied to the Deep
Linear SVM Approach. Adding noise was found to
be beneficial in this case as well.

As the total number of samples was reduced compared to
the naive case, the training sets now contained 40,000 sam-
ples while the validation and test sets consisted of 10,000
samples each. The results are listed in Table 2.
As it is shown, almost all the methods work well on the
time-integrated samples. The best results achieve almost
80% correct classifications on the test set while missing the
correct position in about 87% of the cases by only one tile.
Even more so, the false positive and negative rates are neg-
ligible. While the SVM-methods achieve the best results,
they do not improve much compared to their counterparts
with a softmax layer. Note also that the MLP-approaches
have the advantage of their output being interpretable as
discrete probability distribution. However, as the SVM-
models implicitly assume a one-vs-all trainig of the indi-
vidual SVMs, they are applicable for multi-person detec-
tion as well.
It is also observable that the MoE-models achieve the worst
results on their respective datasets, while the crafted fea-
tures seem to yield the best results among the different rep-
resentations. This does not come as a surprise, as they were
explicitly designed to capture a lot of domain knowledge
and reflect the structure of the problem. The only method
found to achieve bad results is the Random Projection Ap-
proach. As it seems, maintaining only the distance between
points in a projection destroys too much of the structure in
the data for classification to work properly.
It is worth noting that these results do not allow for final
conclusions as to which method works best. Especially for
the more complex models, like CNNs or MoE, a more care-
ful adjustment of the optimization parameters is likely to
yield better results. This is underlined by that fact that a
CNN architecture was found that achieved about 21% error
on the test set and was thus on par with the best models re-
ported here. Unfortunately, the weight-data was lost due to
a server-problem and repeatedly training with the same pa-
rameters did not yield the same results. Hence, the results
stated above are only meant to serve as an indicator.
In order to evaluate if the devised approaches are fit for
multi-person classification, all models which were trained
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Table 4. The results for time-integrated samples and one-person
regresssion. The best result is printed bold.

Avg. Squared Distance
Binning+MLP 3597.08
Images+CNN 7807.89

with respect to the Categorial cross-entropy were also opti-
mized with respect to the Bernoulli cross-entropy loss. The
results are depicted in Table 3.
The obtained results show that the performance of the sin-
gle approaches does not change much for the different
loss but is a little worse on average. This might be the
case due to the fact that the data was recorded with the
one-person case in mind and consequently does not con-
tain samples with multiple persons. Thus, for the single
Bernoulli-distributed tiles the data is now heavily biased
towards negative cases, i.e. cases with no person being
present. This might especially affect the CNN-models in
the learning process of the feature maps and explain the
relativly strong performance-drop. In any case the devised
approaches seem to be fit for the task of detecting multiple
persons as well, especially when also trained on suitable
data.
In another series of experiments, it was investigated how
well the methods would peform on the regression task. Ta-
ble 4 shows the results.
While the error of the Binning+MLP method is only about
half of the error of the Images+CNN method, both re-
sults are far from being useful. This might be the case
due to wrong choices of parameters or not enough train-
ing time but more likely due to the fact that the regression
approach does not fit well with the data and the given prob-
lem. Hence, no further experiments were conducted in this
direction.

5.5.3. COMPARISON

For the approaches that were trained on both kinds of sam-
ples it is instructive to compare the achieved results. The
comparison is shown in Table 5.
The general picture drawn by the results is that the time-
integrated samples pose the superior approach as they lead
to better results for all criteria. While the differences are
rather small in case of binned data combined with MLPs,
they are huge for the CNN-method. This jump is explain-
able as the time-integrated samples contain about six times
more data and thus offer much more exploitable structure
than the naive samples. Especially in case of CNNs this
increase in structure might make it possible to learn useful
features from the images where there could no structure be
found before. As all examined methods profit from their
use, this work focusses on the time-integrated samples.

Table 5. Comparison between naive and time-integrated samples
for one-person classification. The results for time-integrated sam-
ples are marked by the model name being written cursive. The
best results are printed bold. W, FP and FN denote the percent-
ages of wrong classifications, false positives and false negatives,
respectively. C describes the percentages of wrong detections de-
viating by only one tile from the correct position.

W C FP FN
Binning+MLP 0.2582 0.7997 0.0074 0.0282
Binning+MLP 0.2546 0.7725 0.0033 0.0065
Crafted+MLP 0.2706 0.8151 0.0041 0.0113
Crafted+MLP 0.2151 0.8652 0.0006 0.0009
RP+MLP 0.8296 0.7347 0.1347 0.2227
RP+MLP 0.6954 0.7432 0.0468 0.0979
Images+CNN 0.7883 0.0 0.0 0.7883
Images+CNN 0.2358 0.8624 0.0044 0.0075

Table 6. The results of the impact analysis of the hand-crafted fea-
tures. The best results are printed bold. W, FP and FN denote
the percentages of wrong classifications, false positives and false
negatives, respectively. C describes the percentages of wrong de-
tections deviating by only one tile from the correct position.

W C FP FN
Full 0.2151 0.8652 0.0006 0.0009
w\o Covar 0.2148 0.8688 0.0003 0.0011
w\o Stats 0.2386 0.8444 0.0007 0.0007
w\o Highest 0.2194 0.8649 0.0002 0.0016
w\o Power 0.2267 0.8508 0.0001 0.0014
w\o Scaling 0.762 0.5934 0.0908 0.0962

5.6. Impact Analysis of the crafted Features

To evaluate the usefulness of the crafted features intro-
duced in Section 4.2, an impact analysis based on the time-
integrated sampels was done.
The performance of the full feature set was compared to
that of the feature set without a) the statistics of the covari-
ance matrix, b) the statistics of the covariance matrix and
the means, c) the feature stating the highest point and d)
the power-value related features. It was also examined how
strongly scaling influences the performance. Note that the
most important feature is without question the number of
points per tile as it is directly correlated to the presence of
an object. It also is of great importance as it is needed to
compute most of the other features. Therefore, it was de-
cided not to explicitly remove it as its impact is the highest
by design. The results are stated in Table 6.
It can be seen that the features contribute relatively evenly
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Table 7. Comparison of patience training to training with a fixed
number of epochs for time-integrated samples and one-person
classification. The results for patience training are marked by the
model name being written cursive. The best results are printed
bold. W, FP and FN denote the percentages of wrong classifica-
tions, false positives and false negatives, respectively. C describes
the percentages of wrong detections deviating by only one tile
from the correct position.

W C FP FN
Binning+MLP 0.2546 0.7725 0.0033 0.0065
Binning+MLP 0.2517 0.8045 0.0007 0.0127
Crafted+MLP 0.2151 0.8652 0.0006 0.0009
Crafted+MLP 0.2151 0.8646 0.0005 0.0005
Images+CNN 0.2358 0.8624 0.0044 0.0075
Images+CNN 0.2719 0.8427 0.0062 0.0184
Binning+MoE 0.2563 0.8059 0.0011 0.0074
Binning+MoE 0.2614 0.7792 0.0033 0.0081
Crafted+MoE 0.224 0.8525 0.0003 0.0007
Crafted+MoE 0.2192 0.8669 0.0005 0.0009

to the performance as no significant drop is experienced
when one class of them is removed. The degrading of the
performance in case b) seems to be a bit more severe but
this is justified as in this case nine of the 13 features are
removed. The (co-)variance features and the feature rep-
resenting the highest point seem to not have an impact on
the performance at all. This makes sense, as there probably
are too little points per tile to compute meaningful vari-
ance statistics. Also, the highest point per tile is with high
probability influenced by noise. The scaling however has a
significant impact on the performance. This is in all like-
lihood due to the fact that the power values are orders of
magnitude larger than the values of all other features and
thus dominate the weighted sums computed by the units of
a network. This effect is compensated for by the scaling.

5.7. Patience Training

It was stated above that all models were trained for only
100 epochs. Especially for more complex models, more
epochs might however be required to achieve good results.
Therefore, a few selected approaches were trained again by
patience training (Bengio, 2012).
Patience training denotes the dynamical prolonging of the
training time based on the achieved results with respect to
some error measure. In this work, the minimal number of
epochs was set to 100 as before and the error measure was
chosen to be the validation loss. During training the algo-
rithm keeps track of the error measure and multiplies the
number of epochs by a factor, in this case 1.2, whenever a

new best value is found. The improvement however needs
to be larger than a defined threshold. In this way, models
are allowed to train as long as it significantly improves the
performance. Table 7 lists the results.
It can be observed that patience training did not lead to bet-
ter results and in case of the CNN-method even to a notably
worse performance. A possible explanation for this is an
unfortunate choice of parameters or the occurence of over-
fitting relatively early in the training as it was observed in
some cases. Patience training was thus not found to benefi-
cial in case of randomly sampled parameters. This however
is most likely to change for carfully chosen architecture,
regularization and optimization parameter values.

5.8. Visualizations

To illustrate how the described models transform the in-
put space before outputting a prediction, Figures 4, 5 and
6 show t-distributed stochastic neighbour embeddings (t-
SNE) of input data together with the corresponding post-
synaptic output of the penultimate layer of a network. It is
clearly visible how the networks transform the input space
to group samples of equal class.

6. The Prototype
This section will describe the prototype that was developed
based on the previsouly evaluated methods to detect per-
sons in the ultrasound sensor data. First, the prediction
pipeline will be explained, followed by a description of two
enhancements to increase the robustness of the predictions.

6.1. Architecture

After the methods introduced above had been evaluated
and good models had been found, the prototype was im-
plemented in Python for use in context of the Robotics Op-
erating System (ROS) framework by Willow Garage.
To allow for a comparison in live tests, two different mod-
els were implemented: the Crafted+MLP method since it
achieved some of the best results in the evaluation and the
Images+CNN approach as an example for prediction based
on autonomously learned features. As the time-integrated
samples had been found to yield better performance, it was
decided to use the respective version of the models. The
prototype was in accordance with the problem formulation
in Section 3.3 designed to predict the position of only one
person. From these design choices, the following predic-
tion pipeline was derived. It is depicted in Figure 7.
In an initial step, the raw samples generated by the sen-
sor system need to be collected until the six samples of
the individual emitter-bursts are received and subsequently
aggregated into one sample. Next, the representation of
the sample corresponding to the method in use needs to be
computed. In the second step, this representation is then



Deep Learning for Movement Detection in Ultrasound Data

200 150 100 50 0 50 100 150 200
200

150

100

50

0

50

100

150

200

200 150 100 50 0 50 100 150 200
200

150

100

50

0

50

100

150

200

Figure 4. T-SNE visualizations of the transformation of the
crafted-feature space by an MLP. The upper image shows the
input space, while the bottom image depicts the transformed
space. The different combinations of colors and shapes encode
the classes.
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Figure 5. T-SNE visualizations of the transformation of the bin-
ning space by an MLP. The upper image shows the input space,
while the bottom image depicts the transformed space. The dif-
ferent combinations of colors and shapes encode the classes.
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Figure 6. T-SNE visualizations of the transformation of the
stacked image space by a CNN. The upper image shows the input
space, while the bottom image depicts the transformed space. The
different combinations of colors and shapes encode the classes.

The Moving Person Detection Prototype

Input 
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&
Pre-Processing

Prediction Smoothing

Figure 7. Illustration of the prediction pipeline of the prototype.

given to the model as input and the prediction is generated.
As the best models obtained in the previous experiments
still miss-classified about 20% of the samples, it was de-
cided to smoothen the predictions in a third step. The out-
put of this last step is the number of the tile with the highest
probability. The prototype can however be easily changed
to detect multiple persons by using an accordingly trained
model and taking the full distribution as output rather than
the argmax of it.
The prototype can be configured to use any combination of
the models and the smoothing-methods introduced below.

6.2. Adding Robustness

This section will introduce the two ways of smoothing the
predictions that were implemented in the prototype.

6.2.1. MAJORITY VOTE

On an Intel Core i5 with 2x2.5 GHz and running in a vir-
tual machine, the prototype was found to predict at about
10 Hz when data was replayed from the stored sensor in-
puts. Thus, the prediction rate was high enough to apply a
simple majority voting. Three consecutive predictions are
combined by chosing that tile as output which is detected
most often. As ties can only occur when all three predic-
tions differ and thus no tile can be preferred, the tile with
the lowest index is picked in that case. Applying this rule
consquently led to a reduced prediction rate of about 3 Hz,
which is still enough for the given problem.
Note that this approach is not applicable for the multi-
person scenario.

6.2.2. MARKOV CHAINS

It was previously, with the exception of the time-integrated
samples, left unexploited that the sensor data can be re-
garded as time-series data. Likewise the movement of a
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person is a process which develops over time and where
the next step is literally dependent on the previous one. It
was therefore conjectured that exploiting this characteristic
of the data would be a good way to approach the problem
of smoothing the predictions.
Markov chains pose a simple way of modelling time-series
data and can be efficiently implemented by lookup-tables.
A Markov chain is a random process on a state space where
a transition from one state to another occurs with a certain
probability that is determined by previously visited states.
Formally, the preceeding states are modelled by n random
variablesX1, . . . , Xn whose domain is the state space. The
probability for the variableXn+1 to assume value x, i.e. the
next state to be x, is then given by

p(Xn+1 = x | Xn = xn, . . . , X1 = x1)

= p(Xn+1 = x | Xn = xn, . . . , Xn−m+1 = xn−m+1)

with m denoting the so-called order of the chain and m ≤
n. If the probabilities of the transitions are independent of
n, the chain is said to be stationary.
Because of the advantageous characteristics stated above, it
was decided to build a Markov chain consisting of 13 states
representing the individual tiles and to use the states’ tran-
sition tables to adjust the probability distribution outputted
by the model.
To determine the transition probabilities of the chain, the
following was done: a prior table was designed manually
to encode some prior assumptions, each row representing
the transition table of one state. Then, an estimated table
was computed from the recorded sensor data and the two
tables were merged by elementwise multiplying their en-
tries and normalizing the rows to add up to one again. In
that way, a posterior table was obtained, each row of which
represented the transition probability table of a single state.
In a first attempt, a stationary first-order chain was built.
The prior lookup-table of dimension 13x13 was designed to
encode the assumptions that a person can only move from
one tile to a neighbouring tile (or stay on a tile), i.e. not
jump, and can only leave or appear in the scene on the outer
tiles. Also, all neighbouring tiles, including the current tile,
were assumed to be equally likely next destinations. Thus,
the probability to move from tile x to tile y is given by

p(Xn+1 = y | Xn = x) =

{
1/N ifx to y valid
0 otherwise

withN denoting the number of valid next states in the sense
of the above description. The posterior table then was gen-
erated as explained above. Note that as all probabilities
of invalid transitions are set to zero in the prior table, it is
made sure that the posterior table still encodes the assump-
tions made about the movement of a person.
To smoothen the prediction of the model, the prototype
keeps track of the tile x the person is currently predicted to

stand on and elementwise multiplies the output vectorm of
the model with the corresponding row of the lookup-table
representing the transition probability distribution p(y | x)
of the Markov chain. The prediction is then renormalized
and the visual output is generated. Thus, the smoothened
prediction r of the prototype is given by

r = (
m1p(1 | x)∑
kmkp(k | x)

, . . . ,
mnp(n | x)∑
kmkp(k | x)

)

where n represents the number of states and k is the index
for the summation over all states.
In a second attempt, a second-order stationary Markov
chain was designed to reflect the intuition that a person has
some kind of momentum and hence is more likely to keep
moving when it already moves and to keep standing when
it already stands. The 13x13x13 lookup-table was gener-
ated in the same manner as described above, this time how-
ever considering the transition given two preceeding states
x and y to the next state z. Now, the prototype keeps track
of the current and the last predicted position of a person
and smoothens the prediction according to the distribution
p(z | x, y) in the way stated above.
Both instantiations of the approach were found to elimi-
nate all previously occuring outliers while causing only a
minor reduction in the prediction rate. The second-order
chain was not found to improve the quality of the predic-
tions compared to the simpler case. Note that this approach
is tailored to the case of one person as well.

7. Conclusion
In this work, it was shown how deep learning methods can
successfully be applied to the problem of detecting moving
persons in ultrasound data.
After a brief introduction to the sensor system, a pre-
cise formulation of the problem was given, followed by a
description of the data generation process. Multiple ap-
proaches to leverage the capabilities of neural networks
for the given task were presented, combined and shown
to achieve good results in experiments with the recorded
data. While the best results were achieved by models based
on crafted features that heavily exploit the problem struc-
ture, networks learning their own features were found to
be almost on par despite the fact that no effort was made
to find good local optima or even the global optimum. It
was shown that problem-aware methods of dimensional-
ity reduction led to significantly better results than off-the-
shelf methods. Furthermore, incorporating multiple simple
recordings of a scene into one sample was found to boost
the performance of the evaluated methods. A prototype was
devised and it was shown how to compensate for the errors
made by the detection methods in an efficient and reliable
manner.
It was shown by this work that deep learning models are
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well worth further investigation in the context of person
detection in ultrasound data. Promising directions of fu-
ture research are hence the evaluation of more combina-
tions of the different approaches introduced above, evalua-
tion of a wider range of randomly generated architectures
or manual adaption of hyper and optimization parameters.
Furthermore, sophisticated methods of pre-training such as
DBNs, AEs or bootstrapping might be beneficial. Last but
not least, the scenario of multiple persons in a scene should
be properly examined by recording suitable data and train-
ing models on it while exploring the aforementioned ways
to improvement.
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