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Abstract

The tool kit Zoltan provides an ordering function that is based on specific inverse Hilbert
space-filling curves for orderings of elements in 2D or 3D. This tool kit is used by the
simulation software SeisSol to order the elements of an three-dimensional unstructured
grid, with the goal to preserve locality of the elements and thus increasing the computation
performance of the simulation. Subject of this thesis is to extend Zoltan by additional
space-filling curve orders and to evaluate if their generated ordering further increases the
computation performance of SeisSol.

While there are many variants of the 3D Hilbert space-filling curve, Zoltan only imple-
ments one variant. Other variants can be implemented by changing the state tables that
are used for the calculation of the Hilbert space-filling curve. Other space-filling curves
require different algorithms that need to be implemented in Zoltan. Both methods are
described in the thesis, with a general description of the state tables and a concrete imple-
mentation of the Z-Order space-filling curve and the Sierpiński space-filling curve.

Although it was expected that there is a difference in the computation performance of
SeisSol when the different orderings are applied to an unstructured grid, the performance
measurements provide another result. The measurements show that there is no difference
in performance between the used orderings. It further shows that there is no indication
of an increased performance whether any ordering is applied to the unstructured grid or
not.
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Outline of the Thesis
CHAPTER 1: INTRODUCTION

This chapter presents the purpose of this thesis. It presents a specific application of SFC
orders and why an improved locality on unstructured grids is important for this applica-
tion.

CHAPTER 2: THEORY

In this chapter the general theory behind space-filling curves is described. Several space-
filling curves are presented with a description how they and their inverses can be calcu-
lated.

CHAPTER 3: THE ZOLTAN LIBRARY

The Zoltan library is the library that should be extended in this work. This chapter de-
scribes the original implementation of Zoltan, which algorithm is originally implemented
and how this algorithm works.

CHAPTER 4: IMPLEMENTATION OF FURTHER SPACE-FILLING CURVES INTO ZOLTAN

This chapter presents the changes made to the Zoltan library to implement additional SFC
orders.

CHAPTER 5: EVALUATION

The performance of calculations done with SeisSol with data that have an applied SFC or-
der is evaluated in this chapter. The orderings with the Z-Order space-filling curve, two
different 3D Hilbert space-filling curves, and the 2D Sierpinski space-filling curve are com-
pared to each other.

CHAPTER 6: CONCLUSION

This chapter finishes the thesis with a short summary of the results that this work deliv-
ered.
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1. Introduction

In High Performance Computing (HPC) many tasks are the simulation of processes that
influence physical properties of objects, e.g. the speed of a moving object. Such an ap-
plication is the software SeisSol which performs earthquake simulations and other ”High
Resolution Simulation of Seismic Wave Propagation in Realistic Media with Complex Ge-
ometry” [1]. SeisSol thereby models the media (the object) that is examined as an un-
structured grid of tetrahedrons. Between all these tetrahedrons of the unstructured grid
a constant flow of information about their properties (speed and pressure) and how they
influence each other is simulated.1 Depending on the information that is exchanged the
changed properties might result in the formation of a wave that propagates throughout
the media over time.

All this simultaneous flow of information between the tetrahedrons and the calculation
of its influence on them requires massive computing power. The simulation therefore has
to be performed on supercomputers that consist of many nodes with many processors that
connect to each other. Elements of the unstructured grid, the tetrahedrons, thus are dis-
tributed to the nodes for the calculation. During the calculation two bottleneck situations
appear: Information that flows between neighboring elements that are not on the same
node has to pass the comparably slow interface between those nodes. And, information
that flows between neighboring elements, though they are on the same node are not in
the cache of the processors at the same time. To reduce the communication time, thus in-
creasing the speed of computation, it is advantageous to distribute the elements along the
nodes in a way that as many neighboring elements as possible are physically close to each
other on the nodes. This means neighboring elements should reside on the same node and
also close to each other in memory, to achieve cache locality.

Especially for the latter case, to achieve cache locality, SeisSol needs an ordering on the
unstructured grid which reflects the locality of elements in the grid. For this purpose the
developers of SeisSol make use of the software tool kit Zoltan which, in addition to other
functions, offers an ordering function. This tool kit implements an algorithm that is based
on space-filling curves, of which some are well known for the maintenance of locality of
the ordered elements. Currently only one space-filling curve is supported by Zoltan, the
Hilbert space-filling curve. The purpose of this work is to extend Zoltan by implementing
additional ordering algorithms that are based on different space-filling curves and to check
if they maintain locality in such a way that the computation time of SeisSol can be further
reduced.

The next chapter will introduce some space-filling curves and how they can be calcu-
lated. Afterwards the the tool kit Zoltan and how it implements and utilizes the space-
filling curves for ordering algorithms is presented in detail, followed by a description how
some of the other space-filling curves were implemented in the context of this thesis. Fi-

1This is similar to the real world, where every object is constantly influenced by (changing) forces.
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1. Introduction

nally an evaluation is done which of the implemented space-filling curve orders is better
for the usage in SeisSol.
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2. Theory

2.1. Space-Filling Curves

A space-filling curve (SFC) is a function that maps from the unit interval [0, 1] into a space
of higher dimension. Some common SFCs map into the two-dimensional unit square
[0, 1]2, others—mostly derivatives of the 2D SFCs—map into the three-dimensional unit
cube [0, 1]3. This mapping is continuous and surjective (but not injective), such that every
point in the codomain is visited by the curve. Thereby the curve never crosses itself, it only
can get close to itself.

A space-filling curve is constructed by consecutively subdividing a curve that maps
from [0, 1] to the [0, 1]d into curves that are of the same form as the first curve. The more
the curve is subdivided, the more the space it maps to is filled until the mapping is dense
in the space and the curve fills the space completely.

The first space-filling curve was described by Peano in 1890 [12].

2.2. The Hilbert Space-Filling Curve

Shortly after Peano the mathematician David Hilbert introduced another space-filling
curve ([9]) for the mapping from the one-dimensional unit interval into the two-
dimensional unit square, which now is named after him. His curve is based on a bisec-
tion along the axes of the unit square. That means the unit square is divided into four
equally sized sub-squares. At the same time the unit interval is divided into four equally
sized sub-intervals, each one mapping into one of the sub-squares. Hence we go from the
original mapping

[0, 1] 7→ [0, 1]× [0, 1]

to four mappings that each represent a quarter of the original mapping.

[0, 0.25] 7→ [0, 0.5]× [0, 0.5] [0.25, 0.5] 7→ [0, 0.5]× [0.5, 1]

[0.5, 0.75] 7→ [0.5, 1]× [0.5, 1] [0, 0.25] 7→ [0.5, 1]× [0, 0.5]

Each of the four sub-intervals and sub-squares again can be divided into four parts. Re-
peating this step infinitely on all sub-intervals at the same time results in an almost point
to point mapping from 4n sub-intervals to 4n sub-squares for n ∈ N, n → ∞. The n-th
subdivision is called the n-th order of the Hilbert SFC. Figure 2.1a shows the basic pattern,
the base curve, of the Hilbert SFC and the four sub-squares the unit square will be divided
into in the next step.

As one can see from Figure 2.1a the curve starts in the lower left sub-square and ends in
the lower right sub-square. That means that the curve enters the unit square at the point

3



2. Theory

(a) Base pattern (b) 1st division (c) 2nd division

Figure 2.1.: The first divisions of the unit square to construct the Hilbert SFC: (a) The basic
pattern of the Hilbert SFC, starting in the lower left sub-square and traversing
the other sub-squares clockwise. (b) The first subdivision of the unit square
into four sub-squares. Every sub-square contains a rotated or reflected version
of the basic pattern. (c) The second subdivision of the squares.

(0, 0) and leaves it in point (1, 0). This property needs to be maintained throughout the
whole construction process. Also it is necessary to build the curve in such a way that it
never crosses its own way through the unit square. Therefore the curves that traverse the
sub-squares are rotated and mirrored variants of the curve of the first order.

In Figure 2.1 one can see how the rotations of the basic curve are used to build the Hilbert
SFC. The base curve always is rotated or mirrored in such a way that the point where the
curve leaves one sub-square is also the point where it enters the next one. Thus it is easy to
imagine that the curve is indeed space-filling and never crosses itself no matter how many
levels of subdivision there are. Only four variants of the base curve, including the base
curve itself, are needed to build the curve within the unit square.

The path the curve takes through the unit square determines which sub-interval maps
to which particular sub-square. For example the interval [0.1875, 0.25], which is the fourth
part of a division into 16 parts of the unit interval, maps to the sub-square [0, 0.25] ×
[0.25, 0.5], which is the fourth out of 16 sub-squares the curve goes through.

As Hilbert’s mapping is continuous it ensures that the curve always traverses neigh-
boring sub-squares, i.e. squares that share one edge. With this property the curve main-
tains locality throughout the mapping, since neighboring points in the unit interval remain
neighboring points in the unit square.

2.2.1. Calculation of the Hilbert SFC

Calculating the Hilbert SFC requires calculating the mapping from a given point in the unit
interval into a point of the unit square1. Thereby it is very helpful that the unit interval
and the unit square in every step is divided into four equally sized parts. If the point in

1We could also calculate how to ”draw” a Hilbert SFC through a unit square, but this is not what should
be done here.
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2.2. The Hilbert Space-Filling Curve

the unit interval is given in quaternary representation, i.e.

u = 0.q1q2q3q4q5 . . . , with qi ∈ {0, 1, 2, 3}

one could easily find out into which quarter of the first subdivision of the unit square the
point maps to. The only thing that has to be done is to look at the number q1. If the number
q1 is

q1 = 0 , then the corresponding sub-square is [0, 0.5]× [0, 0.5] ,
q1 = 1 , then the corresponding sub-square is [0, 0.5]× [0.5, 1] ,
q1 = 2 , then the corresponding sub-square is [0.5, 1]× [0.5, 1] ,
q1 = 3 , then the corresponding sub-square is [0.5, 1]× [0, 0.5] .

On the other hand that means that the first part of the coordinates of the point in the
unit square can be determined. Let therefore the coordinates of a point h(u), where h is
the function that maps from the unit interval into the unit square, be denoted in binary
representation as

h(u) =

Ç
0.x1x2x3 . . .
0.y1y2y3 . . .

å
, with xi, yi ∈ {0, 1}.

The binary representation can be used here, since the axes of the unit square are each
divided into two parts. From the value of q1 one can determine the first binary values of
the coordinates of h(u):

q1 = 0 ⇒ h(u) =

Ç
0.0x2x3 . . .
0.0 y2y3 . . .

å
,

q1 = 1 ⇒ h(u) =

Ç
0.0x2x3 . . .
0.1 y2y3 . . .

å
,

q1 = 2 ⇒ h(u) =

Ç
0.1x2x3 . . .
0.0 y2y3 . . .

å
,

q1 = 3 ⇒ h(u) =

Ç
0.1x2x3 . . .
0.1 y2y3 . . .

å
.

For the next subdivisions one has to consider the rotations and reflections of the base curve,
as they were described in the previous chapter. This chapter further presents a recursive
approach for the computation of h(u). An efficient implementation based on the values qi
is shown in Chapter 2.2.3.

With the sub-squares being only scaled down versions of the unit square it is possible
to calculate h(u) for a certain depth n ∈ N of the value u = 0.q1q2 . . . qn in an iterative
process. In the beginning of this process the least significant digit of u, i.e. qn, is mapped to
the corresponding square. Hence it is a mapping into the base unit square. But since this is
actually only a sub-square of the (n− 1)-th square, it has to be scaled down and ”moved”
to the right position within the (n− 1)-th square. For this purpose the following operators

5



2. Theory

can be utilized2:

H0 :=

Ç
0 1

2
1
2 0

åÇ
x
y

å
H1 :=

Ç
1
2 0
0 1

2

åÇ
x
y

å
+

Ç
0
1
2

å
H2 :=

Ç
1
2 0
0 1

2

åÇ
x
y

å
+

Ç
1
2
1
2

å
H3 :=

Ç
0 −1

2
−1

2 0

åÇ
x
y

å
+

Ç
1
1
2

å
Those operators to some extent define the position of the square in the next level square
and the orientation of its part of the curve. Of course the operators are defined on a given
point (x, y)T of a square and not on the whole square. In each of the n levels of computation
the operator that is determined from the value qi of the current level is applied to the
result of the previous calculations. That means operator Hqi is applied to the result of the
previous calculations. For the first step the operator Hqn is applied to the point (0, 0)T ,
which is the entry point of the Hilbert SFC to the unit square. Therefore the respective
equation for calculating the Hilbert SFC is as follows:

h(u) = Hq1 ◦Hq2 ◦Hq3 ◦ . . . ◦Hqn

Ç
0
0

å
Figure 2.2 visualizes how the point in the unit square is calculated. Applying the point
(0, 0)T to the qn-th operator delivers an exact solution for the mapping. This is because the
point u in the unit square consists of n digits for n → ∞, hence there are infinitely many
scaling operations H , each of which will scale the squares by 1/2. In the unit square the
distance between the point (0, 0)T and the searched point h(u) is at most 1 on every axis.
With every scaling operation the distance also gets smaller by a factor of 1/2 such that the
distance between the calculated point and the searched point is limn→∞ 1 · (1/2)n = 0 and
therefore the calculated point in the unit square is accurate. In an algorithm the calculation
would be based on a certain depth and stop for some n. This results in an inaccuracy of
the calculated point depending on the depth of calculation, which is acceptable because
the error is beyond the wished or possible exactness of the number representation – if the
mapping is calculated for the first n digits of the point u, the error in the resulting point
h(u) appears at the n+ 1-th digits of the coordinate values.

2.2.2. Inverse of the Hilbert SFC

If one is given a point in the unit square it is possible to calculate the inverse h−1
Ä
(x, y)T

ä
=

u of the Hilbert SFC, i.e. a mapping from the unit square to the unit interval. Thus, with
the inverse Hilbert SFC it is possible to establish an ordering of a set of coordinates based
on the calculated values of the unit interval, like it is done in this work.

Given the binary representation of the coordinates of a point, the quarternary repre-
sentation of the point in the unit square can be determined. Every position (xi, yi) of the
binary representation of a point provides the sub-square of the current level the point lies
in, e.g. if x1 = 0 and y1 = 1 then the point is in sub-square 1. That gives the sub-interval of
the unit interval to which the point maps to. Only the rotation and orientation of the curve
has to be taken into account again, like for the calculation of the Hilbert SFC. Therefore the

2Compare to [2].
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2.2. The Hilbert Space-Filling Curve

(a) Begin in (0, 0) (b) Apply operator H1

(c) Apply operator H2 (d) Apply operator H3

Figure 2.2.: Visualized calculation of the Hilbert SFC mapping from 0.321 to
(0.101, 0.010)T : (a) The calculation of the Hilbert SFC starts in the point
(0, 0)T of the unit square. (b) Operator H1 is applied to the unit square, scaling
it by 1

2 and let it become the upper left sub-square of another unit square.
(c)-(d) Repeating the scaling and rotations according to the required operators.

7



2. Theory

inverses of the operators H defined in chapter 2.2.1 can be used. Those inverse operators
are:

H−10 :=

Ç
2y
2x

å
H−11 :=

Ç
2x

2y − 1

å
H−12 :=

Ç
2x− 1
2y − 1

å
H−13 :=

Ç
−2y + 1
−2x+ 2

å
Which inverse operator H−1q has to be used for the processing steps is determined by

the sub-square of the current level of computation the point lies in. With the binary rep-
resentation of the coordinates of a point (x, y)T = (0.x1x2 . . . , 0.y1y2 . . .)

T the operator for
the first level of computation can be determined by examining values x1 and y1.

x1 = 0, y1 = 0⇒ The operator to be used is H−10 .

x1 = 0, y1 = 1⇒ The operator to be used is H−11 .

x1 = 1, y1 = 1⇒ The operator to be used is H−12 .

x1 = 1, y1 = 0⇒ The operator to be used is H−13 .

The point u = 0.q1q2 . . . is then set up as a concatenation of the values qi of the used
operators of each level of operation, where qi corresponds to the i-th level of computation.

In the first step of computation one of the operators is applied to the coordinates of the
given point, which will change the coordinate values:

H−1q

Ç
x
y

å
=

Ç
x̃
ỹ

å
The next step is then performed on the new coordinate values (x̃, ỹ) and so on. Every
operator multiplies the coordinate values by 2. In binary representation of the numbers
this corresponds to a left shift of the given values. Hence in every step only the x1 and y1
values have to be examined to determine the operator that has to be used.

Example

As an example the inverse of the Hilbert SFC should be calculated for the mapping of the
binary coordinates Ç

x = 0.x1x2x3
y = 0.y1y2y3

å
=

Ç
0.101
0.010

å
into u = 0.q1q2q3 of the unit interval in quarternary representation.

8



2.2. The Hilbert Space-Filling Curve

1. At first the values x1 and y1 are examined. With x1 = 1 and y1 = 0 the operator H−13

has to be applied to (x, y)T :

H−13

ÇÇ
0.101
0.010

åå
=

Ç
−2 · (0.010) + 1
−2 · (0.101) + 2

å
=

Ç
−(0.10) + 1
−(1.01) + 2

å
=

Ç
0.10
0.11

å
Since operator H−13 has been used, q1 is set to 3.

2. In the next step the operation proceeds with the calculated coordinates (0.10, 0.11).
The values x1 = 1 and y1 = 1 determine operator H−12 has to be used:

H−12

ÇÇ
0.10
0.11

åå
=

Ç
2 · (0.10)− 1
2 · (0.11)− 1

å
=

Ç
(1.0)− 1
(1.1)− 1

å
=

Ç
0.0
0.1

å
Since operator H−12 has been used, q2 is set to 2.

3. The last step is:

H−11

ÇÇ
0.0
0.1

åå
=

Ç
2 · (0.0)

2 · (0.1)− 1

å
=

Ç
0
0

å
Since operator H−11 has been used, q3 is set to 1.

4. The resulting point in the unit interval is u = 0.321.

2.2.3. State tables to calculate the Hilbert SFC

A nice way to avoid arithmetic operations like those introduced above is to use state tables
that contain information about the rotation and orientation of the current square and the
sub-square that is inspected in the next step. From such a state table it is possible to directly
read the coordinates of a point of the Hilbert SFC, by following the transitions of the states
throughout an iterative computation.

The state table for the 2-dimensional Hilbert SFC is shown in Table 2.13. The row names
contain the information about the current state the computation is in. Such a state defines
the position, rotation and orientation of the current sub-square within the previous level
square and is determined by the operators H0, . . . ,H3. The column names contain the
information which value the number qi of the i-th level of computation has, i.e. which
sub-interval within the (i − 1)-th level interval the point in the unit interval lies in. The
combination of the current state and the value qi defines which is the next state to be
examined (the upper values in the cells) and which values xi and yi describe the position
of the point in the unit square. Lawder [11] describes how the state tables can be calculated
from the operators.

An iterative algorithm would process the qi values of a given point u = (0.q1q2q3 . . .)
in the unit interval, starting at q1 until a certain level n is reached. The coordinates of the
point in the unit square are then setup iterative by appending the xi and yi values in every
level i ∈ [n] to the coordinates (x, y)T . Algorithm 2.1 shows this approach in pseudo code.

3The table in Zoltan seems to be wrong: There the values x and y are interchanged.
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2. Theory

state qi = 0 qi = 1 qi = 2 qi = 3

0 1 0 0 2
xi = 0, yi = 0 xi = 0, yi = 1 xi = 1, yi = 1 xi = 1, yi = 0

1 0 1 1 3
xi = 0, yi = 0 xi = 1, yi = 0 xi = 1, yi = 1 xi = 0, yi = 1

2 3 2 2 0
xi = 1, yi = 1 xi = 0, yi = 1 xi = 0, yi = 0 xi = 1, yi = 0

3 2 3 3 1
xi = 1, yi = 1 xi = 1, yi = 0 xi = 0, yi = 0 xi = 0, yi = 1

Table 2.1.: The state table for the 2-dimensional Hilbert SFC, mapping from the unit inter-
val to the unit square. The row names depict the state the curve is currently
in, the column names depict the value qi of the i-th level of computation. A
cell holds the information which is the next state to be examined and how the
coordinate values have to be extended.

Algorithm 2.1 2D Hilbert SFC

Input: Point u = (0.q1q2 . . . qn)4 from the unit interval

Output: Coordinates
Ç
x = (0.x1x2 . . . xn)2
y = (0.y1y2 . . . yn)2

å
in the unit square

x← 0.;
y ← 0.;
state← 0;
for all i ∈ [n] do

Lookup state table for content of the cell (state, qi);
x← 0.x1 . . . xi−1 ◦ xi . Append x with xi from the state table
y ← 0.y1 . . . yi−1 ◦ yi . Append y with yi from the state table
state← new state from the state table;

end for

return
Ç
x
y

å

10



2.3. The Z-Order Space-Filling Curve

State Tables for the inverse Hilbert SFC

Of course also the inverse of the Hilbert SFC can be computed with the help of a state table.
The table can be derived by exchanging the coordinate values of a cell with the respective
qi values of the column names. An algorithm then can look up the value qi from the given
coordinate values xi and yi, just the reverse of how it was done in Algorithm 2.1. Table A.1
in Appendix A shows the state table of the inverse Hilbert SFC.

2.2.4. The Hilbert SFC in 3D

Speaking of a Hilbert SFC in 3D does not actually mean a single curve. Instead there are
many variants of space-filling curves in the three-dimensional space that are considered
Hilbert SFCs. A SFC in 3D is considered a Hilbert SFC if it fulfills the following properties:

1. The curve is a continuous mapping from the unit interval into the unit cube.

2. There are construction rules that construct the curve by subdividing the unit cube
into eight equally sized sub-cubes.

3. Two successively traversed sub-cubes along the curve are always neighboring sub-
cubes, be it they share one point, one edge, or one face.

Hilbert himself did not mention a 3D variant in his original paper [9]. Haverkort [8] gives
an overview of the many variants of Hilbert SFCs, including some examples and their
properties regarding locality.

The calculation of the 3D Hilbert SFCs and its inverse is similar to the calculation of the
(inverse) 2D Hilbert SFC. The difference is that the point in the unit interval now must be
in octal representation since the unit cube to which the curves map to can be subdivided
into eight sub-cubes. This also leads to eight operators that need to be defined for the
calculation of the respective curves. Furthermore the point to which is mapped to consists
of three coordinate values instead of two.

For this calculation it is also possible to use state tables, similar to those described above.
These tables then consist of eight columns depicting the eight sub-cubes.

2.3. The Z-Order Space-Filling Curve

Like the Hilbert SFC the Z-Order SFC is a curve that is created by a bisection along the
axes of the unit square. It is called Z-Order SFC since the base representation of the curve
looks like the letter Z. In contrast to the Hilbert SFC there are no rotations, all sub-squares
are only a scaled-down version of the base curve. This makes the calculation of the curve
much easier but it may have some downsides when it comes to applications of space-
filling curves. Figure 2.3 shows the first three levels of the division of the unit square.
The way of the curve and the fact that there are no rotations in the sub-squares leads to
a traversal through the sub-squares where not always one of the neighboring sub-squares
of the current sub-square is visited, i.e. a sub-square that shares one edge with the current
sub-square.

11



2. Theory

(a) Base pattern (b) 1st division (c) 2nd division

Figure 2.3.: The Z-Order SFC in 2D.

In contrast to other space-filling curves this mapping is not continuous. That means it
actually is not a (space-filling) curve in the sense of the definition of a curve. Neverthe-
less it shall be denoted as SFC throughout this thesis, since its properties still provide a
mapping from the unit interval to the unit square that is space-filling and never crosses
itself.

2.3.1. Calculation of the Z-Order SFC

Let z(u) denote the function that maps a point u in the unit interval to a point in the unit
square. Again u should be represented in quarternary representation and the point z(u)
should be represented as a vector of values in binary representation. The point z(u) can
then be calculated by a simple iterative algorithm. From u = 0.q1q2q3 . . . take the qi and set
the xi and yi of the vector z(u) = (0.x1x2x3 . . . , 0.y1y2y3 . . .)

T according to the following
scheme:

If qi = 0 , then set xi = 0, yi = 1.
If qi = 1 , then set xi = 1, yi = 1.
If qi = 2 , then set xi = 0, yi = 0.
If qi = 3 , then set xi = 1, yi = 0.

With this mapping the curve starts in the upper left corner of the unit square in point (0, 1)
and exits the unit square in the lower right corner in point (1, 0). Other mappings are of
course also possible such that the curve might be rotated or has another orientation.

2.3.2. Inverse of the Z-Order SFC

Since the calculation of the Z-Order SFC is defined by a direct mapping of every i-th part of
the value u in quarternary representation to the i-th part of the values x and y in binary rep-

12
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resentation, calculating the inverse z−1((0.x1x2x3 . . . , 0.y1y2y3 . . .)
T ) is straight forward.

If xi = 0, yi = 1 , then set qi = 0.
If xi = 1, yi = 1 , then set qi = 1.
If xi = 0, yi = 0 , then set qi = 2.
If xi = 1, yi = 0 , then set qi = 3.

2.3.3. The Z-Order SFC in 3D

Just as there are many variants of the 3D Hilbert SFCs there are many variants for the
3D Z-Order SFC that map from the unit interval into the unit cube. The construction of
the 3D Z-Order SFC is similar to the construction of the 2D Z-Order SFC. Let the value u
from the unit interval be represented as a value to the base 8, i.e. u = 0.o1o2o3 . . . with
oi ∈ {0, 1, 2, 3, 4, 5, 6, 7}. This is because there are eight sub-cubes of any cube. Every oi
represents a direct mapping to a sub-cube of the i-th level. A mapping from the unit cube
to coordinates z(u) = (0.x1x2x3 . . . , 0.y1y2y3 . . . , 0.z1z2z3 . . .)

T in the unit cube could for
example be the following:

If qi = 0 , then set xi = 0, yi = 0, z = 0.
If qi = 1 , then set xi = 0, yi = 0, z = 1.
If qi = 2 , then set xi = 0, yi = 1, z = 0.
If qi = 3 , then set xi = 0, yi = 1, z = 1.
If qi = 4 , then set xi = 1, yi = 0, z = 0.
If qi = 5 , then set xi = 1, yi = 0, z = 1.
If qi = 6 , then set xi = 1, yi = 1, z = 0.
If qi = 7 , then set xi = 1, yi = 1, z = 1.

Here the coordinate values are just the binary representation of the qi numbers, which can
be used directly for the implementation in an algorithm. The resulting curve then looks
like shown in Figure 2.4.

2.4. The Sierpiński Space-Filling Curve

While other space-filling curves are usually based on a dissection of the d-dimensional unit
square [0, 1]d the Sierpiński Curve uses a different approach. It maps from the unit interval
into an isosceles right triangle. The triangle is thereby divided into two sub-triangles along
the hypotenuses. This curve was first introduced by Wacław Sierpiński in 1912 [13].

Let the base triangle to which the unit interval maps to, forming the curve, be defined by
the corners (0, 0), (1, 1), and (2, 0). The curve always enters the triangle in the corner that
is on the left with respect to the hypotenuse. Similar to the Hilbert SFC the unit interval
is with every sub-division of the triangle divided into equal parts that map to the sub-
triangle the respective part of the curve visits, i.e. when the base triangle is divided into
two sub-triangles that are defined by the corners (1, 1), (1, 0), (0, 0) and (2, 0), (1, 0), (1, 1)
the unit interval is split into two, where [0, 0.5] maps to the first triangle and [0.5, 1] to the
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2. Theory

Figure 2.4.: The Z-Order SFC in 3D. The red colored parts of the curve are in the front part
of the cube (z = 0), yellow colored parts are in the back (z = 1).

(a) Base pattern (b) 1st division (c) 2nd division

Figure 2.5.: The Sierpiński SFC in 2D.

latter one. Figure 2.5 shows the first recursive divisions of the triangle to construct the
Sierpinski SFC.

Instead of continuously sub-dividing the triangles into two parts, with every step the
sub-triangles could also be divided immediately into four parts. Through this approach it
is reached that there are only four possible rotations for the sub-triangles.

2.4.1. Calculation of the Sierpiński SFC

Based on the quarternary representation of the values u in the unit interval and the sub-
division of the triangles into four parts it is possible to calculate the mapping of the Sier-
pinski SFC by means of operators that rotate and scale the sub-triangles. Those operators
are defined in [2] as:

S0 :=

Ç
x
y

å
→
Ç

1
2x
1
2y

å
S1 :=

Ç
x
y

å
→
Ç
−1

2y + 1
1
2x

å
S2 :=

Ç
x
y

å
→
Ç

1
2y + 1
−1

2x+ 1

å
S3 :=

Ç
x
y

å
→
Ç

1
2x+ 1

1
2y

å
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The mapping s(u) with u = 0.q1q2q3 . . . can be calculated recursively by applying in ev-
ery step i the operator Sqi to the previous calculation, beginning with the point (0, 0) as
argument for the last operator of the recursion.

s(u) = Sq1 ◦ Sq2 ◦ Sq3 ◦ · · · ◦ Sqn

Ç
0
0

å
2.4.2. Inverse of the Sierpiński SFC

With the same approach with which the inverse Hilbert SFC is calculated, a inverse of the
Sierpinski SFC can be obtained. Therefore the process of calculating the forward Sierpinski
SFC has to be inverted together with its operators. The inverse operators are defined as:

S−10 :=

Ç
x
y

å
→
Ç
2x
2y

å
S−11 :=

Ç
x
y

å
→
Ç

2y
1− 2x

å
S−12 :=

Ç
x
y

å
→
Ç
2(1− y)
2(x− 1)

å
S−13 :=

Ç
x
y

å
→
Ç
2(x− 1)

2y

å
The inverse operators are consecutively applied to a given point s(u) in the triangle. In

every step the identifier of the respective inverse Operator is appended to the calculated
value u.
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3. The Zoltan Library

Zoltan is a library that offers various methods for partitioning, load balancing, graph color-
ing and ordering (see [6], [4], and [5]). It is developed by the Sandia National Laboratories1

and released under the BSD license. The library is written in the C programming language.
Data is submitted to Zoltan via callback functions, which makes Zoltan open to any data
structure instead of restricting it to a particular one. That means when Zoltan is called a
function has to be provided which Zoltan can call back and which provides the data that
Zoltan needs. Zoltan’s functions can be called from C, C++ and Fortran programs.

3.1. Ordering with Zoltan

Ordering is ”the way in which [something] is ordered or arranged”2. From a more techni-
cal point of view it means to apply a meaningful index to a set of data and sort or process
the data according to their index. There are a variety of applications where ordering is
needed, like ordering data according to their size or processes according to their expected
running time. Or like for the purpose of this work it is needed to order the elements of an
unstructured grid such that locality of the elements is maintained when they are processed.

Zoltan offers a variety of ordering algorithms. Of those the ”local ordering using
Hilbert space filling curves” is currently the only one that is based on space-filling curves,
the others are based on nested dissection (see [7]). All ordering algorithms can be ac-
cessed through the function Zoltan Order and the parameter ORDER METHOD of the
function Zoltan Set Param, which specifies the ordering method that should be used.
Zoltan Order is given an array global ids of globally unique object identifiers of the
objects that should be processed. It returns the order of elements in the array rank, such
that the object global ids[i] has the rank/order rank[i]. The rank of an object is a
value in {0, . . . , N − 1}, where N is the number of elements that are ordered. Table 3.1
shows an example of how the array rank would look like if a simple ordering is applied
that orders four objects in ascending order according to the value of their global object
identifier.

i 0 1 2 3
global ids[] 2 4 1 3

rank[] 1 3 0 2

Table 3.1.: Examplary ordering returned in rank[] with an ascending order according to
the IDs of the given objects, the global ids[].

1Sandia Corporation, U.S. Department of Energy’s National Nuclear Security
2From the Oxford Dictionary [10].
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3.1.1. Ordering unstructured grids with the Hilbert SFC

If the elements of an unstructured grid should be ordered using the Hilbert SFC, it actually
means that the inverse of the Hilbert SFC has to be calculated. Elements of a grid are de-
fined by a point in space. From this point the corresponding point in the one-dimensional
unit interval is calculated, which shall be called Hilbert key3 from now on. The Hilbert keys
then make up the ranks of the objects, as the ordering in one dimension can be calculated
by a simple sort algorithm, e.g. via quick sort.

Zoltan offers the ordering with the Hilbert SFC for one-, two- or three-dimensional
spaces. A point in space has to be given by its coordinates along the axes of the space,
within an array. Hence a point in the three-dimensional space is represented by an array
of length 3, where each element of the array represents the point along one of its axis. For
points in the one-dimensional space it is not necessary to calculate the inverse Hilbert SFC,
since the space is only a scaled version of the unit interval. In this case Zoltan returns the
ranks directly according to these points.

Elements in the space are sometimes represented not only as a single point in the
space, but as geometric objects like triangles in two-dimensional or tetrahedrons in three-
dimensional unstructured grids. To be processed with Zoltan such objects must be reduced
to a single point representation, which leads to a loss of information. As an example the
midpoint of a triangle/tetrahedron could be used to represent the element as a single point
in space.

3.1.2. The ordering algorithm for the Hilbert SFC order - hsfcOrder.c

The source file order/hsfcOrder.c contains the implementation of the ordering al-
gorithm for the local ordering using the Hilbert SFC. This file contains the function
Zoltan LocalHSFC Order which operates on a set of given objects with their global
IDs and stores the result in the array rank, as was previously described.

A bounding box is defined for the further operations, because the computation of the
inverse Hilbert SFC is defined on the unit interval/square/cube, but the given points
may be out of this range. Depending on the dimension of the space the points are in,
the bounding box is defined as [0, 1], [0, 1]2 or [0, 1]3. The points are then scaled down
to fit into the bounding box. Therefore for every dimension of the given space the
smallest (minValInDim) and the largest (maxValInDim) values, as well as the distance
(widthDim) between both values are figured out. For every given point the values of
the dimensions are subtracted by the smallest value and afterwards divided by the dis-
tance between smallest and largest value of the respective dimension. In every dimension
the smallest value thus is scaled to 0, the largest value is scaled to 1 and all other values
lie in between. With this scaling the dimensions are stretched, especially if some dimen-
sions have a smaller width than others. This has the advantage that the space in the unit
square/cube is used much better and points are less close to each other, such that fewer
levels of computation are needed to find a unique mapping of the points into the unit
interval. On the other hand it might have some negative effects on the locality property
of the objects since they might be moved to another segment of the Hilbert SFC during

3This is the term the developers of Zoltan use in the source code.
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(a) Given points in an arbitrary 2D space (b) Scaled to the unit square.

Figure 3.1.: Scaling an arbitrary space to the unit square.

the scaling process. Figure 3.1 shows exemplary how the scaling looks like for points in a
two-dimensional space.

After the points have the right scaling the actual inverse Hilbert SFC cal-
culation is performed, depending on the number of dimensions. For every
given point the respective function is called, which will return the Hilbert key
– those are either Zoltan HSFC InvHilberd1d, Zoltan HSFC InvHilberd2d, or
Zoltan HSFC InvHilberd3d. In a last step, the calculated Hilbert keys are sorted and
the rank of the objects is determined by the index of the sorted Hilbert keys.

3.2. The Hilbert Space-Filling Curve in Zoltan

Hilbert space-filling curves are used in Zoltan for two different applications. One is or-
dering, and the other one is load balancing. Thus, there is a general implementation of
the Hilbert SFC algorithm to compute Hilbert SFCs and their inverse. The developers of
Zoltan mainly implemented their algorithm according to a paper of J. K. Lawder [11]. He
essentially described how an algorithm using state tables, based on state diagrams as they
were described by Bially [3], for the calculation of a Hilbert SFC could look like.4

The implementation is contained in the folder hsfc of the Zoltan source code, which
contains the following important files for the actual mapping algorithm:

• hsfc hilbert const.h

• hsfc hilbert.c

3.2.1. State Tables for the HSFC - hsfc hilbert const.h

The state tables that are used for the computation of the Hilbert space-filling curve are
”hard-coded” in the header file hsfc/hsfc_hilbert_const.h. This header file con-
tains four tables for the two-dimensional Hilbert SFC and another four tables for the three-
dimensional Hilbert SFC. All tables are implemented as arrays of integers, putting all rows

4See also Chapter 2.2.3 for more information on state tables.
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of the actual state table sequentially into the array. The following arrays contain the data
for the three-dimensional curve:

• idata3d[]

• istate3d[]

• data3d[]

• state3d[]

For the two-dimensional Hilbert SFC they are named respectively. The idataXd[] and
istateXd[] arrays contain the tables for the computation of the inverse Hilbert SFC. The
dataXd[] and stateXd[] arrays are for the forward Hilbert SFC.

Table istateXd contains the information which is the next state the sub-curve goes to
in the next processing step and table idataXd contains the data that is used to construct
the Hilbert key. Table A.2 shows the content of Zoltan’s istate3d and idata3d tables
reduced to one table for better and simpler representation. Generally the tables are used for
the computation of the Hilbert key like described in Chapter 2.2.3. Every state represents
the base curve with a different orientation or rotation. In the case of the three-dimensional
unit cube the cube is divided into eight sub-cubes. The developers of Zoltan implemented
a table with 24 states the curve can be in, going from the base curve represented by state 0
to state 23. That means that for the three-dimensional case the developers use the double
amount of states than proposed by Bially or Lawder, hence they implemented a different
Hilbert SFC.

The values in the dataXd tables are represented as decimal number of quarternary or
octal representation and not as binary values for each dimension. With this representation
the single numbers of the binary representation of the quarternary or octal numbers can
each be interpreted as a binary number for one of the two or three dimensions of the unit
square/cube.

Changing the State Tables

Due to the usage of state tables it is quite easy to implement other SFCs that are sim-
ilar to Hilbert’s curve. That means SFCs that are based on the same idea of dividing
the quadratic (cubic) space into two (four) equal sized parts along the axes of the space,
but having other orientations and directions. Only the values of the state tables have to
be changed to the respective values of the designated SFC to achieve this. In case the
amount of states has changed additionally the arrays *d[] and *s[] of the functions
Zoltan_HSFC_InvHilberdXd have to be changed, which divide the idataXd[] and
istateXd[] arrays into the rows of the actual table.

Unfortunately there is no interface to configure Zoltan with other state tables, e.g. via
configuration files or input parameters. Therefore, every time the state tables are changed
Zoltan has to be recompiled.

3.2.2. Computation of the Hilbert SFC - hsfc hilbert.c

In the file hsfc/hsfc_hilbert.c the functions for the computation of the one-, two-
, and three-dimensional forward and inverse Hilbert SFC are contained. For the one-
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dimensional Hilbert SFC and its inverse there is nothing done and the given values are
returned as the Hilbert keys, because each one of them is already a point on the unit inter-
val – assuming the space of the points is scaled down to the unit interval. The functions
for the two-dimensional and three-dimensional (inverse) Hilbert SFC are similar to each
other and only differ in the size of the tables they use and the number of variables they
need to represent one dimension of the given/desired two or three dimensions.

Since the three-dimensional inverse Hilbert SFC is the important one for the purpose of
ordering elements of a three-dimensional grid, it should be examined in more detail.

Three-dimensional inverse Hilbert SFC

Computation of the three-dimensional inverse Hilbert SFC is done with the function
Zoltan HSFC InvHilbert3d(). This function takes as input the three-dimensional co-
ordinates given in the Zoltan data structure ZZ as double values and returns the one-
dimensional index key in [0, 1] as double value. All coordinates given must already be
scaled to [0, 1]×[0, 1]×[0, 1], which should have been done by Zoltan LocalHSFC Order,
otherwise Zoltan will throw an error. The coordinates then are converted into unsigned in-
tegers in the range [0,IMAX], with IMAX being the largest possible unsigned integer on the
used platform, i.e. 32 Bit 5. This representation of the values is important for the further
computation, since now the binary bit representation can be used to efficiently compute
the Hilbert key level by level by means of the state and data tables. Due to the conversion
the coordinate values might lose some of their exactness.

Zoltan computes 19 levels of the inverse Hilbert SFC in an iterative process. That means
the initial unit cube is divided into eight sub-cubes, from which in the next level that one
where the current coordinate is in is again divided into eight sub-cubes until 19 levels are
reached. Thus, the given coordinate lies in one out of 819 =

(
23

)19
= 257 sub-cubes. Like

described in Chapter 2, for this computation on each of the 19 levels the most significant
bit of every coordinate dimension is extracted, hence only 19 of the 32 bit coordinate rep-
resentation are relevant for the computation making the loss of exactness irrelevant. Those
bits then are concatenated to represent the coordinates of the three dimensions as one octal
number and saved temporarily. That is for a coordinate (x0, x1, x2) and the current level
i ∈ {1, . . . , 19} of computation, the i-th most significant bit of the coordinate integers is
extracted.

tempi = x0i ◦ x1i ◦ x3i

tempi identifies one of the eight sub-cubes of the current-level cube. That means it identifies
one of the columns of the state and data tables. Thus, with tempi it can be determined from
the state and data tables which state is the next the curve goes into in the next level of
computation and how the Hilbert key is further set up.

The computation of the Hilbert key starts in state 0, which represents the 0-level curve,
i.e. the basic Hilbert SFC that is not rotated or mirrored. It is then computed as the concate-
nation of the idata3d values for the row of the current state and the column for the sub-
cube tempi. With the same values the next state is determined from the table istate3d.

5Zoltan is written in ANSI C, for which integers are 32 Bit large on 32 Bit and 64 Bit systems
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After the 19 levels are processed the computed integer value is converted into a double
value of the unit interval and returned as the Hilbert key.
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4. Implementation of further Space-Filling
Curves into Zoltan

The purpose of this work is to extend the Zoltan library by additional SFC orders to im-
prove locality of unstructured grids. Therefore those additional SFCs first had to be im-
plemented in Zoltan to test and evaluate their behavior on unstructured grids. While
some space-filling curves that are derivatives of the Hilbert SFC can be implemented by
exchanging the values in the state tables, others need to be implemented completely with
their own algorithms. Of course only the inverse variants of the curves are needed for the
ordering and therefore only these were implemented.

Two additional inverse SFCs were implemented, the inverse Z-Order SFC and the in-
verse Sierpinski SFC.

4.1. Implementation of the inverse Z-Order SFC

The Z-Order SFC is a curve that is very simple in its structure and its construction. It
has been implemented in the files order/zOrder.h and order/zOrder.c, where the
header file order/zOrder.h contains only the function prototypes. The value that the
inverse Z-Order SFC returns shall be called Z-Order key.

The source file order/zOrder.c contains the following functions:

• Zoltan LocalZ Order

• Zoltan ZORDER Inv1d

• Zoltan ZORDER Inv2d

• Zoltan ZORDER Inv3d

4.1.1. Function description

Zoltan LocalZ Order

This function is a copy of the function Zoltan LocalHSFC Order from the file order/
hsfcOrder.c (compare to Chapter 3.1.2). That means the given coordinates are scaled
down to fit into a bounding box, depending on the number of dimensions one of the
functions Zoltan ZORDER Inv1d, Zoltan ZORDER Inv2d or Zoltan ZORDER Inv3d
is called for every point that is given, submitting the coordinates of this point, and finally
the obtained Z-Order keys are sorted and returned as the rank in an array. There are only
minor changes compared to the function Zoltan LocalHSFC Order:

1. The char variable yo, used for error messages, is set to "Zoltan LocalZ Order".
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2. The order method is set to strcpy(order opt->method,"LOCAL ZORDER"), in
case this was not done before.

3. The variable fzorder is allocated with the SFC functions according to the dimension
the given points are in.

Zoltan ZORDER Inv1d

In case this function is called, the given point should already be in the unit interval. To
make sure it really is, it is checked if it is smaller than 0 or larger than 1. If so, an error
will be thrown. Otherwise, no further processing is needed and the coordinate value is
returned as is.

Zoltan ZORDER Inv2d

This function calculates the double Z-Order key for the two-dimensional case. After check-
ing that the coordinates are in the expected bounding box [0, 1]2, the double coordinate
values coord[0] and coord[1] that are submitted by the calling function are converted
into unsigned integer values c[0] and c[1] in the range [0,IMAX], where IMAX is the
largest possible unsigned integer value. This way it is again possible to directly operate
on the bit representation of the coordinates. In a loop of 28 rounds the Z-Order key is
computed as integer value. Thereby in every round i the i-th bits of the coordinates c[0]
and c[1] are extracted, concatenated and attached to the end of the Z-Order key that has
been computed so far. Finally the computed Z-Order key is converted into a double value
in [0, 1] and returned to the calling function.

The loop processes 28 rounds, since there is a maximum of 56 bits of significance in
double values, which is 2 · 28 for 2 bits that are attached to the Z-Order key per round.

Zoltan ZORDER Inv3d

The function for the three-dimensional case works exactly as the function for the two-
dimensional case. There are only two differences:

1. The coordinates consist of three values, i.e. there are three values to convert to inte-
gers and to extract the respective bits from.

2. The loop processes only 19 rounds, since for 56 bits of available significance in double
values for the Z-Order key three extracted bits per round mean the resulting Z-Order
key consists of 3 · 19 = 57 bits.

4.2. Implementation of the inverse Sierpinski SFC

The implementation of the inverse Sierpinski SFC requires the implementation of the op-
erators defined in Chapter 2.4.2. In 2D the division into triangles prevents the use of the
binary representation of the coordinate values and of state tables. Therefore the whole
computation has to be done using floating point operations. This slows down the whole
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process of computation and might have a negative influence on the precision of the cal-
culated result, the Sierpinski key. Although there exists a 3D version of the Sierpinski
SFC, the implementation is beyond this work. Therefore it was omitted. Instead a given
three-dimensional space has to be flattened into a two-dimensional space, such that the
calculation can be performed with the 2D variant of the inverse Sierpinski SFC.

The one- and two-dimensional variants of the ordering algorithms are implemented
in the files order/sierpinskiOrder.h and order/sierpinskiOrder.c, where the
header file contains the function prototypes. Following functions were implemented to
provide the ordering with the inverse Sierpinski SFC:

• Zoltan LocalSierpinski Order

• Zoltan SierpinskiORDER Inv1d

• Zoltan SierpinskiORDER Inv2d

4.2.1. Function description

Zoltan LocalSierpinski Order

Like Zoltan LocalZ Order this function is only a copy of the function
Zoltan LocalHSFC Order. The changes are:

1. The char variable yo is set to "Zoltan LocalSierpinski Order".

2. The order method is set to strcpy(order opt->method,"LOCAL SIERPINSKI"),
in case this was not done before.

3. The variable fzorder is allocated with the SFC functions according to the dimension
the given points are in. Only one or two dimensions are accepted. If the space has
more dimensions an respective error is thrown.

Zoltan SierpinskiORDER Inv1d

In case this function is called, the given point should already be in the unit interval. To
make sure it really is, it is checked if it is smaller than 0 or larger than 1. If so, an error
will be thrown. Otherwise, no further processing is needed and the coordinate value is
returned as is.

Zoltan SierpinskiORDER Inv2d

In Chapter 2.4 the Sierpinski curve was introduced as a SFC that is defined on a rectan-
gular isosceles triangle. To get a mapping from the unit square into the unit interval with
the inverse Sierpinski curve, the unit square is split into two along the diagonal that is
between the points (0, 0) and (1, 1). Points that are in the triangle below the diagonal are
reflected centrally symmetric to the upper triangle. After the mapping in the upper trian-
gle is calculated the obtained Sierpinski key lies in the unit interval of one triangle, which
is actually just one of two equally sized sub-intervals of the unit interval of the mapping
from the unit square. To transform the Sierpinski key such that it is a valid mapping, the
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interval is scaled down by 1
2 and moved along the unit interval to be either the first or the

second sub-interval. That means the obtained Sierpinski key is divided by 2 in case the
given point was in the upper-left triangle, or it is divided by 2 and afterwards 1

2 is added
in case the given point was in the lower-right triangle.

Algorithm 4.1 shows in pseudo code the implementation of the inverse Sierpinski SFC.
After the coordinates x and y are put into the upper triangle in case they are not already in
there, the Sierpinski key is calculated in a loop. Thereby, depending on the sub-triangle the
point lies in the respective triangle identifier is appended to the Sierpinski key 0.k1k2 . . .
and operators are applied to the coordinate values to scale and rotate them to the base
triangle for further processing. This is the same approach as described in Chapter 2.4.2.
Only the operators are different, since the upper-left triangle is a rotated version of the
triangle presented in Chapter 2.4.2.

The actual implementation in Zoltan has 28 rounds in the loop. This is, like for the other
inverse SFC functions, because 56 bit of significance are available and every number of the
quaternary representation can be represented by two bits in binary representation. Besides
that the key is first computed as integer value and transformed into a double value just
after the last round of the loop has finished. The last step, scaling and possibly moving the
Sierpinski key to the sub-interval that corresponds to the upper-left or lower-right triangle
is performed on the transformed double value.
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4.2. Implementation of the inverse Sierpinski SFC

Algorithm 4.1 Zoltan SierpinskiORDER Inv2d

Input: coordinates x and y; The maximum level of computation maxlevel
Output: Sierpinski key key0.k0k1k2...kmaxlevel of the unit interval in quaternary represen-

tation
key ← 0.
if x > y then . The point is in the lower-right triangle and has to be reflected.

beneathDiagonale← ”true”
x← 1− x
y ← 1− y

end if
for all i ∈ [maxlevel] do

if x ≤ 1− y then
if y ≤ 0.5 then

key ← 0.k1 . . . ki−1 ◦ 0 . Append key with 0.
x← 2 · x
y ← 2 · y

else
key ← 0.k1 . . . ki−1 ◦ 1 . Append key with 1.
x←

Ä
y − 1

2

ä
· 2

y ← 1− (2 · x)
end if

else
if x ≤ 0.5 then

key ← 0.k1 . . . ki−1 ◦ 2 . Append key with 2.
x← (1− y) · 2
y ← 2 · x

else
key ← 0.k1 . . . ki−1 ◦ 3 . Append key with 3.
x←

Ä
x− 1

2

ä
· 2

y ←
Ä
y − 1

2

ä
· 2

end if
end if

end for
key ← key · 12 . Right shift the key to key = 0.k0k1 . . . kmaxlevel

if beneathDiagonale = ”true” then
key ← key + 1

2
end if
return key
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5. Evaluation

A major focus of this work is to see if the different ordering functions can bring any im-
provement to the running time of SeisSol during its calculations on an unstructured grid.
The evaluation should therefore be in a more practical manner. Theoretical work on the
locality properties of Hilbert SFCs in 3D was done by Haverkort [8].

For the evaluation with SeisSol the ability of SeisSol to measure the CPU time can be
used. Furthermore SeisSol includes an example grid consisting of 45, 429 coordinates,
forming a unstructured grid of 249, 338 elements.

5.1. The different orderings applied to the example grid

Figure 5.1 shows a graphical representation of the used example grid with no ordering ap-
plied to it. This unstructured grid forms a cube which has a higher density of tetrahedrons
in one corner. The elements of the grid are colored according to their index values.

The following orderings were applied to the unstructured grid:

1. The ordering based on the inverse Z-Order SFC.

2. The ordering based on the variant of the inverse Hilbert SFC that is originally imple-
mented in Zoltan.

3. The ordering based on the variant of the inverse Hilbert SFC that is described in [11]
using the state table that is listed in Table A.3 in Apendix A.

4. The ordering based on the 2D inverse Sierpinski SFC – therefore the three-dimensional
space was reduced to two dimensions by omitting the dimension with the smallest
distance between the minimum and maximum coordinate of this dimension.

For the applied orderings the index values of the elements change, as can be seen in Figure
5.1. The coloring visualizes how the space-filling curves traverse the unstructured grid.
In case the 2D inverse Sierpinski SFC is applied to the example grid the ordering is com-
pletely different and chaotic compared to all other orderings.

5.2. Computation time of SeisSol

All computations were performed on a node of the MAC Cluster1 of the Munich Centre of
Advanced Computing2. A node consists of a dual socket board with Intel SandyBridge-
EP Xeon E5-2670 processors with enabled Hyper-Threading, and 128 GB RAM. Since the

1http://www.mac.tum.de/wiki/index.php/MAC_Cluster
2http://www.mac.tum.de/wiki/index.php/Home
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5. Evaluation

Figure 5.1.: The example grid with no ordering applied.

computation was performed on only one node, partitioning of the grid was disabled in
SeisSol. The measurements were done with 16 OpenMP-threads.

For the computation one can choose between several options for the used order of accu-
racy of the simulation, ranging from one to six. Using a lower order results in higher costs
for the communication between elements, while using a higher order results in lower costs
for communication, compared to the cost of computation. The measurements were done
once with order one and once with order six.

5.2.1. Computing the Example with Order six

In a first step the running times of SeisSol were measured for 200 iterations, i.e. for 200
time steps that are calculated for the simulation.3 For this configuration the computation
of the unstructured grid with SeisSol delivered the following CPU times, shown in Table
5.1

The measured times give no hint that applying an ordering to an unstructured grid
performs better than using no ordering on the grid. Especially the running time for the
ordering with Hilbert SFC according to Lawder [11] seems suspicious, since one would
expect that the running time is at most that of using the original unstructured grid with
no ordering. Furthermore these times seem to be too close to each other to make a valid
statement about which ordering is better. The CPU time could have been influenced by
interrupts and other system processes running at the same time. Therefore, an additional

3The simulation of a flow of information over time (e.g. seismic activity) is performed as calculation over
a set of discrete points in time. In the used example one time-step has a width of 5.035439140142964 · 10−4

sec, such that with 200 iterations approximately 0.1 sec of seismic activity are simulated.
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5.2. Computation time of SeisSol

(a) Ordering based on Z-Order SFC

(b) Ordering based on Hilbert SFC according to Zoltan

Figure 5.2.: Figure continues on the next page.
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5. Evaluation

(c) Ordering based on Hilbert SFC according to Lawder

(d) Ordering based on 2D Sierpinski SFC

Figure 5.1.: Example unstructured grid from SeisSol with applied ordering. The color scale
depicts the index value of the elements, reaching from dark blue for low index
values to dark red for high index values.
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5.2. Computation time of SeisSol

ordering method CPU-Time (in sec)
no ordering 208.623500000016

Z-Order SFC 205.936900000001

Hilbert SFC (Zoltan version) 204.748300000007

Hilbert SFC (Lawder version) 213.360699999997

2D Sierpinski SFC 210.367000000000

Table 5.1.: The CPU times of SeisSol for computing the unstructured grid with order six in
200 iterations, with different orderings applied.

ordering method CPU-Time (in sec)
no ordering 832.938500000004

Z-Order SFC 835.790200000003

Hilbert SFC (Zoltan version) 843.418200000000

Hilbert SFC (Lawder version) 828.095999999998

2D Sierpinski SFC 841.000700000004

Table 5.2.: The CPU times of SeisSol for computing the unstructured grid with order six in
800 iterations, with different orderings applied.

measurement of the CPU time with 800 iterations (time steps) was done, with results dis-
played in Table 5.2.

The second measurement (800 iterations) does not make a difference to the first one (200
iterations). As expected the CPU times are higher compared to the first measurement.
But, the difference between the different ordering methods is again very small, with only
about 15.3 seconds. Furthermore the ordering with the Hilbert SFC that comes with Zoltan,
which had the shortest running time in the first measurement, now has the longest running
time. In fact, there are no hints that in SeisSol any of the applied orderings outperforms
the computation on unstructured grids without ordering.

5.2.2. Computing the Example with Order one

Computing the unstructured grid with order one results in the measurements that are
shown in Table 5.3. This time the measurements were done only for 800 iterations, since
more iterations in general result in more CPU time.

ordering method CPU-Time (in sec)
no ordering 112.763500000001

Z-Order SFC 110.846499999985

Hilbert SFC (Zoltan version) 110.207699999999

Hilbert SFC (Lawder version) 110.841799999995

2D Sierpinski SFC 119.292199999996

Table 5.3.: The CPU times of SeisSol for computing the unstructured grid with order one
in 800 iterations, with different orderings applied.
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5. Evaluation

Again the results do not show any major improvement in the calculation, when an or-
dering is applied to the unstructured grid. The difference in the CPU times between no
ordering and the orderings with the Z-Order and Hilbert SFCs is too small to make a reli-
able statement if applied ordering is faster. The ordering based on the 2D Sierpinski SFC
has the worst CPU time. Since the 2D Sierpinski order created a very chaotic ordering
(compare to Figure 5.2d) that is even worse than the ordering of the original grid, this
could be a hint that bad ordering indeed slows down the computation time. For a proof
further investigation is necessary.
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6. Conclusion

The evaluation of the implemented SFCs has shown that an ordering based on SFCs has
no benefit for the calculations in SeisSol – at least for the example unstructured grid that
was used in the context of this thesis. It can be assumed that SeisSol is compute bound,
independent of the used order of accuracy of the simulation. Nevertheless, there may be
other applications that gain more benefit when applying an ordering based on SFCs to a
set of elements.

If different SFCs are needed for an ordering, extending Zoltan with other Hilbert space-
filling curves is a fast and straight forward task. Only the state tables have to be exchanged.
Implementing non-Hilbert SFCs needs a much higher effort: New functions have to be
implemented and made available to the calling functions. This implies to alter other func-
tions in Zoltan, too. For the future it will be interesting to see what changes Zoltan21, the
successor of Zoltan that is currently developed by the Sandia National Laboratories, will
bring to the implementation of space-filling curves and the possibilities of their extension
or exchange with other SFCs.

1http://trilinos.sandia.gov/packages/zoltan2/index.html
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A. State Tables for Hilbert SFCs

state xi = 0,yi = 0 xi = 0,yi = 1 xi = 1,yi = 0 xi = 1,yi = 1

0 1 0 2 0
qi = 0 qi = 1 qi = 3 qi = 2

1 0 3 1 1
qi = 0 qi = 3 qi = 1 qi = 2

2 2 2 0 3
qi = 2 qi = 1 qi = 3 qi = 0

3 3 1 3 2
qi = 2 qi = 3 qi = 1 qi = 0

Table A.1.: The state table for the 2-dimensional inverse Hilbert SFC, mapping from the
unit-square to the unit-interval. The row names depict the state the curve is
currently in, the column names depict the values xi, yi of the i-th level of com-
putation. A cell holds the information which is the next state to be examined
and how the value in the unit-interval has to be extended.
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state 0 1 2 3 4 5 6 7

0
1 6 3 4 2 5 0 0
0 7 3 4 1 6 2 5

1
0 7 8 1 9 4 5 1
0 1 3 2 7 6 4 5

2
15 22 23 20 0 2 19 2
0 3 7 4 1 2 6 5

3
3 23 3 15 6 20 16 22
2 3 5 4 1 0 6 7

4
11 4 12 4 20 1 22 13
4 5 3 2 7 6 0 1

5
22 12 20 11 5 0 5 19
4 7 3 0 5 6 2 1

6
17 0 6 21 3 9 6 2
6 7 5 4 1 0 2 3

7
10 1 14 13 11 7 12 7
0 1 7 6 3 2 4 5

8
8 9 8 18 14 12 10 11
2 1 5 6 3 0 4 7

9
21 8 9 9 1 6 17 7
6 1 5 2 7 0 4 3

10
7 17 15 12 16 13 10 10
0 7 1 6 3 4 2 5

11
11 14 9 5 11 22 0 8
2 1 3 0 5 6 4 7

12
18 5 12 10 19 8 12 20
4 7 5 6 3 0 2 1

13
8 13 19 7 5 13 18 4
4 5 7 6 3 2 0 1

14
23 11 7 17 14 14 6 1
6 1 7 0 5 2 4 3

15
2 18 10 15 21 19 20 15
0 3 1 2 7 4 6 5

16
16 21 17 19 16 2 3 18
2 3 1 0 5 4 6 7

17
6 10 16 14 17 23 17 15
6 7 1 0 5 4 2 3

18
18 18 21 8 17 7 13 16
2 5 1 6 3 4 0 7

19
3 4 13 16 19 19 2 5
4 3 7 0 5 2 6 1

20
16 13 20 20 4 3 15 12
4 3 5 2 7 0 6 1

Table continues on the next page
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A. State Tables for Hilbert SFCs

state 0 1 2 3 4 5 6 7

21
9 21 18 21 15 14 23 10
6 5 1 2 7 4 0 3

22
22 22 6 1 23 11 4 3
2 5 3 4 1 6 0 7

23
14 23 2 9 22 23 21 0
6 5 7 4 1 2 0 3

Table A.2.: Aggregated table of the istate3d and idata3d arrays from the Zoltan source
code. Every row represents a state, every column represents one of the eight
sub-cubes that the cube of the current state can be divided into. The upper line
of each row contains the states the sub-cubes will be in, the lower line contains
the data values which form a part of the index-key that is calculated.
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state 0 1 2 3 4 5 6 7
0 1 2 3 2 4 5 3 5

0 1 3 2 7 6 4 5
1 2 6 0 7 8 8 0 7

0 7 1 6 3 4 2 5
2 0 9 10 9 1 1 11 11

0 3 7 4 1 2 6 5
3 6 0 6 11 9 0 9 8

2 3 1 0 5 4 6 7
4 11 11 0 7 5 9 0 7

4 3 5 2 7 0 6 1
5 4 4 8 8 0 6 10 6

6 5 1 2 7 4 0 3
6 5 7 5 3 1 1 11 11

4 7 3 0 5 6 2 1
7 6 1 6 10 9 4 9 10

6 7 5 4 1 0 2 3
8 10 3 1 1 10 3 5 9

2 5 3 4 1 6 0 7
9 4 4 8 8 2 7 2 3

2 1 5 6 3 0 4 7
10 7 2 11 2 7 5 8 5

4 5 7 6 3 2 0 1
11 10 3 2 6 10 3 4 4

6 1 7 0 5 2 4 3

Table A.3.: Aggregated table of the istate3d and idata3d arrays for the implementa-
tion of the inverse Hilbert SFC as it is described in Lawder [11]. Every row
represents a state, every column represents one of the eight sub-cubes that the
cube of the current state can be divided into. The upper line of each row con-
tains the states the sub-cubes will be in, the lower line contains the data values
which form a part of the index-key that is calculated.
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