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Abstract

Additive models are well-established tools in statistics. While they have been around
for several decades, little attention was devoted to their computational feasibility for
large datasets. In 2014, Khakhutskyy and Hegland introduced a novel algorithm based
on BiCGSTAB, an iterative solver for linear systems of equations. They show that
their algorithm is well-suited for a parallel implementation in order to run on a com-
pute cluster. In this work, we investigate the possibility of preconditioning their algo-
rithm and improve the performance of several linear scatterplot smoothers, which are
building blocks of additive models. These include least squares regression, smoothing
splines, and Nadaraya Watson kernel smoothers.

Moreover, we incorporate the extension of additive models to generalised additive
models. They can be implemented on top of additive models and allow an even wider
range of applications.

We also introduce a flexible communication interface in order to allow the parallel
fitting of additive models on a variety of compute clusters. In addition, we show a
communicator that uses only TCP/IP sockets and may be easily extended in future
research, for instance to build fault tolerant systems.

Our experiments indicate that additive models in combination with smoothing splines
show decent performance and good predictive power. For example, we compare them
to research concerning the prediction of the unified Parkinson’s disease scale and show
that they improve the quality of the predictions. Furthermore, preconditioning may
improve the performance of the algorithm if one uses expensive methods like kernel
smoothers.
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1. Introduction

Modelling is essential in every branch of science. A model predicts the response of
nature to a set of input variables. The goal is to either predict nature’s reaction to
future inputs or to gain insight into the internal proceedings of nature.

The approach of a statistician to model building is to infer knowledge from a fi-
nite dataset pxp1q, yp1qq, . . . , pxpnq, ypnqq, where xpiq are predictors and ypiq is nature’s re-
sponse. The fundamental assumption is that the data was drawn independently from
a possibly infinite population that has an underlying probability distribution πpy|xq
[CB01, Chapter 5]. To be precise, we identify the data vectors with random variables
pXp1q, Yp1qq, . . . , pXpnq, Ypnqq that are independent and identically distributed with the
probability distribution πpy|xq.

The data might come from a variety of sources. For example Ypiq could be the
median value of a house in the city of Boston and Xpiq might correspond to crime rate,
tax, or the amount of air pollution [HR78]. As another example, Ypiq could mark the
death from ischaemic heart disease of a person living in South Africa and Xpiq the risk
factors such as age, obesity, or family history [Ros+83].

Nowadays, with more computing power available, datasets grow in size and di-
mension. Especially the latter is a problem, as a lot of statistical methods fall victim to
the curse of dimensionality (a term coined by Bellman in 1961 [Bel61]). This manifests
itself in exponentially growing computation time with dimension. Furthermore, the
amount of samples required to achieve an accuracy ε also increases exponentially with
dimension [FS81; HM00; Gyö+02; HTF09].

A remedy to the curse of dimensionality is to exploit the structure of an underlying
problem or, at least, approximate it with an appropriate structure. In this work, we
consider additive models introduced by [FS81]. An additive model is any model of
the form

Y “
pÿ

i“1

fipXiq ` error, (1.1)

where p is the number of predictors. To fit additive models Buja, Hastie, and Tibshirani
[BHT89] propose an iterative algorithm which they call backfitting. Using their scheme,
one estimates each fi with a linear scatterplot smoother or smoother in brief. (The latter are
statistical methods that estimate the conditional expectation E rY | Xs.) Several authors
propose other fitting algorithms for additive models including marginal integration
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1. Introduction

[LN95], smooth backfitting [MP06], or an algorithm based on the alternating direction
method of multipliers [CKB13].1

Backfitting is also an integral part of generalised additive models (GAMs) [HT86; HT90].
Here, the response Y is coupled indirectly to the predictors by its mean µ “ E rY | Xs
and a bijective link function g, i.e.

gpµq “
pÿ

i“1

fipXiq. (1.2)

While GAMs are more expensive to fit than additive models, they widen the range of
applications. For example, GAMs enable logistic regression or the Cox model [Cox72;
HT86].

In this thesis we are interested primarily in the computational feasibility and the
scaling properties of additive models on a parallel high performance cluster. We build
upon the work of Khakhutskyy and Hegland [KH14]. They solve the same linear sys-
tem of equations as backfitting but solve it with BiCGSTAB [Vor92]. They show that
their algorithm converges faster than backfitting in a variety of scenarios and show
an efficient parallel implementation. BiCGSTAB is a Krylov method and it is well
known that one might accelerate it with a preconditioner. We discuss several pre-
conditioning methods and investigate their potential value for fitting additive models.
Furthermore, we evaluate the strong scaling properties of the algorithm and compare
additive models to generalised additive models. The method of [KH14] also relies
on linear scatterplot smoothers, we address the efficient implementation of several
smoothers and discuss their computational cost.

Another topic of this thesis is the implementation of a flexible communicator. The
implementation of [KH14] uses MPI [For12] to pass messages between computing
nodes. While MPI is well suited in this context, it requires a reliable MPI compute
cluster. Recently, projects such as Apache Hadoop [Fou] allow distributed processing
of large datasets on a large amount of cheap compute nodes. Here, parallel process-
ing is based on the MapReduce programming model [DG04]. Several authors criticise
MapReduce to exhibit poor performance in the context of machine learning [Ye+09;
Low+10; Dea+12]. Ye et al. [Ye+09] write that it is possible to run MPI on top of
Hadoop, but one needs to modify an existing MPI implementation, which poses sev-
eral technical challenges. As we need only a small subset of MPI’s functionality, we
specify a communication interface instead so that we are able to adapt to different
types of compute clusters. In addition, we implement an alternative to MPI based on
BSD sockets.

1 The last algorithm fits generalised additive models, which includes additive models as a special case.
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This thesis is structured as follows: In Chapter 2 we review elements of statistical
learning theory and present three linear scatterplot smoothers which may be plugged
into an additive model. In Chapter 3 we derive additive models and discuss the fit-
ting of additive models as well as various preconditioning methods for fitting additive
models. We present the extension to generalised additive models in Chapter 4. In
Chapters 5 and 6 we show several implementation aspects of smoothers and additive
models. We describe our flexible communication interface in Chapter 7. In Chapter 8
we evaluate the results of several experiments with additive models and we conclude
with Chapter 9.

Notation. Y is a random variable and X is a vector of random variables. We refer to
components of X with Xi. A random variable X is a measurable function X : Ω ÞÑ
Rp, where Ω is the set of possible outcomes. If we write f pXq, then f is a function
f : Rp ÞÑ A, for some set A. As the domain of f is Rp, we may also write f pxq for a
vector x P Rp.

Normal uppercase letters other than X and Y refer to matrices. Bold uppercase
letters, like S, refer to block matrices. Calligraphic uppercase letters, like A,B, and C,
denote sets. We write vectors as small bold letters. If we write ai and have defined a
vector a in the vicinity then we refer to the i-th component of a.

3





2. Statistical learning theory and regression
methods

Suppose we have observed values pxp1q, yp1qq, . . . , pxpnq, ypnqq, where xpiq P Rp and ypiq P
R,@i P 1, . . . , n. We want to learn a model from this data which predicts y given
an arbitrary vector of observed values x. This model shall not only hold for the ob-
served values, but for all px, yq-pairs that one might observe in the future. To compare
several models, one considers a finite sample of size n composed of random vari-
ables pXp1q, Yp1qq, . . . , pXpnq, Ypnqq. These are independent and identically distributed,
Rp ˆR-valued, and are also independent and identically distributed as pX, Yq. In the
statistical literature, X are often called the predictors and Y is called the response or the
dependent variable.

Ideally, our model (say, a function g) would satisfy Y “ gpXq. Often, though, the
data is perturbed by noise. If the data comes from a technical process, the noise could
be due to imprecise measurements. It might also be, that the available data does not
fully explain the process or that Y does not depend on X at all. Usually, an exact
model cannot be deduced from the data.

Still, we can try to find an inexact model that is a good approximation in most cases.
To be able to choose a model, one needs a criterion to measure the quality of a model.
In statistical learning theory, one defines the risk functional [Vap99; HTF09]

Rpgq “ E rL pY, gpXqqs , (2.1)

where L is a loss function. Taking the expectation ensures that our model performs
well on average while the loss function "punishes" mistakes. Probably the most com-
mon loss function is the squared loss function

LSE pY, gpXqq “ pY´ gpXqq2. (2.2)

The choice of this loss function often leads to well-posed optimisation problems, as a
quadratic function is convex and has a unique minimum. Furthermore, when looking
for the best model in the L2 space of all measurable square-integrable functions, the
risk functional is minimised by the regression function [Gyö+02, Chapter 1.2]

mpxq “ arg min
gPL2

E
“pY´ gpXqq2‰ “ E rY | xs , (2.3)

5



2. Statistical learning theory and regression methods

where the conditional expectation E rY | xs is a function of x. In real-world examples,
(2.3) cannot be applied directly as one is unaware of the conditional distribution func-
tion. But, one can either derive algorithms using the left-hand-side of the equation (e.g.
linear regression, smoothing splines) or the right-hand side (e.g. kernel smoothers) as
we will see later in this chapter. Furthermore, it can serve as a benchmark for academic
examples.

The squared loss function is a popular choice if the response is a quantity, like
voltage or blood pressure. The response might also be of qualitative nature. Assume,
we have images xpiq of handwritten letters, e.g. vowels. We could interpret each pixel
of an image as a random variable and interpret the i-th image as random vector Xpiq.
We could then assign a random variable to the responses with Ypiqpaq “ 1, Ypiqpeq “
2, Ypiqpiq “ 3, Ypiqpoq “ 4, Ypiqpuq “ 5. Then we would be able to train a model using the
squared loss function. This raises two issues: First, to which letter does a prediction of
1.5 correspond? Second, if an image xa shows an a, we would consider a model g1 with
g1pxaq “ 5 more wrong than a model g2 with g2pxaq “ 4. Hence, we get different results
for different number assignments, although the assignment is arbitrary. Another loss
function that is free from these issues is the misclassification loss:

LMC pY, gpXqq “
"

0 if Y “ gpXq
1 if Y ‰ gpXq . (2.4)

The task of predicting quantities is commonly known as regression whereas qual-
itative prediction is known as classification. In some cases it is possible to solve a
classification problem with a regression problem: Assume the response Y is either 0
or 1. For example, 1 could mean "an e-mail is considered spam" or "the patient sur-
vived" and 0 the respective converse. As this is a classification problem, we could
choose a model that minimises the risk function with the misclassification loss from
(2.4). One can show, that the optimal model is [Gyö+02]

g˚pxq “ arg min
gPL2

E rLMC pY, gpXqqs “
"

1 if E rY | xs ě 1{2
0 if E rY | xs ă 1{2 . (2.5)

Hence, we can solve a classification problem by solving a regression problem.
In this work, we focus on the squared loss. However, it is important to notice

that this loss functions is not necessarily the best choice. (For example, Rousseeuw
[Rou84] claims, that other loss functions, such as the absolute loss, lead to more robust
estimators.)

Hereafter, we present several methods for regression. To compare these methods
and to give a visual impression, we use an example from Györfi et al. [Gyö+02], which
can be seen in Figure 2.1. The data consists of 300 points which were generated by the

6



2.1. Linear smoothers

´1 ´0.5 0.5 1

0.5

1

1.5

Figure 2.1.: Regression example from Györfi et al. [Gyö+02]. The scattered points show
the simulated data and the red line shows the true conditional expectation
mpXq.

model Y “ mpXq ` p0.2´ 0.1 cosp2πXqqν, where

mpxq “

$
’’&
’’%

px` 2q2{2 if ´1 ď x ă ´0.5,
x{2` 0.875 if ´0.5 ď x ă 0,
´5px´ 0.2q2 ` 1.075 if 0 ď x ă 0.5,
x` 0.125 if 0.5 ď x ă 1,

(2.6)

and ν is standard normal distributed (i.e. ν „ N p0, 1q) and independent of X.

2.1. Linear smoothers

In this section we present several methods for regression. Especially nonparametric
regression methods are often called scatterplot smoothers; we adopt this notion for any
method that estimates mpxq. The subclass of linear smoothers is of special interest to us,
because they are the foundation for additive models.

Definition 2.1. Let D “ tpxp1q, yp1qq, . . . , pxpnq, ypnqqu be a dataset and mpx;Dq be a
method that approximates mpxq. Let y “ pyp1q, . . . , ypnqqT, and let f be the vector
of predictions at the training points, i.e. f “ pmpxp1q;Dq, . . . , mpxpnq;DqqT. We call the
method a linear smoother if we can find a matrix S with

f “ Sy. (2.7)

That is, a linear smoother is linear in the responses and not linear in the predictors.

7



2. Statistical learning theory and regression methods

Furthermore, we define:

Definition 2.2. A linear smoother has trpSq degrees of freedom.

The definition of degrees of freedom is an analogy to parametric regression. While it
does not have the same meaning in nonparametric regression, it is useful to compare
the amount of “fitting” of a smoother. See e.g. [BHT89] for further discussion and
other definitions of degrees of freedom.

2.1.1. Least squares regression

In least squares regression one estimates mpxq with a data model of the form [Wei05]

mLSRpxq “
dÿ

i“1

βiφipxq. (2.8)

The φi may either select individual variables, transform them or model interactions
between variables. For example we may choose the 4 functions

φ1pxq “ x1, φ2pxq “ logpx2 ` 1q, φ3pxq “ x1x2, φ4pxq “ 1. (2.9)

Another example is φi “ xi, i “ 1, . . . , p, and φp`1 “ 1, which is equal to standard
linear regression.

The data model has d degrees of freedom, i.e. we may choose β1, . . . , βd. One
criterion to choose these parameters is the residual sum of squares defined as

RSSpmLSR, Xp1q, . . . , Xpnqq “ 1
n

nÿ

i“1

¨
˝Ypiq ´

dÿ

j“1

β jφjpXpiqq
˛
‚

2

. (2.10)

One can see the RSS criterion as an estimator for the risk E
“pY´ gpXqq2‰. Thus, one

chooses the betas that minimise RSS, i.e.

β̂ “ arg min
β1,...,βd

RSSpmn, x1, . . . , xnq. (2.11)

To solve the resulting optimisation problem, we first rewrite the RSS criterion. Let y “
pyp1q, . . . , ypnqqT, β “ pβ1, . . . , βdqT, and A “ pφ1, . . . , φdqwith φi “ pφipxp1qq, . . . , φipxpnqqqT.
Then

RSSpmLSR, xp1q, . . . , xpnqq “ 1
n
‖y´ Aβ‖2

2. (2.12)

The vector β̂ that minimises RSS is well known:

β̂ “ pAT Aq´1ATy. (2.13)

8



2.1. Linear smoothers

As we have f “ Aβ, the smoother matrix is

SLSR “ ApAT Aq´1AT. (2.14)

In Figure 2.2 we apply least squares regression to the example from Figure 2.1. We
plot the estimate of the regression function and an estimate of the bias and the variance.
Figure 2.2a shows an example of linear regression, where the data model is an affine
linear function. As the data model does not fit to the true model, the estimate is rather
poor. In Figure 2.2b the data model is a polynomial with degree 9 and Figure 2.2c
shows the oracle model, that is

φ1pxq “ Ir´1,0.5qpxq ¨ px` 2q2, φ2pxq “ Ir´0.5,0qpxq,
φ3pxq “ Ir´0.5,0qpxq ¨ x, φ4pxq “ Ir0,0.5qpxq,
φ5pxq “ Ir0,0.5qpxq ¨ px´ 0.2q2, φ6pxq “ Ir0.5,1qpxq,
φ7pxq “ Ir0.5,1qpxq ¨ x,

(2.15)

where IA is the indicator function of a set A. While the latter seems to be a good
estimate, it is not useful in practise as it is unlikely to have such a precise data model a
priori. The bias measures the error introduced by the “inflexibility” of the data model.
In Figures 2.2a and 2.2b the bias is especially high at the discontinuity, because the
respective data models cannot be discontinuous. The variance measures the sensitivity
of the method to the dataset. I.e. if we apply the method to another random sample
of the same distribution and the variance is high, we are likely to see a very different
estimate. See Section 2.2.1 for the formal definition of bias and variance.

2.1.2. Smoothing splines

Least squares regression requires an appropriate data model (as in (2.8)). Breiman
[Bre01] argues that such models are hard to justify in practise and that they are limited.
Instead, he advocates the use of algorithmic models. These do not rely on a specific
data model, but on more general assumptions.

A frequent assumption is that the model is smooth. For example, data comes from
a thermic process and one doubts that the model could have irregularities or sudden
spikes. For one-dimensional data, one can measure smoothness as the integral over
the second derivative of a model. This thought leads to the penalised sum of squares
criterion [GS93]

PSSpλ, Xp1q, . . . , Xpnqq “ 1
n

nÿ

i“1

´
Ypiq ´ gpXpiqq

¯2 ` λ

ż 8

´8
tg2pxqu2 dx, (2.16)

where λ ą 0. The function that minimises PSS for the available data is a natural cubic
spline with knots at the unique xpiq [GS93, Theorem 2.3 and Theorem 2.4] and is called

9



2. Statistical learning theory and regression methods
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(a) Linear model,
degrees of freedom “ 2.
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(b) Nonic polynomial model,
degrees of freedom “ 10.

0.4

0.6

0.8

1

1.2

1.4
y

´0.2

0.2 yBias rmns

´1 ´0.5 0.5 1

0.5
1

1.5
2 ¨10´2

x

yVar rmns

(c) Oracle model,
degrees of freedom “ 7.

Figure 2.2.: Regression example from [Gyö+02]. The thick black lines show the least
squares estimate for different data models. The nonic polynomial model
seems to be a better choice than the linear model as it has low variance and
a lower bias. The oracle model performs best, but is not useful in practise.

a smoothing spline. Assume that the xpiq are all unique, i.e. i ‰ j : xpiq ‰ xpjq, and that we
have a permutation function πpiq such that xπp1q ă ¨ ¨ ¨ ă xπpnq. A natural cubic spline
has to satisfy 3 conditions: First, the function has to be a cubic polynomial on each
interval pxπp1q, xπp2qq, . . . , pxπpn´1q, xπpnqq. Second, the function and its first and second
derivative have to be continuous. And third, the function is linear in the intervals
p´8, xπp1qq and pxπpnq,8q. A spline function g is uniquely determined by its values
at the knots g “ pgpxπp1qq, . . . , gpxπpnqqqT. The values g can be found with the Reinsch
algorithm Reinsch [Rei67]: One sorts the vector y according to πpiq, for example with
a permutation matrix P, and obtains g with

pI ` λQR´1QTqg “ Py, (2.17)

where the matrices Q and R are tridiagonal. With the additional property QTg “ Rγ,
one may solve (2.17) in two steps:

pR` λQTQqγ “ QTPy (2.18)

and
g “ Py´ λQγ. (2.19)

With banded matrix operations one may solve the above equations in Opnq operations.

10



2.1. Linear smoothers

It may happen that we have multiple observations for a knot, i.e. if Di, j : xpiq “
xpjq. Then the problem of minimising (2.16) is equivalent to minimising the weighted
penalised least squares criterion:

WPSSpλ, Xp1q, . . . , Xpnqq “ 1
n

nÿ

i“1

wi

´
Ypiq ´ gpXpiqq

¯2 ` λ

ż 8

´8
tg2pxqu2 dx. (2.20)

Say we have m ă n knots t1 ă ¨ ¨ ¨ ă tm at the unique values of the xpiq. Let yij with
j P 1, . . . , mi denote the j-th observation at knot ti and let ȳi “ 1

mi

řmi
j“1 yij be the average

of the observations at knot ti. Then we have

arg min
g

1
m

mř
i“1

miř
j“1

`
yij ´ gptiq

˘2 “ arg min
g

1
m

mř
i“1

miř
j“1
p´2yijgptiq ` pgptiqq2q

“ arg min
g

1
m

mř
i“1

mip´2ȳigptiq ` pgptiqq2q

“ arg min
g

1
m

mř
i“1

mipȳi ´ gptiqq2.

(2.21)

With mi “ wi the function minimising WPSS is equivalent to the function minimising
PSS. Further, the function that minimises WPSS is also a natural cubic spline and we
may obtain the vector g “ pgpt1q, . . . , gptmqqT that determines the spline with [GS93]

g “ pW ` λQR´1QTq´1Wȳ, (2.22)

where W “ diag pw1, . . . , wmq.
The generalisation of smoothing splines to higher dimensions is called thin plate

splines, but we do not treat them in this thesis.
Figure 2.3 shows several smoothing splines for different values of λ. A low value of

λ leads to a rough curve and a high value to a smooth curve.

2.1.3. Kernel smoothers

Instead of trying to estimate E
“pY´ gpXqq2‰ and then to minimise the resulting prob-

lem, one might use (2.3) and directly estimate the conditional expectation E rY | xs.
Classic methods assume a certain family of probability distribution functions and es-
timate its parameters.1 In contrast, nonparametric methods impose only little restric-
tions on the probability distribution. Many of the latter can be written in the form
mNPpxq “ řn

i“1 WipxqYpiq [Sto77]. The idea is to average all Ypiq whose corresponding
Xpiq are the vicinity of x, i.e. if x is close to Xpiq the weight Wipxq should be large.

1For example, pY, Xq „ N pµ, Σq Then by estimating the mean vector µ and the covariance matrix Σ we
are able to calculate the conditional expectation.
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2. Statistical learning theory and regression methods
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Figure 2.3.: Regression example from [Gyö+02]. The thick black line in each plot shows
the smoothing spline estimate for different values of λ.

In this section, we want to focus on a class of nonparametric estimators introduced
by Nadaraya [Nad64] and Watson [Wat64]. Given a kernel K, such an estimator is

mNWpxq “

nř
i“1

K
´

x´Xpiq

h

¯
Ypiq

nř
i“1

K
´

x´Xpiq

h

¯ . (2.23)

From the above equation we easily get the definition of the smoother matrix:

pSNWqij “
K
´

Xpiq´Xpjq

h

¯

nř
k“1

K
´

Xpiq´Xpkq

h

¯ . (2.24)

The kernel K has to satisfy several conditions [DW80]:

1. K : Rp Ñ R is nonnegative and bounded by K˚ ă 8,

2. K has compact support,

3. Kpxq ě βIB0,rpxq for β ą 0 and a closed ball B0,r centred at 0 with r ą 0.

Devroye and Wagner [DW80] show that under these conditions the Nadaraya-Watson
estimator from (2.23) is weakly consistent.2

2Let E
“
|Y|2

‰
ă 8, h Ñ 0, and nhp Ñ8. Then E

”ş8
´8
|mNWpxq ´mpxq|2µpdxq

ı
Ñ 0.
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2.1. Linear smoothers

Uniform Ir´1,1spuq
Triangular p1´ |u|q`
Epanechnikov

`
1´ u2

˘
`

Cosine cos
`

π
2 |u|

˘
Ir1,´1spuq

Table 2.1.: Examples for Nadaraya-Watson kernels.

The Uniform kernel Ir´1,1spuq is an example for a kernel in the univariate case. Using
this kernel, the regression estimate mNWpxq is the average of all samples that are not
farther away from x than h. Other kernels weight the samples with their distance, that
is, the samples are considered less important the greater their distance to x. We list a
few popular kernels in Table 2.1 for the univariate case.

We can construct multivariate kernels from univariate kernels [Sco92; HM00]. The
easiest solution is the product kernel

Kpuq “
pź

i“1

K1puiq, (2.25)

with an univariate kernel K1. Another possibility is to use a norm to measure the
distance between samples, i.e.

Kpuq “ K1p‖u‖q. (2.26)

The latter is a genuine multivariate kernel as it regards interactions between the vari-
ates. In Figure 2.4 we compare the multivariate Epanechnikov kernel as a product
kernel and as a norm kernel with different definitions of the norm. In the middle
panel we use the L2 norm and on the right panel we use the norm ‖x‖H “

?
xT HT Hx

with

H “
ˆ

1 0.5
0.5 1

˙´ 1
2

. (2.27)

In Figure 2.5 we show experiments with the Epanechnikov kernel. If we insert
px´ Xpiqq{h into Kpuq “ `

1´ u2
˘
`, we have that K is zero if ‖x´ Xpiq‖ ą h. Hence, we

can think of the parameter h as the width of the neighbourhood around x that should
participate in the estimate. Similar to smoothing splines, a low value of h leads to a
rough curve and a high value to a smooth curve.

2.1.4. Weighted smoothing

Sometimes one might obtain a better estimator by assigning weights wi to the obser-
vations Ypiq. For example if the Ypiq where generated by Ypiq “ f pXpiqq ` νi, where

13



2. Statistical learning theory and regression methods
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Figure 2.4.: Comparison of several 2-dimensional kernels based on the univariate
Epanechnikov kernel. On the left we used a product kernel, in the middle
a kernel with the L2 norm, and on the right a kernel with the norm ‖x‖H.
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(c) h “ 1.0,
degrees of freedom « 2.

Figure 2.5.: Regression example from [Gyö+02]. The thick black line in each plot shows
the Nadaraya-Watson estimate with Epanechnikov kernels for different
values of h.

Var rνis “ σ2
i is known, then one may give the observation weights wi “ 1{σ2

i [HT90;
Wei05]. Furthermore, Hastie and Tibshirani [HT84, Appendix B] show that one re-
quires weighted smoothers when fitting generalised additive models (with their algo-
rithm that we show in Chapter 4). Thus, we briefly show how to incorporate weights
into the smoothers of this section.
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2.2. Model assessment

A weighted least squares estimator minimises the weighted residual sum of squares:

WRSSpmLSR, Xp1q, . . . , Xpnqq “ 1
n

nÿ

i“1

wi

¨
˝Ypiq ´

dÿ

j“1

β jφjpXpiqq
˛
‚

2

. (2.28)

That is, one weights each partial residual with a weight wi. The solution to this prob-
lem is given by [Wei05]

β̂ “ pATWAq´1ATWy, (2.29)

where W “ diag pw1, . . . , wnq. Let Ã “ W1{2A and ỹ “ W1{2y then the above is equal
to

β̂ “ pÃT Ãq´1ÃT ỹ. (2.30)

Hence we may solve weighted least squares in the same way as ordinary least squares.
Similarly, one may incorporate weights into smoothing splines, as we have already

shown in Section 2.1.2.
For kernel smoothers we average the Ypiq with weights K

´
x´Xpiq

h

¯
. Hence, we mul-

tiply the weights and define the weighted Nadaraya Watson estimator as

mWNWpxq “

nř
i“1

wiK
´

x´Xpiq

h

¯
Ypiq

nř
i“1

wiK
´

x´Xpiq

h

¯ . (2.31)

2.2. Model assessment

Assume we fit several models m1, . . . , mk with different parameters or methods. Which
model is the best? In this section we present two methods to assess models.

2.2.1. Bias-Variance-Tradeoff

Let mnpxq be an estimate of mpxq based on n data points. For each x P Rp we are
interested in the expected squared error

E
”
pmnpxq ´mpxqq2

ı
“ Var rmnpxqs ` pE rmnpxqs ´mpxqq2 . (2.32)

The rightmost term is called bias and is formally defined by Bias rmnpxqs “ E rmnpxqs´
mpxq. The bias and the variance do not depend on data; they are averaged over all
possible data vectors of size n.

15



2. Statistical learning theory and regression methods

The bias measures the systematic error of a method, that is, the error that we make
by restricting the estimator mn to a specific class of functions. For example in Fig-
ures 2.2a, 2.3c and 2.5c we have a high bias term, as the estimator has too few degrees
of freedom and cannot adapt to the shape of the regression function m.

The variance measures the sensitivity of mn to the random sample. High degrees of
freedom often lead to a high variance, as seen in Figures 2.3a and 2.5a.

In Figures 2.2, 2.3 and 2.5 we include the estimated bias and the estimated variance
for the respective smoothers. We obtain them through simulation, that is, we randomly
generate b different datasets, i.e. pxp1,iq, yp1,iqq, . . . , pxpn,iq, ypn,iqq, i “ 1, . . . , b. Then we
smooth each dataset and obtain the estimates mi

npxq. We estimate the bias with

yBias rmnpxqs “ 1
b

bÿ

i“1

mi
npxq ´mpxq (2.33)

and the variance with

yVar rmnpxqs “ 1
b´ 1

bÿ

i“1

˜
mi

npxq ´
1
b

bÿ

i“1

mi
npxq

¸2

. (2.34)

2.2.2. Risk estimation

The bias-variance-tradeoff is hardly useful in practice. First, we are unaware of the
regression function m. Second, to estimate the variance one needs to fit several models
on different datasets, which makes the estimation costly.

Another possibility is to estimate the risk Rpmjq using the empirical risk

Rnpmjq “ 1
n

nÿ

i“1

´
Ypiq ´mjpXpiqq

¯2
. (2.35)

A common problem of risk estimation is that if we evaluate Rnpmjq with the same
dataset that we used for fitting the model mj, then the model might generalise poorly
to yet unseen records. For example a model mINpxpiqq “ ypiq has empirical risk zero
independent of the value of mIN at other x ‰ xpiq. As a remedy one splits the dataset
in a test and a training set, where the training set is used to fit the model and the test
set is used to estimate the risk. See [HTF09] or [Gyö+02] for further discussion.

2.3. Curse of dimensionality

While many methods work well in one dimension, the generalisation to arbitrary di-
mensions falls victim to the so-called curse of dimensionality [Bel61]. The meaning of
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2.3. Curse of dimensionality

the latter is that a straightforward extension of a method to high dimensions leads to
an exponential growth in computation time and an exponential decrease in accuracy.
We present the effects of the curse with an example.

Consider a Nadaraya-Watson smoother mNWpxq with the uniform kernel Kpxq “
IB0,1pxq. Such a smoother does simply average all Ypiq whose corresponding Xpiq
are element of a ball with radius h and centre x. We are interested in the quantity
E
”řn

i“1 IBc,hpXpiqq
ı
, that is, the expected amount of samples that we find in a ball with

radius h with centre c. For simplicity, we assume that Xp1q, . . . , Xpnq are uniformly
distributed on the p-dimensional hypercube C :“ Śp

i“1r0, 1s and that Bc,h Ă C. We
have

E

«
nÿ

i“1

IBc,hpXpiqq
ff
“ n

π
1
2 php

Γp 1
2 p` 1q , (2.36)

where we used the volume of a p-dimensional ball [Som29, p. 136]. Say we have one
million training points and set h “ 0.01. Then for p “ 1 we expect to find 20000 points
in the ball. In 5 dimensions, we expect a mere 5 ¨ 10´4 points. To be able to find 20000
points in the ball for 5 dimensions, we would have to set h « 0.33. But then, we have a
larger bias. That is, in higher dimensions we have a larger bias or a larger variance. As
this scales exponentially, it is infeasible to apply such a smoother in high dimensions.

Further manifestations of the curse of dimensionality can be found for example in
[Gyö+02; HTF09].
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3. Additive models

While the methods described in the last chapter perform well with few predictors, they
fail for high-dimensional data as they fall victim to the curse of dimensionality. Fried-
man and Stuetzle [FS81] were the first to suggest using the sum of multiple univari-
ate smoothers to make predictions with nonparametric methods in high-dimensional
problems. Formally, an additive model is given by

gpXq “
pÿ

i“1

fipXiq. (3.1)

Similar to the last chapter, we consider additive models that minimise the risk func-
tional in the sense of squared loss. That is, the best additive model g˚ is

g˚pXq “ arg min
gPHadd

E
”
pY´ gpXqq2

ı
, (3.2)

where Hadd is the space of additive models. Buja, Hastie, and Tibshirani [BHT89]
define it as Hadd “ H1` ¨ ¨ ¨ `Hp, where the Hi are Hilbert spaces of measurable func-
tions fipXiq with E r fipXiqs “ 0, E

“
f 2
i pXiq

‰ ă 8 and inner product 〈 fipXiq, f 1i pXiq〉 “
E
“

fipXiq f 1i pXiq
‰
. Hadd is a subspace of HYX , the space of centred square-integrable

functions of Y, X.
In this setting, we have

g˚pxq “ arg min
gPHadd

‖Y´ gpXq‖2
HYX

. (3.3)

It is a classical result from functional analysis, that Y ´ g˚ K Hadd [AG93, Chapter
I.7], which is equivalent to Y ´ g˚ K Hi,@i P t1, . . . , pu. According to [BHT89], the
conditional expectation E r ¨ | Xis is a projection operator on the space Hi. Thus, the
components f i̊ of g˚ have to satisfy

f i̊ pXiq “ E

»
–Y´

ÿ

i‰j

f j̊ pXjq | Xi

fi
fl . (3.4)

As shown in Chapter 2 a linear smoother estimates the regression function m, which
is nothing but a conditional expectation. Thus, Buja, Hastie, and Tibshirani [BHT89]
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3. Additive models

propose to estimate (3.4) with

f i “ Si

¨
˝y´

ÿ

i‰j

f j

˛
‚, (3.5)

where the vector y contains all observed responses of the training set, that is y “
pyp1q, . . . , ypnqqT, and the f i contain the evaluations of fi at the corresponding predic-
tors, that is f i “ p fipxp1qi q, . . . , fipxpnqi qqT. The matrix Si is a univariate smoother, where
we can use any method described in the last chapter or any other linear smoother that
estimates conditional expectations and we can combine different parametric and non-
parametric smoothing techniques. Furthermore, we avoid the curse of dimensionality
as we estimate only univariate models.

3.1. Fitting additive models with backfitting

In order to find the vectors f i, one rewrites (3.5) in matrix-vector notation as

S f :“

¨
˚̊
˚̋

I S1 S1 . . . S1

S2 I S2 . . . S2
...

...
...

. . .
...

Sp Sp Sp . . . I

˛
‹‹‹‚

¨
˚̊
˚̋

f 1
f 2
...

f p

˛
‹‹‹‚“

¨
˚̊
˚̋

S1y
S2y

...
Spy

˛
‹‹‹‚. (3.6)

Hence, to obtain the f i, one solves the above linear system. The backfitting algorithm
is equal to the Gauß-Seidel method. It is outlined in Algorithm 3.1.

Algorithm 3.1 Backfitting [BHT89]

Require: (Centred) smoother matrices S1, . . . , Sp, vector of responses y
Ensure: The f i solve (3.6)

f i Ð 0 @i P t1, . . . , pu
while not converged do

for i Ð 1 to p do
f i Ð Si

´
y´ř

i‰j f j

¯

end for
end while

While solving (3.6) with the backfitting algorithm is a popular method to estimate
additive models, its theoretical properties for arbitrary smoothers and dimensions are
still unknown. Buja, Hastie, and Tibshirani [BHT89] show that backfitting converges

20



3.1. Fitting additive models with backfitting

for symmetric smoothers with eigenvalues in r0, 1s. However, these conditions are not
satisfied for kernel smoothers or other asymmetric smoothers. Opsomer and Ruppert
[OR97] give sufficient conditions for the convergence of backfitting in the bivariate case
when using local polynomial regression and also discuss asymptotic properties of such
an estimator. Xia [Xia09] derives a weak condition for the convergence of backfitting
when using Nadaraya-Watson kernels. The results of Xia [Xia09] are also limited to
the bivariate case, but he conjectures that backfitting converges in the general case and
for other kernel estimation methods.

One of the conditions for the convergence of backfitting is the non-singularity of
S. The latter is not true, when @i P t1, . . . , pu : Sie “ e, where e is a column vector
of ones. This is an important special case, as the application of most smoothers on
constant data leaves the data unchanged (because a constant line is perfectly smooth).
In fact, one can show that S is singular in this case:

Lemma 3.1. If @i P 1, . . . , p : Sie “ e, then the matrix S of (3.6) is singular and dimpN pSqq ě
p´ 1.

Proof. Let C :“  
αb e P Rnp : α P Rp,

řp
i“1 αi “ 0

(
with α b e “ `

α1eT, . . . , αpeT
˘T.

With Spαb eq “ 0, we have for each block row

@i P t1, . . . , pu : αie`
ÿ

i‰j

αjSje “ αie`
ÿ

i‰j

αje “
pÿ

i“1

αie “ 0.

Thus, C Ă N pSq. Let ai P Rp, i “ 1, . . . , p´ 1 with

paiqj “
$
&
%

1 if j “ i,
´1 if j “ p,

0 else.

Then
´řp´1

i“1 βiai

¯
b e “

´
β1, . . . , βp´1,´řp´1

i“1 βi

¯T b e “: β b e. Hence, the vectors
tai b eui“1,...,p´1 span C and they are linear independent as βb e “ 0 ô β “ 0. We
have dimpCq “ p´ 1.

To remove the singularity, the authors of [HT90] suggest to use centred smoother
matrices ZSi :“ pI ´ eeT{nqSi instead. That is, they propose to solve

Sc f :“

¨
˚̊
˚̋

I ZS1 ZS1 . . . ZS1

ZS2 I ZS2 . . . ZS2
...

...
...

. . .
...

ZSp ZSp ZSp . . . I

˛
‹‹‹‚

¨
˚̊
˚̋

f 1
f 2
...

f p

˛
‹‹‹‚“

¨
˚̊
˚̋

ZS1y
ZS2y

...
ZSpy

˛
‹‹‹‚. (3.7)
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3. Additive models

instead of (3.6). As e is an eigenvector of Si by assumption, Z is a Wielandt defla-
tion [Saa11, Chapter 4.2.1]. Hence, the eigenvalues remain unchanged, except for the
eigenvalue 1 belonging to the eigenvector e, which is deflated to 0.1 Hence, Lemma 3.1
does not apply for Sc.

The use of centred smoother matrices disregards any constant shift in y, as ZSie “ 0.
However, this is not a problem as we can fit an additive model gc on ỹ :“ y´peTy{nqe.
Then we simply have to add eTy{n to any evaluation of gc.

3.2. Fitting additive models with BiCGSTAB

The classical backfitting algorithm is equal to solving (3.7) with the Gauß-Seidel method.
The main advantage is that we only require the result of the matrix vector product
Si f i in order to implement it. For example if Si is the smoother matrix of a smoothing
spline, then we can implement Si f i in Opnq operations instead of Opn2q operations for
a matrix vector product. Furthermore, if we were to use a direct method instead of an
iterative method, such as a LU or QR decomposition, we would require Opn2 p2q bytes
of memory, as Sc is in general not sparse.

Besides the classical iterative methods such as Gauß-Seidel, another class of itera-
tive methods search the solution of systems of linear equations in Krylov subspaces with
increasing dimension [Saa03]. Like the classical iterative methods, they only require
matrix vector products. Presumable the most popular Krylov subspace method is the
Conjugate Gradient method [HS52]. As Conjugate Gradient is restricted to symmetric
matrices, Fletcher [Fle76] proposes the Bi-Conjugate Gradient method for general asym-
metric matrices. Vorst [Vor92] shows a fast variant of Bi-Conjugate Gradient, which
he calls BiCGSTAB. Khakhutskyy and Hegland [KH14] use BiCGSTAB to fit additive
models and show that it converges faster than backfitting in a variety of settings. In
addition, it is well-suited for a parallel implementation. We discuss the parallel imple-
mentation of Khakhutskyy and Hegland [KH14] in Chapter 6.

Apart from BiCGSTAB there exist a lot of other Krylov subspace methods to solve
general asymmetric linear systems (see e.g. [Bar+94; Gre97; Saa03]), but we do not
consider them in this work.

3.3. Preconditioning

One can often accelerate iterative solvers for linear systems with preconditioning: As-
sume we have nonsingular matrices M1 and M2 and consider the linear system Ãx̃ “ b̃

1This removes one degree of freedom as defined in Definition 2.2, as the trace of a matrix is equal to
sum of its eigenvalues. I.e. trpZSiq “ trpSiq ´ 1.
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3.3. Preconditioning

with
Ã “ M´1

1 AM´1
2 , b̃ “ M´1

1 b. (3.8)

We can solve this system for x̃ and set x “ M´1
2 x̃ to obtain a solution to the system

Ax “ b. In fact, we have x̃ “ Ã´1b̃ “ M2A´1b and Ax “ AM´1
2 M2A´1b “ b.

With the right choice of M1 and M2, it may be faster to solve the tilde system rather
than the original system. One usually distinguishes between left preconditioning, with
M2 “ I, and right preconditioning, with M1 “ I.

While there is a lot of literature concerning preconditioning, there seems to be no
unified theory of choosing a successful preconditioner. But, several authors [Vor03;
Che05; Saa11; GV13] agree on two main criteria:

1. M “ M1M2 should approximate A in some way.

2. Solving equations involving M1 and M2 should be cheap.

For example, the choice M1 “ A and M2 “ I (or vice versa) satisfies the first criterion,
whereas it violates the second. The choice M1 “ M2 “ I satisfies the second criterion,
but fails the first. A preconditioner lies somewhere in between these 2 extremes.

For some algorithms one can put the first criterion in concrete terms. The con-
vergence rate of iterative algorithms for solving a linear equation system Ax “ b
usually depends on the condition number2 of the nonsingular matrix A. E.g. for the
conjugate gradient method one can bound the error after the k-th step with [Gre97,
Theorem 3.1.1]

‖x´ xk‖
‖x´ x0‖

ď 2

˜a
κpAq ´ 1a
κpAq ` 1

¸k

. (3.9)

Equation (3.9) does not imply, that a high condition number leads to slow convergence.
However, it implies that conjugate gradient converges fast for a low condition number.
Hence, one may require that the preconditioned linear system has a lower condition
number than the original system, i.e. κpÃq ă κpAq. Unfortunately, such an error bound
seems to be inexistent for BiCGSTAB. Thus, we can justify the preconditioners in this
section only by experiments, which we describe in Chapter 8.

In general, we can distinguish between implicit and explicit preconditioners. Im-
plicit preconditioners try to find M « A, such that M can be solved fast due to its
structure. That is, the equation My “ z can be solved fast. Explicit preconditioners
try to directly find M´1 « A´1. The preconditioning step is then just a matrix-vector
product.

2The condition number of a nonsingular matrix A is defined as κpAq “ ‖A´1‖‖A‖. It follows from
‖I‖ “ 1 and ‖A´1 A‖ ď ‖A´1‖‖A‖ that κpAq ě 1.
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3. Additive models

In the remainder of this section we present several preconditioners and discuss their
utility for the estimation of additive models with BiCGSTAB.

3.3.1. General considerations

While in principle one may calculate and store the smoother matrices Si explicitly, it is
often expensive. For example, the matrix of a smoothing spline is3

pI ` αQR´1QTq´1. (3.10)

R and QR´1QT have bandwidth 3 and 5 respectively. In general, the inverse of a
banded matrix is a full matrix [SN04]. The cost finding the inverse in (3.10) is Opn2q
[GS93], whereas the cost of the Reinsch algorithm (Section 2.1.2) is Opnq. In addition,
we have to store Opn2q bytes in memory. For ordinary least squares we have to calcu-
late the kˆ k inverse pAT Aq´1, where k is the number of basis functions. For low k it
might be feasible to calculate the inverse, but we still need to store a nˆ n matrix. We
conclude that preconditioners should not require the matrices Si in explicit form.

3.3.2. SSOR preconditioner

The SSOR preconditioner is a classic implicit preconditioner. It is defined as [Saa11]

MSSOR “ 1
ωp2´ωqpD´ωEqD´1pD´ωFq. (3.11)

The matrices D, E, and F are defined by the decomposition A “ D´ E´ F, where D
is diagonal, E is lower triangular, and F is upper triangular. Due to its structure, one
can solve MSSORx “ b by forward and backward substitution.

For the matrix Sc we have D “ I. Let ω “ 1, the preconditioner simplifies to

MSSOR “ pI ´ EqpI ´ Fq. (3.12)

Further, we can identify

I ´ E “

¨
˚̊
˚̋

I
ZS2 I

...
. . .

ZSp . . . ZSp I

˛
‹‹‹‚, I ´ F “

¨
˚̊
˚̋

I ZS1 . . . ZS1
. . .

...
I ZSp´1

I

˛
‹‹‹‚. (3.13)

Due to the repetitive pattern of I ´ E and I ´ F, the substitution steps for solving pI ´
Eqx “ b are very simple, as shown in Algorithm 3.2. Solving for pI ´ Fq is analogous.

3Assuming the the training samples are ordered. If they are not, we can multiply (3.10) with a permu-
tation matrix P from the right and with PT from the left, which does not change the argument.
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3.3. Preconditioning

A nice property of the SSOR preconditioner is, that one can use the “Eisenstat-trick”
[Eis81]: Let M1 “ I ´ E and M2 “ I ´ F. With the identity M1`M2´ Sc “ I, we have

M´1
1 Sc M´1

2 “ M´1
1 pM1 `M2 ´ IqM´1

2 “ M´1
2 `M´1

1 pI ´M´1
2 q. (3.14)

With u “ M´1
2 x and v “ M´1

1 px´ uq, the matrix-vector product M´1
1 Sc M´1

2 x “ u` v.
That is, one can replace the matrix-vector products in BiCGSTAB by forward and
backward substitutions [FLS97]. Thus, on a single processor machine one gets a
SSOR-preconditioned BiCGSTAB for basically the same price as an unpreconditioned
BiCGSTAB.

Algorithm 3.2 Forward substitution of D´ E

Require: Matrix I ´ E as in (3.13) and b “
´

bT
1 , . . . , bT

p

¯T

Ensure: Returns
´

xT
1 , . . . , xT

p

¯T “ pI ´ Eq´1b
1: xΣ Ð 0
2: for i Ð 1 to p do
3: xi Ð bi ´ ZSixΣ

4: xΣ Ð xΣ ` xi
5: end for

We presume that BiCGSTAB with an SSOR preconditioner might be beneficial if one
has only a few expensive smoothers. Instead of putting each smoother on a separate
processing element (PE) (as in Section 6.1), we might use the available PEs to evaluate
the smoothers in parallel. I.e. instead of parallelising Line 2 in Algorithm 3.2 we use
all PEs to run Line 3 in parallel. However, this approach is beyond the scope of this
work.

3.3.3. Sparse preconditioners

Many preconditioners rely on sparse matrices, for example Incomplete LU Factorisation
(ILU), Sparse Approximate Inverse (SPAI), or AINV preconditioners (see e.g. [Saa03;
Che05]). In general, the matrix Sc is dense, but one can approximate dense matrices
with a sparse matrix by dropping all entries below a threshold. That is, let Sp.q denote
the sparsity pattern of a matrix, then we may approximate Sc with a sparse matrix that
has the sparsity pattern Sp|Sc| ą εq [Che05].

To analyse sparse approximations, we assume that the smoother matrices Si have
an approximate band structure with bandwidth b, i.e. the absolute value of the entry
pSiqkl is smaller than ε if |k ´ l| ą b. We justify this assumption as follows: Say we
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3. Additive models

have a one-dimensional training set xp1q ď ¨ ¨ ¨ ď xpnq.4 The entries of a kernel smoother
matrix (see (2.24)) in the i-th row and the j-th column depend on Kpxpiq ´ xpjq{hq. As
the kernel K is compact, we have for each row i a bandwidth wi such that |i´ j| ą wi :
Kpxpiq ´ xpjq{hq “ 0. Hence, the overall bandwidth b is the maximum of the wi. Often,
other smoothers can be approximated as kernel smoothers (see [Sil84] or [BHT89]),
thus we assume that they have approximate band structure.

One should be able to efficiently obtain a sparse approximation. For kernel smoothers
one might use an appropriate data structure to quickly find neighbours. For smooth-
ing splines one can extract the central 2m` 1 bands of the smoother matrix in Opm2nq
operations using the algorithm from Hutchinson and Hoog [HH85]. Furthermore,
there exists a matrix-free method to obtain approximate band matrices [DD14].

With this setup, what is the sparsity of the sparse approximation? We measure
sparsity as the ratio of non-zeros to the size of a matrix. For simplicity, assume that
we have approximate smoothers Si̊ with equal bandwidth b. It follows that we have
p2b` 1qn non-zeros in each Si̊ . Thus an approximation Sc̊ to Sc has a sparsity of

np` ppp´ 1qp2b` 1qn
pnpq2 “ 1

n
` 2b

n

ˆ
1´ 1

p

˙
. (3.15)

For large n and p, the sparsity is approximately 2b
n . The bandwidth b naturally de-

pends on the choice of the smoothers. Say we have kernel smoothers with Epanech-
nikov kernel and predictors uniformly distributed on r0, 1s. Using (2.36) we can ex-
pect the bandwidth to be b “ hn (neglecting the effect of centring with Z and setting
ε “ 0). Hence the sparsity of Sc̊ is 2h. For example, we set h “ 0.075, which corre-
sponds to Figure 2.5b, then we have a sparsity of 15%. To store the latter matrix we
need Op0.15 ¨ n2 p2q bytes of memory. Furthermore, a sparsity of 15% seems a lot, for
example compared to the comparative study of Benzi and Tůma [BT99], where the
authors compare ILU, SPAI, AINV, and other preconditioners. The sparsity of their
test matrices vary between 0.03% and 2%.

We conclude that one should be able to obtain a sparse approximation efficiently,
but we think that it is questionable if one is able to implement a beneficial precondi-
tioner with sparse approximations due to the large memory requirement. However,
we neither prove or disprove the effectiveness of such a preconditioner and leave this
question open for future work.

4 In an additive model, we cannot assume that the training set is ordered. For example if we order the
training set by the first predictor, then all other dimension are disordered. However, we may order
each predictor separately and save a permutation matrix P corresponding to the ordering. Then
we may use the smoothers PTSiP, where each Si has an approximate band structure. Hence, the
argument remains unchanged. Furthermore, if you are still reading this, you are eligible to receive a
half beer crate from the author (limited to the first three finders).
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3.3. Preconditioning

3.3.4. Low-rank preconditioner

One can rewrite the matrix Sc from (3.7) as

Sc “

¨
˚̊
˚̋

I ´ ZS1

I ´ ZS2
. . .

I ´ ZSp

˛
‹‹‹‚`

¨
˚̊
˚̋

ZS1

ZS2
...

ZSp

˛
‹‹‹‚
`

I I . . . I
˘

. (3.16)

This suggests the use of the Woodbury5 matrix identity [Woo50], which is

pD`UCVq´1 “ D´1 ´D´1UpC´1 `VD´1Uq´1VD´1. (3.17)

In this form, it is useless as we would have to invert nˆ n matrices. Hence, we suggest
to replace each smoother by a rank-ki approximation, that is ZSi « UiΣiUT

i , where
Ui P Rnˆki and Σi P Rkiˆki . Such low-rank matrices should approximate the smoother
well, because its eigenvalues often decay rapidly [BHT89; LP10].6

It is well known, that we get optimal low-rank approximations with the singular
value decomposition. The drawback is, that it is an expensive operation and one needs
the matrix explicitly. Instead, we use the approximate SVD from Halko, Martinsson,
and Tropp [HMT09]. This has several advantages. We can use the preconditioner for
any smoother without special knowledge of its interiors and we obtain the SVD with
matrix-vector products only. The approximate SVD algorithm, also ensures that Σi is
a diagonal matrix and that UT

i Ui “ I, which we exploit extensively.
Replacing each smoother by its approximation, we obtain the preconditioner

MLRW “

¨
˚̊
˚̋

I ´U1Σ1UT
1

I ´U2Σ2UT
2

. . .
I ´UpΣpUT

p

˛
‹‹‹‚`

¨
˚̊
˚̋

U1Σ1UT
1

U2Σ2UT
2

...
UpΣpUT

p

˛
‹‹‹‚
`

I I . . . I
˘

.

(3.18)

Let D “ diag
´

I ´U1Σ1UT
1 , . . . , I ´UpΣpUT

p

¯
, U “

´
U1Σ1UT

1 , . . . , UpΣpUT
p

¯T
, C “ I,

and V “ pI, . . . , Iq. To apply the Woodbury matrix identity, we need the inverses D´1

and pI`VD´1Uq´1. As D is block-diagonal, it is sufficient to invert each pI´UiΣiUT
i q.

We do so by applying the Woodbury identity again, that is

pI ´UiΣiUT
i q´1 “ I `UipΣ´1

i ´UT
i Uiq´1UT

i . (3.19)

5Sometimes called Sherman-Morrison-Woodbury formula.
6 This is especially true for smoothers with few degrees of freedom.
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3. Additive models

Let Γi “ pΣ´1
i ´ Iq´1, then

pI ´UiΣiUT
i q´1 “ I `UiΓiUT

i . (3.20)

Using (3.20) we can simplify D´1U. We have

pI ´UiΣiUT
i q´1UiΣiUT

i “ UipΣi ` ΓiΣiqUT
i (3.21)

Let σij be the j-th entry on the diagonal of Σi. Then,

pΣi ` ΓiΣiqjj “ σij `
σij

1´ σij
σij “ pΓiqjj. (3.22)

Hence, we can simplify D´1U to

W :“ D´1U “

»
—–

U1Γ1UT
1

...
UpΓpUT

p

fi
ffifl . (3.23)

To this point, we silently assumed Γi exists. This is not true when Σi has either 0 or
1 on its diagonal. As a remedy, we can safely drop 0-entries and remove the respective
column in Ui, because we know from (3.5) that the f i lie in the range of the Si; the 0-
entries span the null-space of Si and do not contribute to the solution. On the contrary,
we cannot drop the 1-entries, but we find that we can subtract a small ε1 ą 0 from
these entries. Furthermore, we set entries smaller than ε2 to 0 as we may then drop
such entries and the corresponding columns in U. We show in Appendix A that the
error introduced by these approximations is linear in maxtε1, ε2u.

Hereafter, we derive pI `VD´1Uq´1. We have

I `VD´1U “ I `VW “ I `
pÿ

i“1

UiΓiUT
i . (3.24)

Cerdán et al. [Cer+10] show an algorithm to invert a matrix A “ A0 `řp
i“1 XiYT

i . We
adapt their algorithm to invert (3.24) in Algorithm 3.3 and show the correctness in the
following theorem, which is based on [Cer+10, Theorem 2.1].

Theorem 3.2. Let matrices Ui, Σi, i “ 1, . . . , p be defined as as in (3.24). Let

Qi :“ Ui ´
i´1ÿ

j“1

QjT´1
j QT

j Ui (3.25)

and
Ti :“ Γ´1

i `QT
i Ui. (3.26)
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3.3. Preconditioning

Suppose, that the Ti are nonsingular. Then
˜

I `
pÿ

i“1

UiΓiUT
i

¸´1

“ I ´
pÿ

i“1

QiT´1
i QT

i . (3.27)

Proof. Let B0 :“ I and Bi :“ Bi´1 `UiΓiUT
i . With the Woodbury identity, we have

B´1
i “ B´1

i´1 ` B´1
i´1UipΓ´1

i `UT
i B´1

i´1Uiq´1UT
i B´1

i´1

“ I ´
iř

j“1
B´1

j´1UjpΓ´1
j `UT

j B´1
j´1Ujq´1UT

j B´1
j´1. (3.28)

We first prove by induction, that B´1
i´1Ui “ Qi. (This implies UT

i B´1
i´1 “ QT

i , as Bi´1 is
symmetric.) The initial step B´1

0 U1 “ Q1 is trivially satisfied. The induction step is

B´1
i´1Ui “

˜
I ´

i´1ř
j“1

B´1
j´1UjpΓ´1

j `UT
j B´1

j´1Ujq´1UT
j B´1

j´1

¸
Ui

“ Ui ´
i´1ř
j“1

QjpΓ´1
j `QT

j Ujq´1QT
j Ui

“ Ui ´
i´1ř
j“1

QjT´1
j QT

j Ui

“ Qi.

(3.29)

The relations B´1
i´1Ui “ Qi and Bp “ I `řp

i“1 UiΓiUT
i prove the theorem:

B´1
p “ I ´

iÿ

j“1

B´1
j´1UjpΓ´1

j `UT
j B´1

j´1Ujq´1UT
j B´1

j´1 “ I ´
pÿ

i“1

QiT´1
i QT

i (3.30)

Algorithm 3.3 Inverse of (3.24)

Require: Matrices U1 P Rnˆk1 , . . . , Up P Rnˆkp and Γ1 P Rk1ˆk1 , . . . , Γp P Rkpˆkp

Ensure: Returns
`

I `řp
i“1 UiΓiUT

i

˘´1 “ I ´řp
i“1 QiT´1

i QT
i

Qi Ð Ui @i P t1, . . . , pu
for i Ð 1 to p do

for j Ð 1 to i´ 1 do
Qi Ð Qi ´QjT´1

j QT
j Ui

end for
T´1

i Ð pΓ´1
i `QT

i Uiq´1

end for
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3. Additive models

To sum up, the preconditioner has the form

M´1
LRW “ D´1 ´WpI ´

pÿ

i“1

QiT´1
i QT

i qVD´1 (3.31)

and we calculate it in the following 4 steps:

1. Calculate a low-rank approximation UiΣiUT
i for each smoother.

2. Drop entries smaller ε2 in each Σi (and the respective columns in Ui).
If 1´ pΣiqjj ă ε1 then replace pΣiqjj with pΣiqjj ´ ε1.

3. Calculate Γi “ pΣ´1
i ´ Iq´1.

4. Obtain the Qi and T´1
i with Algorithm 3.3.

We further discuss the implementation of this preconditioner in Section 6.3 and the
experimental results in Section 8.4.

3.4. Semi-additive models

On a final note, we are also interested in a more general type of additive model that
we call semi-additive model. For example, such a model may be of the form

gpXq “ f1pX1, X2q ` f2pX3, X4q ` f3pX5, X6, X7q. (3.32)

We presume that one may fit such models with a linear system of equations as in
(3.7). That is, to fit the above example, we have smoother matrices S1, S2, S3 generated
by multivariate regression methods and we solve for vectors f i defined by p f 1qk “
f1pxpkq1 , xpkq2 q, p f 2qk “ f2pxpkq3 , xpkq4 q, and p f 3qk “ f3pxpkq5 , xpkq6 , xpkq7 q.

When using symmetric smoother matrices, e.g. a smoother matrix generated by thin
plate splines, then one may derive the backfitting equations for semi-additive models
as the minimiser of a penalised least squares criterion (see [KH14] or [BHT89]). For
general asymmetric smoother matrices we are unaware of any theoretical work on this
class of models. However, we show results of semi-additive models in combination
with multivariate kernel smoothers in Chapter 8.
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4. Generalised additive models

For additive models we assume that the response Y of some process is directly coupled
to the predictors X. Generalised additive models (GAMs) couple the predictors to the
conditional mean µ “ E rY | Xs via a link function g as

gpµq “
pÿ

i“1

fipXiq “: ηpXq. (4.1)

GAMs are an extension of generalised linear models (GLMs) from [NW72], which in turn
are based on the method of maximum likelihood. Hence, we think it is best to introduce
these in chronological order.

The method of maximum likelihood is an important tool in statistics. It is not an
estimator but a method to generate estimators by the following intuitive idea: Let the
likelihood be the probability of the outcome of an experiment. For example, one throws
a coin n times. The coin has a probability ζ to show heads and 1´ ζ to show tails.
Then, the likelihood to obtain a certain sequence of coin flips is

Lpζ|yp1q, . . . , ypnqq “
nź

i“1

ζypiqp1´ ζq1´ypiq
, (4.2)

where ypiq P t0, 1u, i “ 1, . . . , n, is the result of a coin flip. If an estimate ζ̂ were to
be equal to the true probability ζ but has a small likelihood then we would have
observed an exceptional sequence—and why should we, of all the things, observe an
unusual sequence? Hence, the argument is, that our estimate of ζ should maximise
the likelihood:

ζML :“ arg max
ζ

Lpζ|yp1q, . . . , ypnqq. (4.3)

Instead of maximising the likelihood, we can equivalently maximise the log-likelihood
log Lpζ|yp1q, . . . , ypnqq, due to monotony of the logarithm. Setting the derivative of the
log-likelihood to zero gives the solution

ζML “ 1
n

nÿ

i“1

ypiq. (4.4)
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4. Generalised additive models

Models with binary response have many other applications. For example, in a spam
filter we have that an e-mail is either spam or not spam. Obviously, a spam filter
should look at the content of the e-mail. It might count the number of $$$-signs or the
ratio of vulgar words to other words; these are the predictors. One could model the
probability of spam as a Bernoulli distribution with conditional probability density
πBpy|xq “ pζpxqqy p1´ ζpxqq1´y. That is, the response is linked to the predictors via its
distribution. A popular model for ζpxq is logistic regression [HTF09]:

log
ζpxq

1´ ζpxq “ β0 `
pÿ

i“1

βixi. (4.5)

This definition ensures that ζpxq is in the range r0, 1s and leads to a proper probability
distribution. We may estimate the parameters β :“ pβ0, . . . , βpqT by maximising the
log-likelihood:

ζMLpxq :“ arg max
β

nÿ

i“1

´
ζpxpiqq

¯ypiq

¨
´

1´ ζpxpiqq
¯1´ypiq

. (4.6)

Nelder and Wedderburn [NW72] generalise logistic regression and other models to
the class of generalised linear models. They treat all models where a response Y has
exponential family density

πpy|xq “ exp
ˆ

yθ ´ bpθq
αpφq ` cpy, φq

˙
, (4.7)

where θ depends on x and is called the natural parameter of the distribution. φ is
a fixed and known scale parameter. The distribution is coupled with the predictors
through its expectation µ and a link function

gpµq “ β0 `
pÿ

i“1

βixi. (4.8)

One can show that µ “ Bb{Bθ “: b1pθq. Assuming g and b1 are invertible, we have

θ “ pb1q´1pµq “ pb1q´1

˜
g´1

˜
β0 `

pÿ

i“1

βixi

¸¸
. (4.9)

Similar to (4.6), Nelder and Wedderburn [NW72] propose to fit generalised linear
models with a maximum log-likelihood estimator:

β̂ “ arg max
β“pβ1,...,βpqT

nÿ

i“1

πpy|xq. (4.10)
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Hastie and Tibshirani [HT86] replace linear models with additive models, i.e. they
replace (4.8) by (4.1). However, they maximise the expected log-likelihood:

η̂ “ arg max
ηPHadd

E rlog π pY|Xqs , (4.11)

where η is an additive model as defined in (4.1). To solve this optimisation problem,
they derive an algorithm similar to a Newton-Raphson procedure. One obtains an
improved model with the update formula

ηk`1pXq “ E

«
ηkpXq ` pY´ µkq Bη

Bµ

ˇ̌
ˇ̌
µk

| X

ff
“: E rZk | Xs . (4.12)

Hence, in each step of the algorithm, one forms an adjusted dependent variable Zk.
As η shall be an additive model, one may estimate E rZk | Xs with backfitting or with
BiCGSTAB, as described in Chapter 3. However, due to the nonlinear scaling in (4.12),
the variance of Zk depends on ηk. To incorporate this effect into the update of the
additive model ηk`1 one should use weighted smoothers with a weight function Wpηkq.
(See Section 2.1.4 for a short introduction to weighted smoothers.) We show the final
algorithm in Algorithm 4.1. For more details about its derivation refer to [HT86;
HT90].

Algorithm 4.1 Fitting generalised additive models [HT90]

Require: Vector of responses y; functions g, g´1, Bη
Bµ , W “

´Bµ
Bη

¯2 {V, where V is the
conditional variance of Y.

Ensure: The f i empirically solve (4.11)
α “ gpřn

i“1 yi{nq
f i Ð 0 @i P t1, . . . , pu
repeat

η Ð αe`řp
i“1 f i

for i “ 1, . . . , n do
pµqi Ð g´1 ppηqiq
pzqi Ð pηqi ` ppyqi ´ pµqiq Bη

Bµ

ˇ̌
ˇpµqipwqi Ð Wppµqiq

end for
Fit an additive model to z with weights w to update the f i.

until The f i do not change anymore

We come back to the logistic regression example and show how to incorporate it
into GAMs. The conditional density πBpy|xq is an exponential family density, because
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4. Generalised additive models

πBpy|xq “ pζpxqqy p1´ ζpxqq1´y “ exp
ˆ

y log
ζpxq

1´ ζpxq ´ log
1

1´ ζpxq
˙

. (4.13)

We identify αpφq “ 1, θ “ log pζpxq{p1´ ζpxqqq , bpθq “ logp1` exppθqq, and cpy, φq “ 0.
By replacing the linear model in (4.5) by an additive model η we obtain

log
ζpxq

1´ ζpxq “ ηpxq. (4.14)

Obviously, θ “ η. The conditional expectation of πB is ζpxq, hence we have µ “ ζpxq.
Thus, by recalling that gpµq “ η, the link and the inverse link functions are

gpµq “ log
µ

1´ µ
, g´1pηq “ exp η

1` exp η
. (4.15)

We obtain the derivatives Bη{Bµ and Bµ{Bη by straightforward calculation as

Bη

Bµ
“ log

1
µp1´ µq ,

Bµ

Bη
“ exp η

p1` exp ηq2 . (4.16)

Finally, we need the weight function W. We know from [NW72] that Var rY | Xs “
αpφqb2pθq, where b2 is the second derivative of b with respect to θ. Hence, we have
V “ exp η{p1` exp ηq2 and the weight function is

Wpηq “
ˆ

exp η

p1` exp ηq2
˙2

{
ˆ

exp η

p1` exp ηq2
˙
“ exp η

p1` exp ηq2 . (4.17)

We may write W in terms of µ by inserting η “ g´1pµq:

Wpµq “ µp1´ µq. (4.18)

We derive the above as an example. Similarly, one may derive the necessary func-
tions in Algorithm 4.1 for other exponential family densities, e.g. Normal, Binomial,
Gamma, Poisson, or Inverse Gaussian densities [HT90]. We evaluate GAMs with lo-
gistic regression in Chapter 8 and compare them to additive models.
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5. Implementation of smoothing methods

In Chapter 2 we have shown least squares regression, smoothing splines, and kernel
smoothers. Here, we discuss efficient implementations of these methods.

5.1. Linear regression

Recall from Section 2.1.1 that the smoother matrix is S “ ApAT Aq´1AT, where A P
Rnˆm. To evaluate the matrix vector product f “ Sy, we first solve

AT Aβ “ ATy (5.1)

and have f “ Aβ. The matrix A can be written as the product of an orthogonal matrix
Q P Rnˆn and an upper triangular matrix Rnˆm [GV13]. We then have

pQRqTQRβ “ pQRqTy,
RTRβ “ RTQTy.

(5.2)

Let Q “ rQ1, Q2s and R “ rRT
1 , 0sT, where Q1 P Rnˆm and R1 P Rmˆm. (The latter

is known as reduced QR decomposition or thin QR decomposition.) Inserting R1, Q1,
and Q2 in (5.2) and left-multiplying with R´T

1 yields

R1β “ QT
1 y. (5.3)

As R1 is upper triangular, the above can be easily solved by back substitution.
We implement the Modified Gram-Schmidt algorithm [GV13, Algorithm 5.2.6] to

compute the thin QR decomposition. This algorithm requires Opnm2q flops. The back
substitution in (5.3) requires Opm2q flops and the matrix-vector multiplications QT

1 y
and Aβ require Opmnq flops. Hence, linear regression is fast if m is small.

5.2. Smoothing splines

Smoothing splines can be implemented in Opnq operations using (2.18) and (2.19).
Similarly, one can solve weighted smoothing splines with [GS93]

pR` λQTW´1Qqγ “ QT ȳ (5.4)
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and
g “ ȳ´ λW´1Qγ, (5.5)

To solve (5.4) we use a Cholesky decomposition for banded matrices from [GV13,
Algorithm 4.3.5]. Furthermore, to optimise performance we do not actually store the
matrices R, Q, and W. Instead, we derive a formula to calculate R`QTW´1Q explicitly
from the definitions of R, Q, and W. We do the same for the operations λW´1Qγ and
QT ȳ.

However, a slight problem with the above implementation occurs. The entries of the
matrix Q scale with the inverse distance of the knots and the entries of the matrix R
scale with the distance of the knots. Therefore the entries of Q are possibly large while
the entries of R are small and the Cholesky decomposition of the matrix R`QTW´1Q
might fail due to rounding errors. In order to avoid this problem, we introduce a
minimum knot distance ε and obtain knots t1, . . . , tm, where m ă n and @i ‰ j :
|ti ´ tj| ě ε. We save a map B : t1, . . . , nu Ñ t1, . . . , mu, which maps xpiq to the closest
knot, i.e.

Bpiq “ arg min
jPt1,...,mu

|xpiq ´ tj|. (5.6)

For each knot tj we average the corresponding ypiq, that is we define a vector ỹ as

ỹj “ 1
|Mj|

ÿ

iPMj

yi, (5.7)

where Mj “ ti P t1, . . . , nu : Bpiq “ ju. We then fit a weighted smoothing spline
with knots t1, . . . , tm, weights |Mi|, and observations ỹ. While this solves the practical
problems, the quality of this approximation is still up for discussion.

5.3. Kernel smoothers

We choose to implement kernel smoothers with norm kernels as in (2.26). While this
approach excludes product kernels, we can support a variety of different norms. With
these kernels, the estimator presents itself as

mNWpxq “

nř
i“1

K1

´
‖x´Xpiq‖

h

¯
Yi

nř
i“1

K1

´
‖x´Xpiq‖

h

¯ . (5.8)

Applying the corresponding smoother matrix is equal to evaluating mNWpxp1qq, . . . ,
mNWpxpnqq. Hence, if we directly evaluate (5.8) we have to evaluate n2 kernels. We can

36



5.3. Kernel smoothers

save a lot of computations by recalling that a kernel K1puq has compact support. That
is, K1puq is nonzero if and only if u P rr1, r2s with r1 ă 0 ă r2. Thus the estimate at xpjq
includes only the xpiq which satisfy

‖xpjq ´ xpiq‖ ď r2h. (5.9)

Additionally, we could save a list of neighbours for each xpjq in a preprocessing step.
Say Npxpjqq “ ti P N : ‖xpjq ´ xpiq‖ ď r2hu. Unfortunately this requires too much
memory for large values of n. For example if our data is distributed uniformly on a
unit cube and we use the L2 norm then the expected length of the neighbours list is
(using (2.36))

E
”
|Npxpjqq|

ı
“ π

p
2 pr2hqp

Γp p
2 ` 1q n “: αn. (5.10)

As we need to store n neighbour lists, we expect to require Opn2q bytes of memory.
Instead we follow Friedman, Bentley, and Finkel [FBF77], who propose to use k-d

trees [Ben75] for fast nearest neighbour queries. The idea is to partition the space of
the records xi such that we can quickly find a small subset of potential neighbours.
Figure 5.1 illustrates a k-d tree. Note that we only have to calculate the distance to the
records in the shaded regions.

We construct the k-d tree in the following manner: The root node of a k-d tree
contains all records xpiq. We partially sort the records by their first dimension such
that @i P t1, . . . , tu : xpiq1 ď xptq1 and @i P tt` 1, . . . , nu : xpiq1 ě xptq1 , where

t “
"

n{2 if n mod 2 “ 0,
pn` 1q{2 else.

(5.11)

We create a left child node and a right child node of the root node and assign the first
t records to the left child and the the last n´ t records to the right child. Geometrically
seen, we split the space covering these samples into two half-spaces by a hyperplane
T s1

1 “ tx P Rp : x1 “ s1u, where s1 “ xpt`1q
1 . The records xp1q, . . . , xptq belonging to the

left child lie in the half-space Ls1
1 “ tx P Rp : x1 ď s1u and the records xpt`1q, . . . , xpnq

belonging to the right child lie in the half-space Rs1
1 “ tx P Rp : x1 ě s1u. The children

of the root node are the root of their own subtree and we continue to split the data by
the second dimension in the same manner. We continue to create child nodes, altering
the split dimension in order 1, . . . , p, 1, . . . until a child node contains less than an
adjustable number of records. We call a node without children a leaf.

When we want to estimate mNWpxq, we have to find the neighbours of x as defined
in Npxq. Let Brpxq “ tz P Rp : ‖x´ z‖ ď ru be a closed ball centred at x with radius r.
All the records in Npxq lie in the ball Brpxq with r “ r2h. Thus, we need to search only
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x

x

y

Figure 5.1.: Example for a 2 dimensional k-d tree. The circle indicates a search radius
around the record marked with x. We only have to calculate the distances
to the records in the shaded regions and can discard other records.

the leaves whose subspaces intersect with this ball. We start with the root node and
continue searching the children whose corresponding half-spaces intersect the ball.
That is, we need to check if either Ls1

1 X Brpxq ‰ H or Rs1
1 X Brpxq ‰ H with help of

Lemma 5.1.

Definition 5.1. Let A Ă Rp be a nonempty set. We call

ξApβq :“ sup
zPA

βTz

the support function of A.

Lemma 5.1. Let β P Rp, β ‰ 0, be a vector and s P R be a split position which define
a half-space Hs

β “ tz P Rp : βTz ě su. Then the half-space intersects a ball Brpxq, i.e.
Hs

β X Brpxq ‰ H, if and only if ξBrpxqpβq ě s.

Proof. Hs
β X Brpxq ‰ H is equal to Dz P Brpxq : βTz ě s.

Let ξBrpxqpβq ě s, then there exists a z P Brpxq such that βTz ě s as Brpxq is closed.
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Let ξBrpxqpβq ă s. We assume there exists a z P Brpxq : βTz ě s. Then ξBrpxqpβq ě
βTz ě s, which is a contradiction.

Using Lemma 5.1, we have Rs1
1 X Brpxq ‰ H is equal to ξBrpxqpe1q ě s1 and Ls1

1 X
Brpxq ‰ H is equal to ξBrpxqp´e1q ě ´s1. When we use the L2 norm, this is as simple as
x1 ´ r ď s1 and x1 ` r ě s1. (See Appendix B for a derivation of the latter and support
functions of other norms.) If the ball intersects a half-space we recursively search the
corresponding subtree until we find a leaf. We then iterate over all records in the leaf
and pass them to a procedure that accumulates the estimate mNWpxq. In Algorithm 5.1
we show the implementation of the matrix vector product SNWb using the k-d tree.

On a final note, our implementation is parallelised on shared memory with OpenMP,
simply by evaluating the loop in Line 23 of Algorithm 5.1 in parallel.

5.4. Experiments with kernel smoothers

In the implementation of [KH14] kernel smoothers are implemented as a matrix vec-
tor product, where the full matrix is stored explicitly. In our tests this implementation
works up to 32000 records. The next amount in our test series, 64000, fails due to a
bad alloc exception. In fact, storing the full matrix in double precision requires roughly
31 GB of memory. In Figure 5.2 we compare our implementation to the matrix im-
plementation for 32000 records and one predictor. Our implementation is faster than
the matrix vector product implementation for small kernel widths. With larger kernel
widths, the overhead of the k-d tree dominates. A significant factor here is that we
have to calculate the kernel weights for each sample whereas they are precomputed
in a matrix. However, our implementation can be applied to much larger datasets as
we need only Opn ¨ pq bytes of memory in comparison to Opn2q bytes of memory (p is
usually small due to the issues described in Section 2.3).

In addition, we measure the parallel efficiency of our implementation in Figure 5.3.
In the left figure we apply the kernel smoother to one predictor and in the right figure
to four predictors. Interestingly, the implementation is less efficient with increasing
kernel width for one predictor while it is more efficient with increasing kernel width
for four predictors. An increasing kernel width leads to more leaves that have to be
searched. Especially, the loop in Line 3 of Algorithm 5.1 has to be evaluated more
often. It is more expensive for four predictors than for one predictor due to the calcu-
lation of the norm. As such, we think that this loop gains more from parallelisation
with increasing number of predictors.
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16
8
Matrix
4

2

1

0

1

2

3

4

5

6

0.0 0.1 0.2 0.3 0.4 0.5
Kernel width

R
un

 ti
m

e 
(s

)

Figure 5.2.: Comparison of the matrix implementation versus the k-d tree implemen-
tation of kernel smoothers. The numbers beside the lines denote the re-
spective number of cores used.
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(a) One predictor.
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(b) Four predictors.

Figure 5.3.: We measure the parallel efficiency of kernel smoothers. The numbers be-
side the lines denote the respective kernel width. The host machine has 16
cores, i.e. a core for each thread.
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Algorithm 5.1 Nadaraya Watson smoother with k-d tree.

Require: K-d tree tree, radius r “ r2h, kernel K1, norm ‖.‖ and respective support
function ξBrpxqpβq, vector b P Rn.

Ensure: Returns f “ SNWb.
1: function SearchTree(node, x, nom, denom)
2: if IsLeaf(node) then
3: for pz, indexq P Recordspnodeq do
4: if ‖x´ z‖ ă r then
5: nom Ð nom` K1p‖x´ z‖qbindex
6: denom Ð denom` K1p‖x´ z‖q
7: end if
8: end for
9: else

10: k Ð SplitDimensionpnodeq
11: s Ð Pivotpnodeq
12: if ´ξBrpxqp´ekq ď s then
13: lc Ð LeftChildpnodeq
14: SearchTree(lc, x, nom, denom)
15: end if
16: if ξBrpxqpekq ě s then
17: rc Ð RightChildpnodeq
18: SearchTree(rc, x, nom, denom)
19: end if
20: end if
21: end function
22: root Ð Rootptreeq
23: for i “ 1, . . . , n do
24: nom Ð 0, denom Ð 0
25: SearchTree(root, xpiq, nom, denom)
26: fi Ð nom{denom
27: end for
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6. Parallel fitting of additive models

In this chapter we present a strategy to fit additive models on a parallel computing
structure in a well performing way. The classical backfitting algorithm from Section 3.1
is ill-suited for parallelisation due to its sequential nature and therefore we make no
attempt to parallelise it. Khakhutskyy and Hegland [KH14] show a parallel implemen-
tation of BiCGSTAB, which is a general method to solve linear systems of equations.
We outline the already preconditioned BiCGSTAB in Algorithm 6.1.1 At first, we de-
scribe the scheme of Khakhutskyy and Hegland [KH14]. Then, we elaborate on the
parallel implementation of our low-rank preconditioner from Section 3.3.4.

6.1. Parallel BiCGSTAB

Khakhutskyy and Hegland [KH14] propose to split (3.6) by block rows and put each
block row on a separate processing element (PE). That is, the i-th PE receives the
smoother Si and calculates the partial solution f i. Some operations of BiCGSTAB
are then trivial to parallelise. For example, the operation f Ð f ` ωz (Line 19 in
Algorithm 6.1) can be replaced by f i Ð f i `ωzi on the i-th PE. Other operations, such
as scalar products, require communication between the PEs. For example, one can
write the scalar product ρnew Ð 〈t, r〉 (Line 4) as

〈r̃, r〉 “
pÿ

i“1

〈r̃i, ri〉 “:
pÿ

i“1

ρnew,i. (6.1)

Each PE calculates the partial scalar product ρnew,i. To obtain ρnew one uses Allreduce,
which receives a vector of arbitrary size from each PE, adds up the vectors, and dis-
tributes the resulting vector to all PEs. To implement the matrix vector product v Ð Sq
(Line 4) one may use the special structure of (3.6):

vi “ qi ` Si

¨
˝ÿ

i‰j

qj

˛
‚“ qi ` Si

¨
˝´qi `

pÿ

j“1

qj

˛
‚. (6.2)

1 To obtain the unpreconditioned BiCGSTAB it is sufficient to set M “ I [Vor92].
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Algorithm 6.1 Preconditioned BiCGSTAB algorithm [Vor92]

Require: Matrices S, S1, . . . , Sp, preconditioner M, vector of responses y
Ensure: The vector f “ p f T

1 , . . . , f T
p qT solves (3.7)

1: f Ð 0, v Ð 0, p Ð 0
2: r Ð `pS1yqT, . . . , pSpyqT˘T

3: r̃ Ð r
4: ρnew Ð 〈r̃, r〉
5: ρold Ð 1, α Ð 1, ω Ð 1
6: while not converged do
7: β Ð pρnew{ρoldqpα{ωq
8: ρold Ð ρnew

9: p Ð r` βpp´ωvq
10: Solve q from Mq “ p
11: v Ð Sq
12: α Ð ρnew{ 〈r̃, v〉
13: f Ð f ` αq
14: r Ð r´ αv
15: Solve z from Mz “ r
16: t Ð Sz
17: ω Ð 〈t, r〉 { 〈t, t〉
18: ρnew Ð ´ω 〈r̃, t〉
19: f Ð f `ωz
20: r Ð r´ωt
21: end while

Hence, one only needs the sum of all qj which we may obtain with another Allreduce.
Khakhutskyy and Hegland [KH14] do not use preconditioners, hence M is just the
identity matrix and Lines 10 and 15 have no effect.

In total, the parallel algorithm needs five Allreduces (Lines 4, 10 to 12, 16 and 17).
One may also rearrange the algorithm so that one summarises the five Allreduces into
two Allreduces, thus reducing the latency of the algorithm. We refer the reader to
[KH14] for a more detailed presentation.

6.2. Centred smoothers

In Section 3.1 we have shown that it is generally necessary to use centred smoothers
ZSi, because otherwise (3.6) is singular. In order to include this in the parallel im-
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plementation of [KH14] we only need to modify the smoothers and may leave the
remainder unchanged.

6.3. Low-rank preconditioner

Using a preconditioner with BiCGSTAB requires the solution of the system Mz “ b
(Lines 10 and 15 in Algorithm 6.1). In Section 3.3.4 we present the preconditioner
MLRW and obtain its inverse M´1

LRW . That is, we may apply the preconditioner with
z “ M´1

LRWb.
For convenience, we restate M´1

LRW here:

M´1
LRW “ D´1loomoon

npˆnp

´ Wloomoon
npˆn

p Iloomoon
nˆn

´
pÿ

i“1

QiT´1
i QT

i qlooooomooooon
nˆn

Vloomoon
nˆnp

D´1loomoon
npˆnp

(6.3)

D´1 is a block diagonal matrix with the diagonal elements I `UiΓiUT
i . Further,

W “

¨
˚̋

U1Γ1UT
1

...
UpΓpUT

p

˛
‹‚, V “ `

I . . . I
˘

. (6.4)

We distribute Ui, Γi, Qi, T´1
i , and bi to the i-th PE. In the following table we describe

the necessary steps to apply the preconditioner.

Step Total operation Operation on i-th PE

1 zp1q :“ D´1b zp1qi :“ bi `UiΓiUT
i bi

2 zp1qR :“ Vzp1q “
př

i“1
zp1qi zp1qR :“Allreduce

´
zp1qi

¯

3 zp2qR :“
př

i“1
QiT´1

i QT
i zp1qR zp2qR :“Allreduce

´
QiT´1

i QT
i zp1qR

¯

4 zp3qR :“ zp1qR ´ zp2qR zp3qR :“ zp1qR ´ zp2qR

5 zp2q :“ Wzp3qR zp2qi “ UiΓiUT
i zp3qR

6 z “ zp1q ´ zp2q zi “ zp1qi ´ zp2qi

The reader may easily verify that the above sequence of steps is equal to z “ M´1
LRWbi.

With this implementation we require two Allreduces. One might save one Allreduce
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by precomputing C :“ I `řp
i“1 QiT´1

i QT
i . But, this matrix has the size n2. Compared

to the matrices Qi P Rnˆki , T´1
i P Rkiˆki , where ki ! n, the cost of storing C and

distributing C to the PEs would be much higher. Thus, we think this is not a sensible
option.

6.4. Update of internal parameters

After fitting an additive model g “ řp
i“1 fi with the algorithm in Section 6.1, the vector

f Σ “ f 1 ` ¨ ¨ ¨ ` f p contains the value of g at the training records xp1q, . . . , xpnq.
In order to cross validate or plot the additive model, we need to be able evaluate g

for any x, that is we need to find the functions fi. Recall, that after convergence the
f 1, . . . , f p satisfy

f i « Si

¨
˝y´

ÿ

i‰j

f j

˛
‚. (6.5)

The vector f i is associated with a function fipxq by the smoothing method. For
example if Si is a least squares smoother, then Si “ AipAT

i Aiq´1AT
i and fipxq is

defined as mLSRpxq (see (2.8)). The function fi is then determined by the vector
βi “ pAT

i Aiq´1AT
i py ´

ř
i‰j f jq. Assume that we may decompose each smoother as

Si “ FiBi, where the application of Bi to a vector yields a parameter vector that deter-
mines a function. Then we may find the parameter vectors with βi “ Bipy´

ř
i‰j f jq.

In our implementations of the smoothers we already get parameter vectors as a
by-product. That is, by evaluating (6.2) we get Bi

´ř
i‰j qj

¯
for free. Further, we

get Bi

´ř
i‰j zj

¯
for free. Let αk, ωk, qk

i , zk
i denote the values of α, ω, qi, zi in the k-th

iteration. From Algorithm 6.1 we know that

f k
i “

kÿ

l“1

pαlql
i `ωlzl

iq. (6.6)

We insert (6.6) in βk
i “ Bi

´
y´ř

i‰j f k
j

¯
and obtain

βk
i “ Bi

¨
˝y´

ÿ

i‰j

kÿ

l“1

pαlql
j `ωlzl

jq
˛
‚“ Biy´

kÿ

l“1

pαl Bi
ÿ

i‰j

ql
j `ωl Bi

ÿ

i‰j

zl
jq. (6.7)

Hence, after the algorithm converged, say after iteration κ, βκ
i is the proper parameter

vector. To include (6.7) into the algorithm, we initially set βi Ð Biy and add the update
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step (@i P 1, . . . , p)

βi Ð βi ´ αBi

¨
˝ÿ

i‰j

qj

˛
‚ (6.8)

between Line 13 and Line 14 in Algorithm 6.1 and we add the update step

βi Ð βi ´ωBi

¨
˝ÿ

i‰j

zj

˛
‚ (6.9)

between Line 19 and Line 20.
In Chapter 8 we evaluate the parallel implementations of this chapter.
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In Chapter 6 we have used the operation Allreduce, which adds up vectors distributed
over all processing elements (PEs) and distributes the sum to all PEs. The name Allre-
duce refers to a global communication routine in the Message Passing Interface (MPI)
with the same name [For12]. MPI is an open standard that enables each PE in a com-
pute cluster to pass messages to another PE in the cluster. Several vendors, such as
Intel or IBM, implement MPI and also several open-source projects exist, for example
OpenMPI or MPICH.

While MPI allows fast communication between PEs, it is relying on the underlying
hardware. For example, if a PE crashes, the default behaviour of MPI is to abort the
parallel computation [For12, Chapter 2.8]. Other systems like Apache Hadoop [Fou]
implement several error handling mechanisms; the state of a process may be easily
saved to disk and Hadoop automatically restarts crashed processes [Aga+14]. How-
ever, several authors criticise the poor performance of MapReduce, the communica-
tion model often used on Hadoop clusters, in the context of machine learning [Ye+09;
Low+10; Dea+12]. Especially the results of Ye et al. [Ye+09] indicate that MapReduce
is much slower than MPI when used in iterative algorithms.

To allow a user to fit additive models with our implementation on a variety of
clusters, we specify a simple communication interface that the user may implement to
adapt to his compute cluster. We implement the interface for MPI communication and,
in addition, implement a communicator that relies only an BSD sockets and POSIX
threads. We conjecture that the latter may be easily used in conjunction with Hadoop
or other systems and should improve the performance compared to an implementation
based on MapReduce.

7.1. Communication interface

We opt to use the same communication model as MPI: We have a set of PEs and we
assign a rank to each PE which is a number from zero to the total number of PEs
minus one. Then, each PE may send and receive messages to each rank. The un-
derlying transport mechanism (e.g. TCP/IP) is not prescribed and may be chosen by
the implementor of the communication interface. In addition, the interface provides
collective operations, equivalent to MPI Allreduce, MPI Reduce, and MPI Broadcast,
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which must be implemented. In the remainder of this section, we describe the func-
tions that have to be implemented. We assume that all calculations are done in double
precision arithmetic and therefore neglect other data types.

i n t rank ( ) ;

Rank shall allow a process to determine its rank. The return value must lie in
t0, . . . , sizepq ´ 1u.

i n t s i z e ( ) ;

Size returns the number of processes in the communication group. (The interface
is designed to handle only one communication group, including all processes.)

void send ( double∗ source , i n t count , i n t dest ) ;

Send sends count doubles starting from memory location source to rank dest. The
function shall block the application (or the calling thread) until source is no longer
needed by send.

void recv ( double∗ t a r g e t , i n t count , i n t source ) ;

Recv receives count doubles from rank source and stores them in memory location
target. The function shall block until it received and stored the data in target.

void reduce ( double∗ source , double∗ t a r g e t , i n t count , i n t root ) ;

Let sr be the source vector and tr be the target vector with count elements on rank
r. Then after reduce, it should hold that troot “ řsizepq´1

r“0 sr. The values of tr with
i ‰ root shall not be set and target may be a null pointer.

void bc a s t ( double∗ buf , i n t count , i n t root ) ;

Let br be the buf vector with count elements on rank r. Then after bcast, it should
hold that br “ broot.

void a l l r e d u c e ( double∗ source , double∗ t a r g e t , i n t count ) ;

The functionality of allreduce is equivalent to a reduce followed by a bcast (with
the same root).
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7.2. Implementation of a communicator based on BSD sockets

In this section we describe our implementation of an alternative communicator, which
relies only on BSD sockets (using TCP/IP) and POSIX threads. We do not optimise
this communicator for interprocess communication; however, a user may run several
threads in a single process and may instruct the communicator to assign a rank to
them. That is, instead of having multiple processes on a computer, we encapsulate
them in one process.1 The advantage is, that the threads on a single computer share
a common virtual address space and may easily exchange data. However, we do not
show the shared memory send and recv as it would unnecessarily clutter this chapter.

Sending a message over TCP/IP requires a connection between two endpoints. To
connect every PE to each other PE, we need O

`
sizepq2˘ connections. A connection is

not free but requires system resources and it takes some time to establish a connection.
Hence, we establish connections only when necessary. Algorithm 7.1 outlines the
implementation of send. When a PE calls send, it first looks for an existing connection
to the destination rank. If it finds none then it tries to connect to the destination
rank. After it established a connection, it sends its own rank, so that the receiver may
distinguish connection attempts from different PEs. The PE waits until it receives a
ready signal. Then it commences sending the actual message.

Algorithm 7.1 Send.

Require: Pointer to message source, number of doubles count, destination rank dest,
and timeout τ.

Ensure: Sends source to rank dest.
conn Ð RetrieveOutConnectionpdestq
if conn “ Invalid then

route Ð Routepdestq
repeat

conn Ð connectprouteq
sleep(τ)

until conn “ Valid
SendOwnRank(conn)
StoreOutConnection(conn)

end if
WaitReadySignal(conn)
SendData(conn, source, count)

1One might still run multiple processes on a computer. Then the communicator could use the loop-back
network interface.
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Algorithm 7.2 Recv.

Require: Pointer to storage location target, number of doubles count, source rank
source.

Ensure: Receives message from rank source and stores it in target.
conn Ð RetrieveInConnectionpsourceq
while conn “ Invalid do

candidate Ð Acceptpq
StoreInConnection(candidate)
clientRank Ð ReceiveRankpcandidateq
if clientRank “ source then

conn Ð candidate
end if

end while
SendReadySignal(conn)
ReceiveData(conn, target, count)

Algorithm 7.2 outlines the implementation of recv. When a PE calls recv, it first
looks for an existing connection to the source rank. If it finds none then it accepts
any incoming connection and retrieves the rank of the sender. If the rank is equal to
source, i.e. if connection was made by the right sender, the PE sends a ready signal and
receives the message. Otherwise it continues accepting connections and stores them.

With send and recv at hand, we implement reduce, bcast, and allreduce on top of these.
Collective operations can be implemented in many ways. To compare algorithms,
Thakur and Gropp [TG03] and Rabenseifner and Adamidis [RA04] use a simple cost
model: Sending a message costs α` nβ, where α is the latency, β the transfer time per
byte and n is the message size.

We implement reduce and bcast as a binary tree and span the tree in the following
way: The PE with rank 0 is the root of the tree and each rank r may determine the
ranks of its two children with the functions

Lprq “ 2r` 1, Rprq “ 2r` 2. (7.1)

In turn, each rank r may determine its parent rank with

Pprq “
" pr´ 2q{2 if r mod 2 “ 0,
pr´ 1q{2 else.

(7.2)

The functions Lprq, Rprq, and Pprq may return invalid ranks, i.e. ranks not contained in
t0, . . . , sizepq ´ 1u. In that case, the child or parent is invalid and the rank r is defined
to have none. Figure 7.1 shows a tree constructed in this way. A bcast with root 0 is
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Figure 7.1.: A binary tree for 8 PEs.

implemented by traversing the tree from top to bottom. That is, rank r first waits for
its parent to send a message. Then it sends this message first to the left child and then
to the right child. If r does not have a parent, left child, or right child then we omit
the respective send or recv. We implement reduce with root 0 by traversing the tree
from bottom to top. That is, the parent rank reduces the messages from its children.
Obviously, we need to support other roots, too. To achieve the latter we first assign a
virtual rank v to each rank r with

Vtprq “ psizepq ` r´ tq mod sizepq. (7.3)

Vpr, rootq is bijective on t0, . . . , sizepq ´ 1u and is zero if r “ t. We span a virtual tree
with

Ltprq “ 2Vtprq ` 1,
Rtprq “ 2Vtprq ` 2,

Ptprq “
" pVtprq ´ 2q{2 if Vtprq mod 2 “ 0,
pVtprq ´ 1q{2 else.

(7.4)

The virtual tree has r “ t as its root, hence using the virtual tree we can bcast from any
rank or reduce to any rank. Algorithm 7.3 shows the final implementation of bcast.
The implementation of reduce is similar and we refrain from showing it here. The total
execution time of bcast and reduce is rsizepqs ¨ pα` nβq [TG03].

One can implement allreduce as a reduce followed by a bcast. Such an allreduce has a
communication cost of rsizepqsp2α` 2nβq. Compared to other algorithms, it has a low
latency but a high transfer time [RA04]. That is, it is fast for short message but slow for
long messages. As an alternative for long messages, we implement a ring algorithm.
The ring algorithm is, in MPI terms, equivalent to a reduce-scatter followed by an
allgather. That is, one first splits the source buffer in c :“ sizepq chunks. The reduce-
scatter phase consists of c´ 1 rounds. In round i, rank r sends chunk pr` iq mod c to
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7. Flexible communicator

Algorithm 7.3 Bcast.

Require: Pointer to memory location bu f , number of doubles count, rank root.
Ensure: Every rank receives bu f from rank root.

r Ð rankpq
if Prootprq ą 0 then

recv(bu f , count, V´1
rootpProotprqq)

end if
if Lrootprq ă sizepq then

send(bu f , count, V´1
rootpLrootprqq)

end if
if Rrootprq ă sizepq then

send(bu f , count, V´1
rootpRrootprqq)

end if

rank pr` iq mod c. It receives chunk r from rank pr´ iq mod c and adds the received
chunk to his own and the already received chunks. After c ´ 1 rounds, rank r has
reduced the r-th chunk. Afterwards each PE sends his chunk to all other PEs, again in
c´ 1 rounds. Figure 7.2 visualises the algorithm for 3 PEs.
Our implementation of send and recv is blocking, hence we may have deadlocks. For

Rank 0

Rank 1

Rank 2

reduce-scatter allgather

Figure 7.2.: Ring allreduce for 3 PEs. The dark grey blocks mark a chunk that is com-
pletely reduced.

example if rank r sends to rank s and rank s sends to rank r the communicator is stuck
infinitely. In each round, the ring algorithm has to send and recv. Obviously, we want
that half of the PEs send and the other half receive. The simple strategy that PEs with
even ranks send and PEs with odd ranks receive may fail. E.g. when c “ 4 and i “ 2,
then r` i ” s` i pmod cq, that is rank 0 sends to rank 2 and rank 2 sends to rank 0.
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To avoid deadlocks, we use Algorithm 7.4. The algorithm returns a vector of colours.
If the r-th colour is RED, then the PE receives before it sends. It it is BLACK, the PE
sends before it receives.

Algorithm 7.4 Colouring.

Require: Increase i. Number of chunks c.
Ensure: Every rank receives bu f from rank root.

cr Ð BLACK @r P 0, . . . , c´ 1
for r P 0, . . . , c´ 1 do

if cr “ BLACK then
cpr`iq mod c Ð RED

end if
end for

In the ring algorithm, we have 2pc´ 1q rounds. In each round each PE sends n{c
bytes (when n is divisible by c) and has to send followed by a recv or vice versa. Hence,
the cost of the ring algorithm is 2pc´ 1qp2α` βn{cq.

7.3. Experiments

Allreduce is the only collective operation we need to fit additive models in parallel
(Section 6.1). Thus, we are mainly interested in its performance. We run experiments
on the Bulldozer partition of the MAC Cluster [Cen]. The cluster is connected via
standard Ethernet and with a high speed InfiniBand network. It is possible to com-
municate over both networks with standard TCP/IP sockets. We compare the tree and
the ring implementation of allreduce on both interconnects. In addition, we compare
the communicator to Intel MPI as reference.

The results of the experiments can be seen in Figure 7.3. As expected, the tree
algorithm is faster for short messages, because the latency term dominates. The ring
algorithm is slower over Ethernet and over InfiniBand and faster for large messages as
the transfer time term dominates. Furthermore, tree and ring algorithm are generally
faster over InfiniBand than over Ethernet.

Furthermore, we observe that there is a large jump between 10 and 11 nodes in
Figure 7.3a for the ring algorithm. Recall that the ring algorithm divides the data in
n{c chunks. So far, we assumed that n is divisible by c. This is obviously not true in
general. So, in our implementation the first c´ 1 nodes are responsible for a chunk of
size tn{cu while the last node is responsible for a chunk of size n´ pc´ 1q ¨ tn{cu. For
c “ 10 nodes we have tn{cu “ 1 and for c “ 11 nodes we have tn{cu “ 0. Hence, in the
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7. Flexible communicator

former case the chunks are distributed perfectly while in the latter case the last node
is responsible for the whole data. However, in the latter case only the last node sends
messages. Thus, the latency is lower and, as it dominates the overall time, the latter
case is actually faster.
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(a) Allreduce of 10 doubles.

●

●

●

●

●

●

●

●

●

●

●

●

●

●

●

2
3
4
5
6
7
8
9

10
11
12
13
14
15
16

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
Time (s)

N
od

es

Method ● Ring, Ethernet Tree, Ethernet Ring, Infiniband Tree, Infiniband MPI

(b) Allreduce of 1000000 doubles.

Figure 7.3.: These figures show the time of 25 consecutive Allreduces for small and
large messages. The symbols show the median and the lines show the 5%
and 95% quantiles of 20 trials. We test the ring and the tree algorithms
with standard Ethernet and with TCP/IP over Infiniband and compare
them to MPI.
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8. Experiments

Hereafter, we present several experiments with additive models in order to test the
quality of the predictions and the respective training time. In principle there are infi-
nite combinations of datasets, smoothers, and parameters and we cannot hope to cover
them all in this chapter. Instead, we show some application examples and measure
quantities like the empirical risk, the training time, or the speedup due to parallelisa-
tion and hope to cover sufficiently many use cases of additive models.

Throughout this chapter we use several public datasets from various sources: The
first dataset consists of speech samples of patients with Parkinson’s disease, which
were recorded during a six-month clinical trial. Tsanas et al. [Tsa+10] extract predic-
tors with signal processing techniques in order to reproduce a patients motor unified
Parkinson’s disease rating scale (motor UPDRS). The latter is a subjective rating of the
patients ability to perform certain motor abilities. The goal of Tsanas et al. [Tsa+10]
is to automate the motor UPDRS assessment to lower the cost of large clinical trials
concerning Parkinson’s disease. The second dataset, SPAM, contains a set of textual
features extracted from e-mails, such as the frequency of certain words [HTF09]. These
are labelled as spam or no spam. The third dataset is the Million Song Dataset (MSD)
[Ber+11]. A subset of the MSD is available at [Lic13]. Here, the task is to predict the
release year of a song from audio features. Finally, the largest dataset is from the Pas-
cal Large Scale Learning Challenge [Son+08], which is a synthetic dataset. We use it
for our scaling analysis. A summary of these datasets is presented in Table 8.1.

In order the measure the quality of the predictions of a model we always split a
dataset in a training and a test dataset. We fit an additive model g on the former and
we estimate the risk on the latter using the empirical risk

Rñpgq “ 1
ñ

nÿ

i“1

Lpỹpiq, gpx̃piqqq, (8.1)

where ñ is the size of the test dataset and ỹpiq, x̃piq are records of the test dataset. We use
the squared loss from (2.2), the misclassification loss from (2.4), and also the absolute
loss which is defined as

LAE pY, gpXqq “ |Y´ gpXqq|. (8.2)
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8. Experiments

On a final note, we normalise the predictors before using them. That is, we trans-
form each predictor with pxpiqj ´ x̄jq{σj. The numbers x̄j and σj are the estimated mean
and standard deviation of Xj which we obtain with

x̄j “ 1
n

nÿ

i“1

xpiqj , σ2
j “

1
n

nÿ

i“1

´
xpiqj ´ x̄j

¯2
. (8.3)

The normalisation is not compulsory, but it allows us to use the same parameter for
each smoother and still obtain similar approximate degrees of freedom.

Identifier n p Target Source

Parkinson 5875 19 Unified Parkinson’s disease
rating scale

[Tsa+10; Lic13]

SPAM 4601 16 Spam classification [HTF09]
Million Song
Dataset

515345 90 Release year of a song [Ber+11; Lic13]

Alpha 500000 500 Binary classification [Son+08]

Table 8.1.: We list several datasets used throughout this chapter. The symbol n denotes
the number of records and the symbol p denotes the number of predictors.

8.1. Parkinson: Additive Models

Tsanas et al. [Tsa+10] show three different standard methods in order to estimate the
motor UPDRS. They split the Parkinson dataset in a training dataset with 5331 records
and a test dataset with 592 records and estimate the risk of their models with the
absolute loss LAE. In addition, they repeat this process 1000 times with a different
permutation of the dataset such that they obtain different training and test datasets.
Their final empirical risk is the average of all trials.

We estimate the motor UPDRS with additive models whereby we use the same
smoother with the same parameter for each predictor. An exception is the sex of a pa-
tient as it is only a binary predictor and we use linear regression. Furthermore, we also
tried semi-additive models, where each smoother is an estimator of two predictors.

The best model of Tsanas et al. [Tsa+10], classification and regression tree (CART),
achieved an average empirical risk of 4.5. In order to allow a fair comparison, we
mimic their procedure, i.e. we train 1000 models on different splits in training and
test dataset. However, the dataset Tsanas et al. published on [Lic13] is slightly smaller
than stated in their paper. Hence, we use 5287 records for training and 588 records
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8.1. Parkinson: Additive Models

for testing. The results of our experiments can be seen in Table 8.2. Our best model
is a smoothing spline with an average empirical risk of 3.57, a clear improvement in
the used metric. We observe that splines perform better than the Epanechnikov-kernel
smoothers while also being significantly faster. Furthermore, semi-additive models,
also with Epanechnikov-kernel smoothers, do not seem to lower the empirical risk
compared to their one-dimensional counterpart and splines. Finally, we note that
our linear model has a lower empirical risk than the linear model of [Tsa+10]. They
write that they omitted a constant term in their linear model which we blame for the
difference.

Absolute empirical risk Time (s)

Type Method Parameter Avg. Min Med. Max Med.

Tsanas et al.
[Tsa+10]

Linear 6.7
LASSO 6.8
CART 4.5

Additive
model

Linear 6.34 5.84 6.34 6.77 0.0158
Spline λ “ 10 5.45 5.03 5.44 6.01 0.0791
Spline λ “ 1 5.21 4.74 5.21 5.74 0.0789
Spline λ “ 0.01 3.88 3.53 3.88 4.27 0.0796
Spline λ “ 0.001 3.57 3.16 3.57 4.06 0.087
Spline λ “ 0.0001 3.66 3.13 3.66 4.18 0.087
Spline λ “ 0.00001 3.91 3.48 3.9 4.51 0.0933
Kernel h “ 0.75 6.97 5.98 6.97 8.04 11.7
Kernel h “ 0.5 7.5 6.5 7.49 8.58 14.7
Kernel h “ 0.25 8.1 6.99 8.08 9.19 13.5
Kernel h “ 0.1 7.61 6.39 7.6 9.05 8.27
Kernel h “ 0.05 7.75 6.02 7.73 9.26 4.63
Kernel h “ 0.01 7.67 5.91 7.66 9.52 1.63
Kernel h “ 0.005 7.29 5.75 7.3 8.53 1.52
Kernel h “ 0.001 5.96 5.33 5.96 6.57 0.723

Semi-additive
model

Kernel h “ 1 6.99 6.08 7.01 8.34 11
Kernel h “ 0.5 7.61 6.28 7.43 163 13.8

Table 8.2.: Absolute empirical risks of several additive models for the Parkinson
dataset compared to the models of [Tsa+10].
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8.2. SPAM: Generalised additive models

The SPAM dataset is a binary classification problem, that is, an e-mail is either consid-
ered spam (1) or not spam (0). We use the estimator from (2.5) which classifies a mail
as spam if the conditional expectation E rY | xs is greater equal 1{2 and as not spam if
it is smaller. This estimator minimises the risk when using the misclassification loss.
To estimate the conditional expectation we use additive models and generalised addi-
tive models. For the latter we model the response as a Bernoulli distributed random
variable with the conditional expectation coupled to the predictors with the logistic
link function (see Chapter 4).

During the experiments we identify an arising issue: The weight function for logistic
regression is Wpµq “ µp1´ µq. When µ is close to one or zero then the weight may
be very small. A smoother may require the inverse weights which are very large in
this case and smoothing splines and linear regression fail. In theory, we might simply
exclude records with zero weight in a GAM iteration, because they do not alter a
smoother.1 However, this requires a severe amount of changes in our implementation
and we therefore omit this fix due to lack of time. Instead, we simply cancel the GAM
fitting algorithm if there exists a weight with absolute value smaller than 10´12. Hence,
the GAM algorithm may not have fully converged. Although the resulting model is
not optimal it is still valid and we show the results of our experiments in Table 8.3.
The risk of the GAMs is already low and we think that after mending the smoothers
they might improve the empirical risk compared to additive models.

8.3. Million Song Dataset: Semi-additive models

In this section we evaluate semi-additive models that include all two-predictor func-
tions. That is, we consider the model

gpXq “
pÿ

i“1

fipXiq `
pÿ

i“1

pÿ

j“i`1

fijpXi, Xjq. (8.4)

We picked the Million Song Dataset for this experiment, as it has the largest number
of records. In order to reduce computation time we use only the first four predictors
of the dataset, that is we have 10 smoothers for the model in (8.4). To estimate the
multivariate functions we use kernel smoothers with Epanechnikov kernels and the L2

norm with parameter h2. We estimate the univariate function with the same kernels
but with parameter h1.

1One can see this by simply inserting wi “ 0 in (2.28), (2.20), or (2.31).
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Type Method Parameter Risk Iterations

Additive
model

Linear 14.9% 1
Spline λ “ 10.0 8.6% 1
Spline λ “ 1.0 8% 1
Spline λ “ 0.1 6.6% 1
Spline λ “ 0.01 7.1% 1

Generalised
additive
model

Linear 11.3% 2
Spline λ “ 10.0 12.1% 6
Spline λ “ 1.0 11.3% 8
Spline λ “ 0.1 8.6% 7
Spline λ “ 0.01 7.2% 7

Table 8.3.: Here we classify e-mails as spam or not spam, depending on 16 predictors
extracted from the content of an e-mail. The risk measures the percentage of
misclassifications of the estimator. The iterations column shows the number
of additive models that one has to fit during the GAM algorithm.

In Table 8.4 we list the results of this experiment. In addition to semi-additive
models we fit additive models with kernel smoothers and the same parameter h1.
The semi-additive model improves its additive counterpart slightly in one case and
is about equal in the other case. Comparing the training times, such semi-additive
models come at a much larger price and have marginal use. We also compare the
kernel smoothers to a spline. The spline outperforms the kernel smoothers by far,
both in training time and empirical risk.

Type Method Parameter Risk Iterations Time (s)

Additive
model

Spline λ “ 0.0001 100.909 7 0.45
Kernel h1 “ 0.1 165.762 7 225.662
Kernel h1 “ 0.5 144.354 7 1187.14

Semi-additive
model

Kernel h1 “ 0.1, h2 “ 0.5 165.767 31 2959.38
Kernel h1 “ 0.5, h2 “ 1.5 142.859 14 10403.4

Table 8.4.: Results of semi-additive models fitted on the first four predictors of the
Million Song Dataset.
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8.4. Million Song Dataset: Low-rank Woodbury preconditioner

We further use the Million Song Dataset to evaluate our low-rank Woodbury (LRW)
preconditioner from Section 3.3.4. As seen in the last section the kernel smoothers
take very long for the full dataset, hence we use a subsample with 50000 records. We
compare the preconditioned and the unpreconditioned Algorithm 6.1 for spline and
kernel smoothers, where we choose the parameters such that the approximate degrees
of freedom lie in the range p5, 35q and we use a rank-5 approximation for the LRW
preconditioner.
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(a) Smoothing splines.
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(b) Kernel smoothers.

Figure 8.1.: We compare the relative residuals of the unpreconditioned and LRW-
preconditioned Algorithm 6.1.

Figure 8.1 shows the relative residual of both algorithms. Clearly, the LRW precon-
ditioned algorithm converges faster for both examples. But, it is slower for splines
because the LRW preconditioner has a large setup time, as shown in Table 8.5. For
kernel smoothers, it has an even larger setup time, as we obtain the low-rank approx-
imation by evaluating a smoother 5 times. However, as the smoother dominates the
run time we roughly halve the total time.
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Preconditioner Smoother Setup time (s) Train time (s) Total time (s)

Identity Spline 0 0.65 0.65
Kernel 0 928.84 928.84

LRW Spline 11.24 0.26 11.40
Kernel 108.05 331.52 439.57

Table 8.5.: Time taken by the LRW and identity preconditioned algorithms.

8.5. Alpha: Strong scaling analysis

Finally, we show the results of a strong scaling analysis. Here, we use the Alpha
dataset with 500000 records and 500 dimensions and we use smoothing splines. We
run the experiment on the SandyBridge cluster from [Cen]. Each node in this cluster
has 16 physical cores and 32 logical cores.

In our first attempt, shown in Figure 8.2a, we simply start one process for each
smoother. Starting 500 tasks on less than three nodes leads to a crash of MPI. Further-
more, there is a large jump from 15 nodes to 16 nodes. The reason is, that 500{15 “ 33.3
and 500{16 “ 31.25. Thus, for 15 nodes or less we have more tasks than logical cores.
Most of the additional time for 15 nodes (or less) is due to high communication times.
It seems that MPI inflicts a large penalty in this case. As as remedy, we modify the
implementation to allow multiple smoothers on one task where the smoothers are
handled sequentially. The speedup of this approach is shown in Figure 8.2b. Further-
more, the results in Figure 8.2 indicate that the algorithm stops scaling if we have a
logical core for each smoother. We expect the latter because smoothing splines are not
parallelised in our implementation.

In Figure 8.3 we compare the actual time taken by both implementations. Evidently,
the first overcommitted implementation is slower than the second balanced implemen-
tation for 15 nodes or less.

8.6. Discussion

In the last sections we have shown the results of several experiments. We remind
that it is difficult to draw definite conclusions from these because for each case we
test there is a multitude of cases that we do not test. For example, we disregard
additive models with mixed smoothers or it is likely that we do not use the optimal
parameters. Anyhow, our general observation is that using smoothing splines yields
lower empirical risk than linear regression and kernel smoothers. Furthermore, kernel
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(b) Balanced.

Figure 8.2.: We conduct a strong scaling analysis for additive models on the Alpha
dataset. We use smoothing splines and conduct 50 iterations. The solid
black line shows the median speedup of 10 trials. The shaded grey areas
show the minimum and maximum speedups and The dotted line shows
linear speedup for reference. On the left we have more tasks than logical
cores for 15 nodes or less. On the right we modify the implementation and
distribute the smoothers equally to the available physical cores.
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Figure 8.3.: We compare the times of the overcommitted and the balanced implemen-
tation. The times are the median values of 10 trials.
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8.6. Discussion

smoothers are very slow compared to smoothing splines and linear regression.
The performance of our algorithm seems to be decent, as we can fit the Alpha dataset

with smoothing splines in 7.5 seconds. But, additive models are still expensive. For
instance, one can train a linear support vector machine on the Alpha dataset in less than
a second on a single core [Ber+11].

Finally, we show that the LRW preconditioner may halve the time taken by the
algorithm. However, we think that the preconditioner may only be an improvement if
the smoothers’ matrices are of low rank and are expensive to evaluate.
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9. Conclusion

Are additive models computational feasible? We think they are when one is using
smoothing splines. Kernel smoothers are slow. Although we accelerate them with
shared memory parallelisation and data partitioning, the inherent quadratic scaling
takes its toll and they need up to several hours for our largest datasets while additive
models with smoothing splines or linear regression finish in seconds. Furthermore,
our experiments failed to show an improvement due to univariate or multivariate ker-
nel smoothers. However, kernel smoothers are an example for expensive smoothers
and we showed that we may accelerate the fitting algorithm with the low-rank Wood-
bury preconditioner in this case. Hence, other smoothers that are more expensive than
smoothing splines might also profit from such a preconditioner. In future work, one
might improve the preconditioner by parallelising Algorithm 3.3 or by other means to
obtain a low-rank approximation than an approximate SVD.

We also implemented a flexible communicator using TCP/IP. While it is slower than
MPI, we think that the performance is decent. Hence, it might be a good alternative to
a MapReduce based implementation on Hadoop clusters. In addition, the codebase of
the communicator is rather simple and short compared to a full MPI implementation.
Thus, we think it is rather easy to extend this communicator, for instance to implement
a more fault tolerant version.

In conclusion, we tackled several open issues in the implementation of [KH14], ex-
tended it with preconditioning, improved the smoother implementations, and inte-
grated weighted smoothers that enable generalised additive models. We think this
code might be taken as a solid base for future research concerning additive models.
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A. Error bound for modified SVDs

In Section 3.3.4 we have matrices of the form UiΣUT
i . We replace Σi by Λi, as defined

in (A.1), to invert MLRW . Hereafter, we show that the difference ‖UiΣiUT
i ´UiΛiUT

i ‖
is small in the 2-norm and the Frobenius norm when maxtε1, ε2u is small.

Assume we have a matrix UΣUT where U P Rnˆk, UTU “ I, and Σ “ diag pσ1, . . . , σkq P
Rkˆk with σi ď 1, i “ 1, . . . , n. Let ε1 ą 0, ε2 ą 0 and Λ be another diagonal Rkˆk matrix
with

pΛqii “
$
&
%

σi ´ ε1 if 1´ σi ă ε1,
0 if |σi| ă ε2,
σi else.

(A.1)

Then we can bound the 2-norm difference of the matrix UΣUT and UΛUT with

‖UΣUT ´UΛUT‖2 “ max
x

‖UpΣ´ΛqUTx‖2

‖x‖2

ď max
x

‖UpΣ´ΛqUTx‖2

‖UTx‖2

“ max
y

yTpΣ´Λq2y
yTy

“ maxtε1, ε2u,

(A.2)

where y “ UTx and we use ‖UTx‖2 ď ‖x‖.1
Furthermore, let s1 be the number of σi with 1´ σi ă ε1 and s2 be the number of σi

with |σi| ă ε2. With the properties ‖A‖F “
a

trpAT Aq and trpABq “ trpBAq we can
also bound the Frobenius-norm difference with

‖UΣUT ´UΛUT‖F “
b

tr ppΣ´Λq2q ď
b

s1ε2
1 ` s2ε2

2 ď
?

s1 ` s2 maxtε1, ε2u. (A.3)

1 ‖UUT‖2 “ 1, because UUT is an orthogonal projection. Then, ‖UT x‖2 “ xTUUT x “ xTUUTUUT x “
‖UUT x‖2 ď ‖UUT‖2‖x‖2 “ ‖x‖2.
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B. Support functions for balls in various
norms

In this appendix we derive the support functions (see Definition 5.1) for balls. We can
limit the discussion to unit balls B “ tz P Rp : ‖z‖ ď 1u because with Theorem 3.3.2
from [HL01] and r ą 0 we have

ξBrpxqpβq “ βTx` r ¨ ξBpβq, (B.1)

where ξB is the support function of the unit ball and r is the radius of the ball Brpxq
with centre x.

The Lq norm is defined as

‖z‖q “
˜ pÿ

i“1

|zi|q
¸ 1

q

. (B.2)

To obtain the support function of a Lq-unit-ball, q ą 1, we use the Hölder inequality
[HLP34]. If 1

q ` 1
q1 “ 1, then

βTz ď ‖β‖q1‖z‖q (B.3)

with equality if and only if |zi|q “ α|βi|q
1

. Thus, the support function of the unit ball
is bounded by

ξBpβq “ sup
zPB

βTz ď sup
zPB
‖β‖q1‖z‖q “ ‖β‖q1 . (B.4)

Furthermore, Dz P B : βTz “ ‖β‖q1 , for example with α “ 1{‖β‖q1

q1 and |zi|q “ α|βi|q
1

.
Hence, we have

ξBpβq “ ‖β‖q1 . (B.5)

Another class of norms is induced by symmetric positive semidefinite matrices Q as

‖x‖Q “
a

xTQx. (B.6)

Substituting v “ Q´1{2w in the support function yields

ξBpβq “ sup
‖v‖Q

βTv “ sup
‖w‖2

βTQ´
1
2 w. (B.7)
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B. Support functions for balls in various norms

Again, we use the Hölder inequality

βTQ´
1
2 w ď ‖Q´ 1

2 β‖2‖w‖2. (B.8)

With the same argument, the support function for the Q-norm is

ξBpβq “ ‖Q´ 1
2 β‖2. (B.9)
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