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Iterative Solvers (29 pts, 44 min)

a) Gauss-Seidel (3 pts) 5 min

We have to solve the two-dimensional Poisson equation

uxx(x, y) + uyy(x, y) = f(x, y) in ]0; 1[2

with boundary conditions
u(x, y) = 1 on ∂]0; 1[2.

We discretise the equation on a regular cartesian grid with N unknowns per coordinate direc-
tion and use the well-known five-point stencil

1
h2

 0 1 0
1 −4 1
0 1 0


to discretise the Laplace operator.

Write down a pseudo-code for a function performing one Gauss-Seidel iteration for the resulting
system of linear equations.

Solution:

function Gauss Seidel iteration(N,f,u) { 1pt
for i=1,...,N

for j=1,...,N 1pt
u[i, j] = (u[i− 1, j] + u[i + 1, j] + u[i, j − 1] + u[i, j + 1])/4− h2

4 f [i, j]; } 1pt

b) Multigrid (9 pts) 12 min

Write down a pseudo-code for a function performing one w-cycle of a multigrid method with two
pre- and two postsmoothing steps. Hereby, use the given components (with suitable parameters
and return values)

– smoother iteration(...),

– interpolate(...),

– restrict(...),
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– compute residual(...).

Solution:

function w cycle(N,rhs,u) { 1pt
for it=1,2

smoother iteration(N,rhs,u); 1pt
if not yet coarsest grid { resF = compute residual(N,rhs,u); 1pt

1ptrhsC = restrict(N,resF);

1ptw cycle(N/2,rhsC,eC);
w cycle(N/2,rhsC,eC);

1pt
eF = interpolate(N,eC);

1ptu = u + eF; }
1ptfor it=1,2

smoother iteration(N,rhs,u); } 1pt

c) Conjugate Gradients (3 pts) 4 min

Explain the name ’conjugate gradient’ method! Why is it called a ’gradient’ method? And
what is meant with ’conjugate’?

Solution:

The conjugate gradient method solves a system Au = f by minimising a suitable quadratic
function. 1pt

In each iteration, it determines a one-dimensional minimum in a so-called search direction
which is a modification of the negative gradient. 1pt

The modification of the gradient is performed such that each search direction is conjugate
(A-orthogonal) to all previous search directions. 1pt

d) Experimental Convergence Analysis (1+2 pts) 2+2 min

Assume that we solve the system of equations from a) with the help of a given black-box solver
and get the following iteration numbers for different numbers of unknowns N per coordinate
direction.

N 7 15 31 63
# iterations 24 49 97 194

i) Give the convergence properties of the underlying method in the form

# iterations = O (Np) .

ii) Do you know methods which show this behaviour of the required number of iterations?

Solution:

i) The iteration number approximately double with each doubling of N ⇒ O(N). 1pt
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ii) SOR, conjugate gradient method 2pts

e) Iterative Solvers (2 pts) 3 min

We want to compute the solution of a linear partial differential equation. For this purpose, we
discretise the equation and solve the resulting large system of linear equations with the help
of an iterative solver.

What would be a reasonable measure for the required accuracy of the iterative solver?

Hint 1: Think of the trade-off between accuracy and costs? Would an extremely high accuracy
make sense in any case?

Hint 2: You do not have to give a method how to cpmute the measure for the required
accuracy!

Solution:

Since we make an error already when discretising the continuous PDE, it does not make sense
to be much more accurate than the discretisation. 1pt

Thus, the discretisation error is a good measure for the required accuracy of the iterative
solution. 1pt

f) Damped Jacobi (2+2+5 pts) 3+3+9 min

For the one-dimensional Poisson equation

uxx(x) = f(x) in ]0; 1[

with boundary conditions
u(0) = u(1) = 0

discretised on an equidistant grid with mesh width h with the help of the three-point stencil

1
h2

[1 − 2 1] ,

the iteration matrix of the damped Jacobi method (damping factor 0 < ω ≤ 1) has the
eigenvectors

qm = (sin(mπih))i=1,...,N for m = 1, . . . , N

and the eigenvalues
λm = 1− ω + ω cos(mπh) for m = 1, . . . , N.

Hereby, N = 1
h − 1 denotes the number of unknowns.

i) Sketch the resulting eigenvalues for ω = 1 and ω = 1
2 as functions of m in the graphs

below.
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2pts

ii) Does the damping factor ω = 1
2 improve the convergence of the Jacobi method? Shortly

justify your answer.

iii) Explain why we use the damping factor ω = 1
2 instead of ω = 1 if we apply the Jaco-

bi method as a smoother for a multigrid method (with a doubling of h as coarsening
strategy).

Solution:

ii) It does not make sense since the maximal eigenvector is 1pt

max
m

(1−ω+ω cos(mπh)) = 1−ω+ω cos(πh) =
{

cos(πh) if ω = 1
1
2 + 1

2 cos(πh) > cos(πh) if ω = 1
2 1pt

iii) A smoother used in a multigrid method does not have to converge fast but to reduce
the high frequency components of the error fast and in particular with an h-independent
error reduction rate. 1pt
In the case of doubling h in each coarsening step, the high frequencies are those with
m ≥ N+1

2 . 1pt
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For those frequencies, we get

max
m≥N+1

2

(1− ω + ω cos(mπh)) =


cos(Nπh) = cos(πh) if ω = 1

1
2 + 1

2 cos(
N + 1

2
πh)︸ ︷︷ ︸

=cos( pi
2

)=0

= 1
2 if ω = 1

2 2pts

Thus, the damped Jacobi method with ω = 1
2 is a good smoother (reduction of the

high frequency error component by at least a factor of two per iteration), whereas the
undamped Jacobi method (ω = 1) is not (limh→0 cos(πh) = 1). 1pt
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Molecular Dynamics (17 pts, 26 min)

a) Time Discretisation (3 pts) 4 min

A time discretisation method is called time resversible if performing a time step −dt starting
at time t+dt leads back to the original positions and velocities at time t. The Velocity Störmer
Verlet method

~x(t + dt) = ~x(t) + dt · ~v(t) +
dt2

2
~a(t),

~v(t + dt) = ~v(t) +
dt

2
(~a(t) + ~a(t + dt))

fulfills this condition. Prove this for the positions ~x of the molecules.

Solution:

Start at time t + dt and go back to time t with a time step −dt:

~x(t + dt− dt) = ~x(t + dt)− dt · ~v(t + dt) +
dt2

2
~a(t + dt)

= ~x(t) + dt · ~v(t) +
dt2

2
~a(t)− dt ·

(
~v(t) +

dt

2
(~a(t) + ~a(t + dt))

)
+

dt2

2
~a(t + dt)

= ~x(t).

3pts

b) The Hard Sphere Model (5 pts) 8 min

Shortly describe how the molecules and their interactions are described in the hard-sphere
model. What can this model be used for? Give two examples for phenomena which cannot be
described with the help of the hard-sphere model.

Solution:

In the hard-sphere model, the molecules are described as rigid spherical bodies. 1pt

Besides the restriction of their mutual distance to the double radius of thre spheres there are
no other interactions. 1pt

The model can be used to analyse the characteristics (solid,fluid,gas) of a material with the
help of the relative density that is the part of the overall domain covered by the molecules. 1pt

It cannot be used to examine 2pts

– diffusion or mixing effects,

– nanoflows,

– clustering of molecules,

– . . .

c) Short-Range Potentials (4+1 pts) 6+2 min
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i) Assume we have to perform a molecular dynamics simulation in a one-dimensional domain.
The respective two-body potentials are given by

U(r) = c · r−p,

where c is a constant, r the distance between the considered two molecules and p an
integer exponent.
For which values of p is U a short-range potential? Prove your answer by a short calcu-
lation.

ii) Assume we simulate a molecular dynamics scenario with N molecules. If we explicitely
compute the forces between all pairs of molecules, O(N2) operations are necessary. For
short-range potentials, we neglect interactions between particles that have a mutual di-
stance bigger than a certain cut-off radius. This reduces the number of required operations
to O(N).
Someone tries to convince you that this is not true:
Assume that a simululation with N molecules requires C operations for the force calcula-
tions. Double the number of molecules in the domain. Then we of course have to compute
forces for twice as many molecules. But, in addition, the number of molecules within the
cut-off radius of a certain molecule doubles, too. Such, we need 4C operations, which
means that the number of operations behaves like O(N2).
Where is the error in this argumentation?

Solution:

i) To use a short-range potential approach that is to cut-off the potential parts above a
certain cut-off radius rc is allowed if the integral over th cut-off part of the potential∫ ∞

rc

c · r−pdr

is finite. 1 pt∫ ∞

rc

c · r−p =
[
c · r−p+1

−p + 1

]∞
rc

=

{
∞ if p ≤ 0

c
p−1 · r

−p+1
c if p > 1.

1pt∫ ∞

rc

c · r−p = [c ln r]∞rc
= ∞ if p = 1. 1pt

Thus, we are allowed to cut-off the potential if and only if p > 1. 1pt

ii) The error is that the number of operations has to be seen in dependence on the number
of molecules at fixed density that iswe look at the scaling of our methods with growing
domain size and not with growing density. 1pt

c) Parallelisation (2+2 pts) 3+3 min

Aussume that you have two parallel versions of a molecular dynamics simulation program. The
first uses atom/molecule decomposition and runs on a shared memory machine. The second
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uses domain decomposition and runs on a distributed memory machine. You use these two
versions to simulate a certain scenario and find out that both programs need the same time to
finish the computations.

i) Now assume that you would like to simulate a similar scenario, but this time the particles
are not uniformly distributed. Which program do you expect to finish the new simulation
first? Shortly justify your answer.

ii) For the next scenario you simulate the same material as in the original scenario, but the
length of the cubic domain is doubled, which means that the problem size increases by a
factor of eight. To compensate the additional costs of the bigger problem size, you also
use eigth times as many processors as before. Which program do you expect to finish the
new simulation first? Shortly justify your answer.

Solution:

i) The program using atom decomposition will finish first, as each processor always has the
same percentage of particles, independent of the distribution. 1pt
In the spatial decomposition, the number of particles on a processor depends on the
distribution. That means that the load isn’t equally distributed among the processors
any more. 1pt

ii) When increasing the problem size and the number of particles by the same factor, the
program using domain decomposition will run in about the same time, because each
processor locally still has the same domain size and the same number of communication
partners. 1pt
Also the program using atom decomposition will be finished after the same time as each
processor has top handle the same number of molecules. There is no communication since
it’s a shared memory program. 1pt
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