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Abstract
This thesis describes a hierarchical clustering approach for trajectories approximated
with sparse grid regression. Clusters are defined by a high density of points within
a feature space, separated by regions with a low density. The points in feature space
represent the trajectories, which have been transformed into this space by a metric,
with several possible choices for a metric being discussed. The clustering is performed
several times based on the level of the hierarchy, with the trajectories getting split
into more and more segments with each level. The clustering results for each level
are compared with the previous level to determine the optimal number of segments.
The spare grid approximation was implemented in python using an extension of the
SG++ framework, while the clustering uses the DBSCAN implementation of the scikit
framework. Artificial data was used to verify the algorithm and real data was used to
test it.

Zusammenfassung
Diese Arbeit beschreibt ein hierarchisches Clustering Vorgehen für Trajektorien, die mit
Dünngitter Regression approximiert werden. Cluster sind durch eine hohe Dichte an
Punkten in einem Feature Space definiert und separiert durch Regionen mit geringer
Dichte. Die Punkte im Feature Space repräsentieren Trajektorien, die durch eine
Metrik in diesen Raum transformiert wurden, wobei mehrere mögliche Metriken diskutiert werden. Das Clustering wird mehrmals durchgeführt, abhängig vom Level der
Hierarchie, welche die Trajektorien mit jedem Level in mehr und mehr Segmente
unterteilt. Die Resultate des Clustering eines jeden Levels werden mit dem Vorherigen
Level verglichen um die optimale Anzahl an Segmenten zu bestimmen. Die Dünngitter Approximation wurde in Python implementiert mithilfe einer Erweiterung des
SG++ Frameworks, während das Clustering die DBSCAN Implementierung des scikit
Frameworks verwendet. Künstliche Daten wurden benutzt um den Algorithmus zu
verifizieren und echte Daten wurden verwendet um ihn zu Testen.
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1. Introduction
In today’s world data is ubiquitous. Large data sets, covering everything from the individual genes making up the human body to all the stars and galaxies that the newest
telescopes can observe, can be collected and stored thanks to advances in technology. To
make use of this data, various methods to extract useful information are required. Some
of the most used methods to accomplish this are clustering and regression. Regression
is the process of fitting a function to a set of data. The assumption is that the data was
created by some underlying process and the goal is to represent that process as closely
as possible with a function. This delivers a variety of benefits, for example, making
predictions about new data points.
Clustering is the process of grouping data points into classes based on similarity. It is
widely used in various applications such as market research tasks like market segmentation or product positioning, social network analysis like search result grouping or for
machine learning tasks such as pattern recognition and image processing.
Clustering traditionally dealt with the grouping of point data, but advances in satellite
technology and ubiquity of trackable devices like smartphones has made it possible to
collect large amounts of trajectory data. This data may represent movement of people,
but also includes movement of animals, hurricane tracking or traffic flow. Two typical
data analysis tasks performed on such data sets is to find objects that have moved in a
similar way and objects that were in close proximity to each other for a certain time.
The first task, called trajectory clustering, is discussed by this thesis, while the second
one, moving object clustering, is related but not part of this thesis. For works dealing
with moving object clustering see [14][5].
Since trajectories, unlike point data, aren’t made up of single points, but rather a
series of points (and sometimes functions), they present an unusual challenge for
conventional clustering methods. Gaffney et. al. [10] have developed a model-based
clustering algorithm for trajectories, which represents them using a regression mixture
model. The clustering itself is performed with the help of the Expectation-Maximization
or EM algorithm. A drawback of this algorithm is that it clusters trajectories as a whole,
using only the entire trajectory, which means that local differences and local similarities
between trajectories will be largely overlooked.
Jae-Gil Lee et al.[12] use a geometric representation of the data in their TRACLUS algo-
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rithm. Multiple points of a trajectory are approximated by a line, meaning the whole
trajectory is represented as a series of line segments instead of points. Trajectories are
then compared segment by segment using a metric which compares location and angle
distances. The algorithm then groups the trajectories based on these distances using a
density based approach very similar to DBSCAN [13] and constructs a representative
trajectory from the elements of each cluster. One problem of this approach is that the
trajectories can only be represented linearly, because of the geometric approximation.
This also excludes the possibility of applying analytic methods that would be applicable
to a functional representation.
This thesis proposes a hierarchical clustering approach with sparse grid regression to
both create a functional representation of the data and to consider local changes in the
trajectories during clustering. Section 2 provides the necessary theoretical background.
It explains the basic principles of (sparse) grid based approximation as well as regression with sparse grids in 2.1. Clustering and the approaches relevant to this thesis are
covered in section 2.2. The next section specifies the problem to be solved in 3.1 and follows up with a detailed explanation of the implementation of a solution in 3.2 through
3.5. Section 4 presents the results obtained using the developed implementation on
both artificial and real data sets. Lastly Section 5 will discuss the results and propose
improvements and future work.

2

2. Theory
In this section the necessary background for the implementation is introduced. First, a
summary of the basic principles of sparse grids is provided. Secondly, a short overview
of clustering approaches relevant to this thesis is covered. Lastly, some examples of
possible metrics for the clustering process are given and discussed.

2.1. Sparse Grids
Sparse grids are a computationally efficient way of accomplishing various tasks like
interpolation, regression, classification or solving of partial differential equations. The
main idea is to discretize the domain of a data set with a set of points and basis functions.
This section explains the basic principles of a grid based approximation of functions,
first with a full grid and then with a sparse grid. The differences between nodal
and hierarchical basis, as well as the concepts of adaptive refinement and boundary
treatment will also be covered.

2.1.1. Basics
Suppose that a function f : Ω → R is given that is to be interpolated on a grid. For a
given level l of refinement, the mesh width is defined as
hn =

1
2l

(2.1)

The level also determines the number of grid points in a full grid as
n = 2l − 1

(2.2)

This means that the domain of function f is decomposed into 2l ranges of length hn by
n grid points, with the grid points located at i · 21l , i ∈ [1, |n|]. Now a basis function
needs to be defined from which the set of basis functions for the grid is derived. One
example of such a basis function is the standard hat function
φ( x ) = max (1 − | x |, 0)

3

(2.3)
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from which the set of locally supported basis functions is derived by dilatation and
translation
φi ( x ) := φ(2l x − i )
(2.4)
Local support in this case means that the functions are centered on the grid points and
dilated to cover the range between neighboring grid points (or the boundary, in case of
the first and last grid point). Therefore the domains are defined as
φi : R → [

i−1 i+1
, l ], i ∈ [1, |n|]
2l
2

(2.5)

Also note that the level for φi is fixed, since the nodal basis only works with a single
level, unlike the hierarchical basis covered later which indexes the functions φl,i by level
as well.
The interpolation u that is to be fitted to f is constructed through a weighted sum of
the basis functions.
i =i

u :=

∑

αi φi ( xi , h) = f

(2.6)

2l −1

The coefficients αi , also known as surpluses, act as weights for the functions φi and
are the unknown variables that need to be optimized to get a closely fitting interpolation. To accomplish the fitting, a numerical approach, like gradient descent, can be
used. Figure 2.1 shows an example of a one-dimensional interpolation with nodal basis.
3

f(x)

3

u(x)

2

2

1

1

0
0

h3=2

-3

xi

u(x)=ΣiαiΦi(x)

0
0

1

1

Figure 2.1.: A one-dimensional piece-wise linear interpolation u( x ), depicted by the red
dashed line, which interpolates the function f ( x ) depicted by the solid black
curve (left). The interpolation is constructed using a linear combination of
hat basis functions (right). The boundary is not considered in this example.
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Using a full grid is not the most efficient way of representation, since a lot of basis functions only contribute very little to the overall solution, especially in higher
dimensions according to [7]. Switching from a nodal to a hierarchical basis allows to
omit basis functions whose contribution is negligible, creating a sparse grid.
To achieve a hierarchical decomposition of the approximation requires introducing a
hierarchical index set for the grid points
Il := {i ∈ N : 1 ≤ i ≤ 2l − 1, i odd}

(2.7)

with which the hierarchical sub-spaces Wl can be obtained as follows
Wl := span{φl,i ( x ) : i ∈ Il }

(2.8)

φl,i ( x ) hereby denotes the basis functions translated and dilated
φl,i ( x ) = φ(2l x − i ) i ∈ Il

(2.9)

for each level l and index i created for that level. Formulating the space of piece-wise
linear functions Vn on a full grid with mesh width hn for a given level l as a direct sum
of Wl
Vn = ⊕l ≤n Wl
(2.10)
gives the full grid with hierarchical basis. See figure 2.2 for a comparison of nodal
and hierarchical basis and figure 2.3 for an example of a full grid interpolation with
hierarchical basis.
To obtain a sparse grid from the full grid, only some of the sub-spaces are selected.
Preferably the ones that contribute most to the overall solution. For a multidimensional
grid, the selection could look like this
Vn1 := ⊕|~l |

1 ≤ n + d −1

W~l

(2.11)

Here, ~l denotes a d-dimensional vector of level indices and W~l the corresponding
subspace. The concrete choice of sub-spaces depends on the norm chosen to measure
the error. For a more in-depth explanation of multidimensional sparse grids see [7]
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Figure 2.2.: One-dimensional basis functions φl,i and the corresponding grid points
xl,i up to level l = 3. The hierarchical basis is shown on the left and the
common nodal point basis on the right.
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Figure 2.3.: The same one-dimensional piece-wise linear interpolation u( x ) of f ( x ) as
in Fig 2.1 (left), but with hierarchical basis functions. The right shows the
corresponding weighted basis functions.
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2.1.2. Adaptivity
The hierarchical grid approach gives good results for both interpolation and regression
with sufficiently high level, but still uses a lot of grid points, which is computationally
inefficient [7]. There is also the possibility of overfitting when using too many grid
points, which negatively affects the smoothness of the regression. cf. figure 2.4
Adaptive refinement gives the ability to only refine the grid in places where it is most
useful. This requires all backward neighbors of a grid point to be present. More
specifically, to create a grid point of level l and index i ∈ Il , all grid points with level b
l,
b
b
b
l < l and index i ≤ i, i ∈ Ibl , also called ancestors, must be present. If one or more of
those grid points are not present, they need to be created first before the wanted grid
point can be created.
Furthermore, a refinement strategy is necessary to decide which grid point are to be
refined. A naive approach is to consider all possible refinements and determine how
much they would reduce the error of the regression and only refine the one with highest
error reduction in each iteration. Unfortunately, this approach requires considerable
amount of computation and is therefore not feasible for many applications [7].
A more feasible approach - working with the basis of the grid - is to only consider the
grid points whose surpluses αl,i have the highest absolute value |αl,i |.
Additionally, one or more stopping criterion for refinement need to be defined to
prevent excessive refinement. A simple criterion is limiting the number of iterations.
Another possible criterion is limiting number of grid points to be refined for each
iteration, meaning from all possible refinements only a certain percentage or a certain
number may be refined. The error between interpolation u and function f can also be
used as a stopping criterion. If the error in the current iteration is below a set threshold,
no further refinement is necessary. For a more in-depth view on adaptivity see [6][7].

2.1.3. Boundary treatment
The basis functions used so far have their maximum at their center, which is at the
grid point, and are zero at the beginning and end of their domain. For data sets whose
elements are close to zero at the boundary, this is sufficient. For other sets this can
introduce errors that may not be acceptable.
To deal with this problem at the boundary there are several treatment options. One
option is to refine adaptively near the boundary to create grid points that are very close
to the boundary. But, this would introduce a lot of new grid points for little reduction
in error.

7
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Figure 2.4.: One-dimensional regression u( x ) (red) of a sine function, whose samples
are shown in blue. The jumps in the regression are a result of an excessive
number of grid points, caused either by starting with too high a level or
too much refining. This results in overfitting as seen in the figure.
Another option that uses additional grid points is to add an extra level l = 0 with
corresponding basis functions φ0,0 and φ0,1 with indices i = 0 and i = 1. This is known
as a complete boundary. Using the direct sum of basis functions as before gives a set of
modified subspaces W̄l and the sparse grid space
0B(1)

Vn

:= ⊕l ≤n W̄l

(2.12)

with level 0 boundary functions. Figure 2.5a shows the hierarchical basis for the first
three levels when using a complete boundary.
An additional alternative is to modify the basis functions so that they are non-zero at
the boundary. On level 1, one degree of freedom is given, so the best guess toward
the boundary is a constant basis function. On all other levels the basis functions are
extrapolated towards the boundary, while the other basis functions remain unchanged.
In the case of the hat function
φ( x ) = max (1 − | x |, 0), φl,i ( x ) = φ(2l x − i )

8

(2.13)
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it can be modified as


1

(


1

l

 2 − 2 · x if x ∈ [0, 2l −1 ]


 0
else
(
l

2 · x + 1 − i if x ∈ [1 −





0
else




l
φ (2 x − i )

if l = 1 ∧ i = 1,
if l > 1 ∧ i = 1,
1

2l −1

, 1]

(2.14)
if l > 1 ∧ i =

2l

− 1,

else.

See figure 2.5 for an example on a one dimensional grid with modified basis functions.
This method uses fewer grid points than the complete boundary, since no new grid
points need to be introduced. On the other hand it may not deliver good enough results,
especially in higher dimensions [7]. For more details on boundary treatment cf. [7].
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(a) Complete boundary
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Φ3,5

x3,3

x3,5

Φ3,7

x3,7

(b) Modified basis function

Figure 2.5.: Figure (a) shows the one-dimensional hierarchical basis functions φl,i with
level 1 being extended by two extra level 0 basis functions located on the
boundary up to level 3.
Figure (b) shows the modified one-dimensional hierarchical basis functions
φl,i extrapolating towards the boundary up to level 3. The basis function is
constant on level 1 and is ”folded up” when adjacent to the boundary on
all other levels.

2.1.4. Sparse Grid Regression
For regression, the function f is generally not known, only a set of noisy observations
S = {( xi , yi ) ∈ R × R}im=1

10
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with f ( xi ) ≈ yi . Reconstructing the function f can be accomplished by solving the least
squares problem:
u = argminu∈V (

1 m
(yi − u( xi ))2 + λC(u))
m i∑
=1

(2.16)

Whereby xi , yi ∈ S denotes the noisy observations and u( x ) := ∑ αl,i φl,i ( x ) the sparse
grid approximation of f . Inserting the sparse grid approximation gives
u = argminα∈V (

1 m
(yi − ∑ αl,i φl,i ( x )))2 + λC(u))
m i∑
=1

(2.17)

The goal is to minimize the distance between the observation yi and u( xi ) by minimizing
the error function ∑im=1 (yi − ∑ αl,i φl,i ( x )))2 . This is accomplished by optimizing the
coefficients αl,i of the basis functions φl,i ( x ) of the sparse grid.
C(u) is a regularization (or smoothness) functional, that is to ensure the smoothness of
u, i.e. preventing sudden ”jumps” in u. A possible choice for regularization function is

C(u) = ∂ f 2 ,

(2.18)

the square of the derivative of f . Of course there are many other possible choices. See
[7] for more information. Lastly, the regularization parameter λ controls the trade-off
between error and smoothness. Figure 2.6 shows a qualitative example of sparse grid
regression with a hierarchical basis for one dimension.

2.2. Clustering
Clustering is the process of grouping data points from a set together based on how
similar they are to each other [4]. Usually this accomplished by minimizing the
differences within a cluster and maximizing differences without. Quantifying these
differences can be done pairwise for all data points, resulting in a distance matrix in
which the difference between any two data points are stored. Another method is to
transform the data points into feature space and cluster based on the distances between
data within that space. Depending on the approach used, the cluster assignment can
be either hard or soft. Hard means that a data point is either within a cluster or not, no
degrees of membership. Soft assignment on the other hand determines the degree to
which a data point belongs to each individual cluster. As for determining the actual
assignment of clusters, there are various possible approaches, with two of the most
common ones being partitioning and hierarchical.
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u(x)=ΣiαiΦi(x)

3

2

1

0
0

h3=2

xi

-3

1

Figure 2.6.: One-dimensional piece-wise linear regression u( x ) of a set of noisy observations S taken from the same function f ( x ) as in figures 2.1 and 2.3.
Partitioning algorithms construct a partition of the dataset according to a set of
parameters [13]. By optimizing an objective function iteratively, the data points are
grouped within a number of different clusters. The number of clusters is determined
depending on the approach used. For K-Means or similar approaches, the number k
of clusters needs to be given as a parameter and can not be learned. Others, like the
density based DBSCAN, which will be covered more in-depth shortly, does not need a
predetermined number of clusters and can learn that number directly from the dataset
depending on other factors, like the given neighborhood-size and the density of points
within the dataset.

Hierarchical clustering uses a distance metric between points and a heuristic to
construct hierarchies of groups that can be represented as dendrogramms. Since they
do not optimize a well defined objective function, assessing the quality of the clustering
in a formal sense can be difficult [4]. The grouping can be executed either from the
bottom up, called agglomerative clustering, or from the top down, called divisive
clustering.
• Agglomerative clustering starts with all data points in their own one-element
cluster, which are merged iteratively. This creates a tree structure that can be
represented as a dendrogramm. Typical heuristics used to merge clusters are
single-linkage, complete-linkage and average-linkage.
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• Divisive clustering starts with all data points in a single cluster. For each iteration
any flat clustering, meaning clustering without a hierarchy, can be used to divide
the cluster.
Hierarchical clustering does not need a predetermined number of clusters k, instead a
termination condition needs to be defined which determines when to stop merging or
dividing clusters [13][4].

DBSCAN DBSCAN is a clustering algorithm using a density based approach first
introduced in [13].
Each data point within the data set has a neighborhood of points, the radius of which
is defined by the parameter e. More formally, NEps ( p), is defined by
NEps ( p) = {q ∈ D |dist( p, q) ≤ Eps}

(2.19)

The algorithm distinguishes between three types of points: core points, border points
and noise. Determining the type of a point is accomplished using the following definitions:
• Definition 1: (Eps-neighborhood of a point) The Eps- neighborhood of a point p,
denoted byNEps ( p), is defined by NEps ( p) = {q ∈ D |dist( p, q) ≤ Eps}.
• Definition 2: (directly density-reachable) A point p is directly density-reachable
from a point q wrt. Eps, MinPts if
(1) p ∈ NEps (q)

and

(2)| NEps (q)| ≥ MinPts (core point condition).

• Definition 3: (density-reachable) A point p is density-reachable from a point q wrt.
Eps and MinPts if there is a chain of points p1 , . . . , pn p1 = q, pn = p such that
pi+1 is directly density-reachable from pi .
• Definition 4: (density-connected) A point p is density-connected to a point q wrt.
Eps and MinPts if there is a point o such that both, p and q are density-reachable
from o wrt. Eps and MinPts. Density-connectivity is a symmetric relation. For
density reachable points, the relation of density-connectivity is also reflexive.
• Definition 5: (cluster) Let D be a database of points. A cluster C wrt. Eps and
MinPts is a non-empty subset of D satisfying the following conditions:
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(1) ∀ p, q : if p ∈ C and q is density-reachable from p wrt. Eps and MinPts, then
q ∈ C. (Maximality)
(2) ∀ p, q ∈ C: p is density-connected to q wrt. Eps and MinPts. (Connectivity)
• Definition 6: (noise) Let C1 , ..., Ck be the clusters of the database D wrt. parameters
Epsi andMinPtsi , i = 1, . . . , k. Then we define the noise as the set of points in the
database D not belonging to any cluster Ci , i.e. noise = { p ∈ D |∀i : p ∈
/ Ci }.
So, given a data set, a point is included in a cluster, whose size is at least MinPts if it is
in the Eps neighborhood of a point that is at least density reachable.

2.3. Metrics
To accomplish the task of clustering trajectories according to their differences and
similarities a transformation of the data set into a feature space is needed. Furthermore,
comparison of clusters in different levels of a hierarchy as well as the clustering algorithm itself require some form of metric to compare features to evaluate and cluster
accordingly [4].
To compare the clustering results of different levels of the hierarchy a suitable measure to compare the qualities of the clusters is needed. The Hamming distance is a
dissimilarity measure [8] between two vectors x and y is defined as
d H ( x, y) =

∑ nρ(xi , yi )

(2.20)

i =1

with the discrete metric

(
ρ( x, y) =

x = y,

0

if

1

otherwise

(2.21)

Dividing this distance by the dimension n of the vectors gives the distance as a ratio.
Inverting this ratio with 1 − dnh gives the match ratio of two vectors.
Since trajectories can be represented in various ways, for example as a series of points, a
series of vertices and edges or as a function, there are a variety of metrics and measures
as well as attributes of the trajectory and its representations that can be used to quantify
differences between them.
For a geometric interpretation of the trajectories - e.g. as a series of start and end
points with connecting lines in the linear case - the following metrics, taken from [12],
can be used to quantify differences between trajectories. Suppose there are two lines Li
and L j , each consisting of two points (si , ei ) and (s j , e j ) with a straight line connecting
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the starting and end points s and e. Between these two lines three distances, the
perpendicluar distance, the parallel distance and the angle distance, can be measured.
The perpendicular distance between Li and L j is defined with the help of the projection
points of the points s j and e j onto Li , which are ps and pe , respectively. l⊥1 is the Euclidean distance between s j and ps ; l⊥2 is that between e j and pe . So the perpendicular
distance is
2
l 2 + l⊥
2
d ⊥ ( L i , L j ) = ⊥1
(2.22)
l ⊥1 + l ⊥1
Now let lk1 be the minimum of the Euclidean distances of ps to si and ei . Likewise, lk2
is the minimum of the Euclidean distances of pe to si and ei . The parallel distance is
defined as
dk ( Li , L j ) = min(lk1 , lk2 )
(2.23)
Let L j be the length of L j , and θ with (0◦ ≤ θ ≤ 180◦ ) as the smaller intersecting
angle between Li and L j . Then
(
d θ ( Li , L j ) =

L j × sin(θ ),

if 0◦ ≤ θ < 90◦

Lj ,

if 90◦ ≤ θ ≤ 180◦

(2.24)

is the angle distance between Li and L j Lastly, these metrics are summed up in a
weighted sum dist( Li , L j ) = w⊥ · d⊥ ( Li , L j ) + wk · dk ( Li , L j ) to obtain the final distance
measure. See figure 2.7 for an example of these metrics applied to line segments.
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Figure 2.7.: The three components of the TRACLUS distance function, between two line
segments Li and L j
If the trajectories are represented by functions, which is the case when regression has
been applied to the data set, it opens up new options for comparative metrics. One
option is comparing attributes of the trajectories. For example, determining the maxima
and minima or the inflection points of trajectories and calculating the euclidean distance
q
d(~x, ~y) = ~x~y T
(2.25)
to determine similarity. Another option is the difference in Area between the (partial)
integrals of two trajectories represented by functions f i and f j with lower bounds a ∈ R
and upper bound b ∈ R
Z b
a

f i (t) −

Z b
a

f j (t)

(2.26)

Applied to the case of two one dimensional grids u Ii = ∑kIi=1 φk ( xk , h) and u j =
∑kIi=1 φk ( xk , h), this gives
Z b Ii

∑

a k =1

αk φk ( xk , t) −

Ii

Z b

k =1

a

∑ αk

φk ( xk , t) −

Z b Ij

∑ αk φk (xk , t)

a k =1
Ij

Z b

k =1

a

∑ αk

φk ( xk , t)

(2.27)

(2.28)

Applying the metric pairwise to all trajectories results in an adjacency matrix D,
which can be used as a basis for clustering. This method also allows using non-linear
basis functions, like polynomial functions or splines. Furthermore, using the integrals
directly as a transformation into feature space instead of the differences allows applying
clustering algorithms that don’t use adjacency matrices to cluster.
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While the integration implicitly takes the angle. perpendicular and parallel distance
into account, a drawback of this metric is that there are no separate weights that can be
fine tuned. For example, if the trajectories are to be grouped based on their parallel
distance and angles only, the weight for the perpendicular distance can be set to zero.
Figure 2.8 shows a comparison of the aforementioned metrics.

Figure 2.8.: This figure shows a comparison between the one-dimensional integration
and the TRACLUS metrics. The angle distance dθ depends on the angle
θ, which itself is dependent on the vectors (ei − si ) and (e j − s j ) through
(e −s )·(e −s )

i
j
j
θ = arccos( ||(e −i s )||·||(
). So, any differences measured by the TRAe j −s j )||
i
i
CLUS metrics are also measured by the integration, albeit with a different
weighting, since a change measurable by d⊥ , d|| and dθ also results in a
change of the areas shown.
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This section explains the problem to be solved by this thesis and how the solution is
implemented. First, the type of data that is worked on is specified and what kind of
information is sought after. A proper representation and comparison of the data will
also be discussed. Once the problem has been defined, the implementation of a solution
will be explained. The implementation covers the aforementioned parts: how the data
is represented, how it is compared and how the desired information is extracted.

3.1. Problem
Given a set of trajectories, the goal is to group based on similarity measured by a metric.
The data can be GPS coordinates, object positions extracted from camera recordings,
etc. given as a series of spatial coordinates indexed by a time-stamp and trajectory ID.
While comparison and grouping using this raw data is possible, it presents problems
in terms of computation for large numbers of points and problems when comparing
trajectories with a large difference in the number of points describing them, since gaps
in the data need to be handled somehow.
One way of representing the data is geometrically, by defining a number of vertices and
edges that make up a trajectory. Using this representation, many points that (roughly)
form a line can be approximated by an edge between two vertices. The TRACLUS
algorithm introduced in [12] describes how such a thing can be accomplished. An even
better representation would be a functional one, since all advantages of the geometric
representation - fewer points, covering gaps, possibility of interpolating - are also
present in the functional one. A geometric representation can easily be created from
the functional one by evaluating with a number of samples to create a set of vertices.
Furthermore, the functional representation can be non-linear and analytical methods
can be used to determine attributes like maxima and minima, inflection points or
calculating integrals. For these reasons, using a functional representation is preferred
and it can be accomplished using sparse grid regression covered in section 2.1. Section
3.2 explains how the sparse grid regression is implemented for this thesis.
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Now a fitting metric to compare the trajectories needs to be chosen. One possibility is using a number of sample points across each trajectory and calculating the
distance between the samples. Using this approach presents a dilemma. If too few
points are used, larger changes that might occur on the trajectory between samples
can’t be detected and taken into account. A large number points on the other hand can
give a good enough resolution, but fewer evaluations would be preferable in terms of
computation. So, ideally the chosen measure should compare entire ranges instead of
only points to consider changes within the trajectories.
From the metrics introduced section 2.3, the integration and the weighted sum of
parallel, perpendicular and angle distance fulfill this requirement. Using the weighted
sum restricts the grid representation to linear basis functions, since the angle distance
between two curves can’t be calculated. It also raises the question of how the trajectories
are to be divided into segments. When a trajectory which is represented with a high
level grid is compared to one represented with a low level grid, a comparison approach
needs to be determined. The low level grid could be split into more segments to match
the high level grid or the longer segments of the low level grid could be compared with
multiple segments of the high level one. Using the integration for the metric avoids
this problem, while also enabling the use non-linear basis functions, thus taking full
advantage of the functional representation provided by the grid. For these reasons,
integration is used for this thesis.
Lastly the the trajectories need to be grouped based on the metric. However, since
the trajectories won’t have the same similarity value throughout their entirety, there
needs to be a way to deal with these changing similarities. Two trajectories might
have few differences for a majority of the range and large differences only in a small
range, so weighing overall similarity and local differences in favor of either changes the
grouping. To get around this dilemma, the trajectories can be split up into a number of
sub-trajectories and clustered separately to better take local differences into account.
But, this also raises the question of how many sub-trajectories should be created. Using
too many results in a lot of unnecessary clustering, using too few averages out too many
local differences. To solve this problem, a hierarchical split can be applied. With the
hierarchical split the trajectories can be split successively and comparing the clustering
results between consecutive levels can determine a balanced resolution. see figure 3.1
for an illustration of this process. Sections 3.3 and 3.4 cover the implementation of the
hierarchy and the clustering respectively.
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1
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2
2

2

1

1

Figure 3.1.: Since the functions pictured are overall more similar than different, measuring over the entire domain likely results in them being clustered together, as
indicated by the black bracket. Splitting the domain in two parts however
results in a different grouping in the first half. Splitting further doesn’t
result in any different clusters, making it unnecessary.

3.2. Grid Structure
Constructing grids for accomplishing the regression is realized with the SG++ framework [11]. The SG++ framework is mainly aimed at C++ development but also supports
Python and Java. SG++ also comes with some extensions for data mining, machine
learning and uncertainty quantification, among others. This thesis uses the learner
builder extension to construct the grids necessary for the regression. Unfortunately the
grids don’t allow to model functions with multidimensional outputs, which is why each
trajectory is modeled using several grids. For a d-dimensional trajectory with a-many
spatial components and a temporal component necessitates a-many one-dimensional
grids to be constructed for each trajectory.
The temporal component is used as input for the grids with the spatial coordinate
representing the output. The learner builder extension was developed using the fluent
interface design pattern. That means that the code uses method chaining to define the
instruction context for the grid construction. The learner builder also comes with a
CGSolver, enabling regression. To construct each grid, a number of options for the
leaner builder relating to the regression and adaptive refinement are set.
buildRegressor

Initializes the regressor.

withImax The maximum limit of iterations for the CGSolver.
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withLambda
withAccuracy

Specifies the regression parameter λ for the learner.
Defines the accuracy of the CGSolver.

withIdentityOperator Uses the identity operator for the regression.
withBorder(Types.BorderTypes.NONE) Specifies the modified basis function to be
used. Other options are COMPLETEBOUNDARY or skipping this option, which uses
grid points at the boundary and the standard basis function respectively.
withLevel Determines the starting level of the grid, giving it at least 2l − 1 grid points
before further refinement.
withAdaptPoints Specifies the maximum amount of points that can be refined with
each iteration.
withAdaptThreshold this threshold is used to decide whether a grid point that can
be refined is selected for refinement.
withItarationLimit

Sets the maximum amount of iterations for adaptive refinement.

3.3. Hierarchical Split
To generate the hierarchy of clusters, each grid is divided successively into ranges using
a binary split. Depending on the level l of the hierarchy this results in 2l sub-grids,
indexed by rl ∈ [0, 2l ]. Each of these sub-grids then gets integrated. The integration
acts as transformation into the feature space, where the d-dimensional feature vector
representing the trajectory consists of the integrals of the grids making up that trajectory.
Using this transformation, all sub-grids of the same level l and the same range rl get
clustered together using DBSCAN. So, the output is |rl | = 2l sets of clusters indexed by
k l,r , k l,r ∈ [0, |k l,r |] with |k l,r | denoting the number of clusters in range r of level l.
Note that the ”sub-grids” aren’t actual separate grids, since that would destroy the
hierarchical basis of the grid and introduce large errors in the regression. Instead, the
split defines the ranges to be integrated and clustered. The results of the clustering are
then passed on to the comparison to decide whether to continue splitting.
Additionally to determining the split progression, the maximum level is also defined by
searching for the maximum level of refinement of all grids. This maximum serves a as
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a final limit to the hierarchical split in case the stopping criterion is not reached during
the comparison phase. It is also used in the integration algorithm 3.5 to calculate the
integral of the sub-grids in the current level.

3.4. Clustering and cluster comparison
For the clustering the DBSCAN algorithm covered in section 2.3 is used. It is implemented with the help of the scikit [9] framework, where the parameters e and
minSamples determine the maximum distance between data points required to include
in a cluster and the minimum amount of points needed for a neighborhood to be
considered a cluster respectively.
The comparison algorithm examines the grouping of trajectories between the ranges in
two consecutive levels - the current level and the previous level - to determine whether
the splitting with the current level gives enough new information to warrant it. Since a
binary split is used, each range rl −1,i from level l − 1 is split into two ranges, rl,2·i and
rl,2·i+1 . These ranges each have a number of clusters k l,i,j indexed by their level l, range
index i and cluster index j. The algorithm compares each cluster k l −1,i,j of level l − 1
and range rl −1,i with each cluster in the ranges rl,2·i and rl,2·i+1 of level l.
The cluster comparison uses the hamming distance dh from 2.3 between clusters as a
basis for comparison. The input used for dh are the binary masks κl,i,j of the clusters.
The binary mask of a cluster is an m-dimensional vector, whose elements are either
1 or 0, depending on whether trajectory m is in the cluster or not. Using the binary
masks κl,i,j of two clusters from two consecutive levels and corresponding ranges, the
distance between two clusters is obtained. This is done for each cluster k l −1,i,j of level
l − 1 in range rl −1,i and the clusters k l,2·i and k l,2·r+1 of level l and ranges r2·i , r2·i+1 . The
hamming distance is divided by the number of elements in the binary mask to obtain
the distance as a ratio dmh . The ratio is then inverted to obtain the match ratio β = 1 − dnh .
The maximum match ratio between each cluster k l −1,i,j and the clusters k l,2·i is selected
and averaged over the number of clusters |k l −1,i | in rl −1,i of level l − 1 to obtain an
average maximum match for range rl,2·i . The average maximum matches for each rl are
then again averaged over the number of ranges 2l of the current level to obtain the final
match ratio ψ between the levels l − 1 and l. If the match ratio ψ is below a threshold
χ, the splitting algorithm continues, otherwise level l − 1 is set as the final level, since
the current level didn’t deliver enough new information.
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Algorithm 1 Splitting algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:

θm ← trajectory m
γm,d ← grid d of trajectory m
ρd,i ← grid point i of grid d
lmax ← 0
l←0
τ ← stopping criterion
δm ← integrals of trajectory m
cr ← cluster sets of range r
function MAXSEARCH(trajectories, grids, lvlmax )
for 0 ≤ m < |θ | do
for 0 ≤ d < |γm | do
for 0 ≤ i < |ρd | do
if lmax < ρd,i .l then
lmax ← ρd,i .l
end if
end for
end for
end for
end function
while l ≤ lmax do
δ ← INTEGRATE (lmax , l)
cl ← CLUSTER (|θ |, lmax , l)
if l > 0 then
ψ ← COMPARE (cl −1 , cl , l)
end if
if ψ < χ then
l ← l+1
else
return
end if
end while
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Algorithm 2 Clustering Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

θm ← trajectory m
γm,d ← grid d of trajectory m
δm ← integrals of trajectory m
cl,r ← cluster sets of level l and range r
xr,m ← feature vector of trajectory m in range r
xr,m,d ← feature vector element indexed by range r, trajectory m and dimension d
function CLUSTER(δ, θ, γ, lmax , l)
for 0 ≤ r < 2l do
for 0 ≤ m < |θ | do
for 0 ≤ d < |γm | do
lmax
a ← 2 2l
t· a
xr,m,d ← ∑it=
· a−1 δm,d,i
end for
end for
cl,r ← DBSCAN(xt , e, minSamples)
end forreturn cl
end function

Algorithm 3 Cluster Comparison
cl,r ← cluster sets of level l and range r
2: function COMPARE(cl −1 , cl , l)
3:
for 0 ≤ r < 2l −1 do
4:
for 0 ≤ k < |cl,r | do
1:

5:
6:
7:
8:
9:
10:
11:

dh (cl −1,t,k ,cl,r·2,i )
)
|θ |
dh (cl −1,t,k ,cl,(r·2)+1,i )
argmaxi (
)
|θ |

hl,r·2,k ← 1 − argmaxi (
hl,(r·2)+1,k ← 1 −
end for
end for
hl,r ← ∑ hl,r,k
return ψ ← ∑r hl,r
end function
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3.5. Integration
The grids built with the learner builder do not allow, as of now, definite integration
other than the full range. Instead the integration is accomplished manually using a
bottom up approach. Since the grid is linear, as defined in section 3.2, that means that
the function between two consecutive grid point coordinates is linear. Also, since each
dimension of the data set is modeled by its own grid, the integration gets simplified
even further. That means that the area between two consecutive grid points is spanned
by a trapezoid, which can be integrated using the following formula:

(b1 + b2 · h)
2
where b1 and b2 are the values of the grid at the grid point coordinates and h is the
length of the range. The length of the range is determined by the level l with the
formula 21l However, the ranges defined by the splitting algorithm may not include
enough or any grid points at all, in which case the grid is evaluated at the edges of the
given ranges to get the needed values for b1 and b2 . The results of the integration of
each range given by the splitting algorithm are then stored in a list for each trajectory.
To get the result for a lower level, several of the results from the lowest level are simply
summed up, corresponding to the current level. For a current level l and a maximum
level lmax , lmax
l elements of the list are summed up to obtain the area for the current
level. So for a level l divided into the ranges |rl | = 2l , the integral of the sparse grid
approximation um,d ( x ) of trajectory m and dimension d from rl to rl0 is
Z r0
r

(r +1)· lmax
l

um,d ( x )dx =

∑

(um,d (i ·

i =r · lmax
l

1
2lmax

) + um,d ((i + 1) ·
2

1
2lmax

)) · h

Note that the summing of the trapezoids happens right before the clustering, which
why it is in algorithm 2 instead of algorithm 4.
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Algorithm 4 Integration Algorithm
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

θm ← trajectory m
γm,d ← grid d of trajectory m
δm ← integrals of trajectory m
uγm,d ( x ) ← evaluation of grid γm,d at coordinate x
dh ( x, y) ← hamming distance between clusters x and y
function INTEGRATE(θ, γ, lmax , δ)
for 0 ≤ m < |θ | do
for 0 ≤ d < |γm | do
for do0 ≤ i < 2lmax
1
b1 ← uγm,d (i · 2lmax
)
1
b2 ← uγm,d (i + 1 · 2lmax
)
1
h ← 2lmax
δm,i ←
end for
end for
end for
end function

(b1 +b1 )·h
2
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The implementation covered in the previous section will first be verified with artificial
data. Real data is then used to test the implementation.

4.1. Artificial Data
This section presents results obtained by applying the implementation from section 3
on artificial data sets. The first data set, created with four functions f : R → R2 , is used
to adjust the values for the parameters of the regression, the CGSolver, DBSCAN and
the cluster comparison. That means that the results for this data set are predetermined
and the parameters are adjusted to achieve the desired result. These adjustments serve
as a baseline for further analysis in two more artificial data set and a real data set.
Figure 4.1 shows the expected outcome of the clustering.
The four functions are a sine function f sin (t) = (sin(2πt), 0)T , a parabola f parab (t) =
(t2 , 0)T and two lines f 0.9 (t) = (0.9, 0)T and f 0.01 (t) = (0.01, 0)T . These functions are
then evaluated with a set of samples T with | T | = 25 taken from the uniform distribution uni f (0, 1). The sample and value pairs for each function represent a trajectory on
which the sparse grid regression is performed with the following parameters:
• withIdentityOperator
• withAccuracy: 0.0001
• withImax: 500
• Modified basis function
• withLevel: 2
• withAdaptThreshold: 0.0001
• withAdaptPoints: 4
• withLambda: 1 · 1−6
• withItarationLimit: 8
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This results in four sets of two grids, one for each function and dimension respectively.
Figure 4.2 shows the samples and grid regression of all four functions.
Afterwards the grids are split and integrated using the algorithms introduced in sections
3.3 and 3.5 up to level four. Clustering and cluster comparison functions as described
in 3.4 and 3.4, but the stopping criterion is skipped to ensure it continues through four
levels. The parameters are set to eps = 0.13 and minSamples = max (|θ | · 0.05, 1), where
|θ | is the number of trajectories. The figures 4.3, 4.4, 4.5, 4.6, 4.7 shows the ranges to be
clustered and the clustering results for each level up to level four and illustrates the
hierarchical clustering process level by level. The results of the comparison between
levels are shown in table 4.1. Additionally, the mean-square-error (MSE) between the
samples and the approximation is calculated and the integration algorithm from 3.5
is compared to the built-in integration of the learner builder framework as well as
analytical integration. The MSE for a trajectory m is calculated by
|T |

1
(um (t) − f (t))2
| T | i∑
=1
Table 4.3 shows the MSE of the grids and table 4.2 shows the comparison between the
different integration methods.
Considering the MSE and clustering results, the parameters chosen serve as a good
baseline and will be used for further testing. As for the stopping criterion χ, when
looking at table 4.2 it can be seen that the two highest match rates are between, levels
1 → 2 ≈ 0.948 and 3 → 4 ≈ 0.992. The χ should be set low enough to detect level 3 as
the stopping point , but not so low that it stops at level 1. So the value for χ is set at
the upper end of the range [0.95, 0.99] with χ = 0.99.
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Figure 4.1.: The figure shows the expected results for the clustering of f sine (blue),
f parab (purple), f 0.9 (green) and f 0.01 (red). The dashed and dotted vertical
lines and the brackets at the bottom show the ranges to be integrated and
clustered for each level up to l=4. The numbers pointed to by the brackets
denote the expected number of clusters for the range covered by the bracket.
The black dotted lines between cluster numbers group together two ranges
that have been created through the binary split of the corresponding range
of the previous level. Level 4 is when the comparison is supposed to fulfill
the stopping criterion, which means that level 3 is to be selected as the final
level of the hierarchy.
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Figure 4.2.: The result of the sparse grid regression for the functions f sine (orange), f parab
(red), f 0.9 (blue) and f 0.01 (green) The parameters chosen for the regression
are 10−4 for accuracy with an iteration limit of 500. The grid is set to
adaptive refinement with a starting grid of level 2, λ = 10−6 , adaptation
threshold 10−4 or 4 points and an iteration limit of 8. The basis function is
the modified hat function.
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Figure 4.3.: The top left figure shows the approximations for the range r0,0 of size
1
= 1.0. The top right figure shows the same functions transformed into
20
the feature space. Since the second feature is always zero, the points are
arranged in a line. Further feature space plots will be omitted for this data
set, because the set is small and clear enough that they aren’t needed. Note
that the colors in the feature space plot don’t correspond to the function
plots. The bottom figure shows the clustering result. The green and red
dots represent the start and end points of trajectories, while the blue dots
denote the clusters. An edge between a green or red dot with a blue dot
means that the trajectory is included in that cluster.
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Figure 4.4.: The top two figures show the approximations for the ranges r1,0 and r1,1 .
On the bottom, the clustering result as before. A path from the green
starting point to the red end point of a trajectory m through the layers of
clusters shows the clusters in which m is included. Note that the number of
layers, or "rows" with clusters (blue) is equal to number of ranges 2l of level
l. The layers are ordered from top, representing rl,0 , to bottom, representing
rl,2l −1 .

32

4. Experiment and Results

Figure 4.5.: As before, the figures show the ranges and clustering results. When compared to the result of figure 4.4, few changes in the clustering can be seen,
but since the level is still low and thus the number of ranges small, the
changes are on average substantial enough to continue the splitting. The
plots showing the ranges will be omitted for the following results, because
they become too numerous to list
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Figure 4.6.: Level 3 of the hierarchical clustering. Compared to the previous level, more
changes in the clustering have occurred, but because of the fast growing
number of ranges the comparison result ψ2,3 is very similar to the previous
one, as can be seen in table 4.2. The "cycles" between clusters (blue) are
simply curved edges, which are used when multiple trajectories in a cluster
have the same destination. They show to which cluster the trajectories
belong in the next lower layer.

Figure 4.7.: This figure shows the maximum level for the first artificial data set as
defined earlier. The results are as expected (cf. figure 4.1). Row 4 of table
4.2 shows the comparison result ψ3,4 between this figure and figure 4.6.

34

4. Experiment and Results

Table 4.1.: Integration errors between the trapezoid method from 3.5 and analytical
integration
function

analytical - trapezoid

built-in - trapezoid

f sine
f parabola
f 0.9
f 0.001

−0.000739156092167
−0.000427681250475
1.99169976223e − 06
4.04098672688e − 09

−0.000260839866846
−5.55111512313e − 17
0.0
0.0

Table 4.2.: Cluster comparison results for the functions f sine , f parab , f 0.9 and f 0.001
compared levels

ψ

0→1
1→2
2→3
3→4

ψ0,1
ψ1,2
ψ2,3
ψ3,4

= 0.875
= 0.947916666667
= 0.9375
= 0.9921875

Table 4.3.: MSE of f sine , f parab , f 0.9 and f 0.001
function

MSE

f sine
f parabola
f 0.9
f 0.001

1.9007495908300165e − 05
6.7947239158459072e − 06
2.7005102857297119e − 12
3.4028805049245525e − 18

The next two data sets are created with a third order polynomial
f poly ( x ) = ax3 + bx2 + cx + d
where the coefficients a, b, c, d are sampled from a uniform distribution uni f (−1, 1),
with evaluations of the functions clipped outside of [−1, 1]. These act as test for the
parameters determined through the previous set. First a set of | I | = 25 one-dimensional
trajectories
f poly,i = ( ax3 + bx2 + cx + d, 0)T
sampled with | T | = 25 samples from uni f (0, 1) is created.
Secondly, a set of 25 two-dimensional trajectories
f poly,i = ( ax3 + bx2 + cx + d, ax3 + bx2 + cx + d)T
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with the same sample size and distribution. Both sets use the same set of parameters,
which was set earlier based on the training set.
Figure 4.8 shows the regression with an average MSE of ≈ 1.3 · 10−5 of the onedimensional set. Since the function values are clipped, they start off uniformly distributed along the x-axis and converge to −1 or 1 at the end but there are also a number
of trajectories clustering around t ≈ 0.6 to t ≈ 0.8. Because of this one would expect
more and smaller clusters in ranges rl,i with low index i and fewer, larger clusters
for ranges with a higher index. Figure 4.11 shows the final level of the clustering,
showing a larger number of clusters at the start, reaching the maximum number of
clusters at r5,11 (around t ≈ 0.35) . Past the half-way point the number of clusters start
dropping, before increasing again when the trajectories that meet at around t ≈ 0.6 to
t ≈ 0.8 break apart, and ending with a low number of clusters. The maximum level
of refinement for all trajectories was 5, with the final level of the hierarchy also at 5,
indicating that the stopping criterion χ was set too high. Comparing the results of level
5 to level 3, the basic structure with higher number of clusters at the start, maximum
at around t ≈ 0.35, dropping number of clusters with a short spike at the end, is also
present in that level.
The regression result of the two-dimensional set is shown in figure 4.8b and has
an average MSE of ≈ 2.7 · 10−5 . Trajectories start off near the middle and converge
towards the edges, similar to the one-dimensional set. Like in the one-dimensional set,
the number of clusters should be larger for rl,i with a low index and smaller for rl,i with
a high index. Figure x shows the final level of the hierarchy. While the progression is
as expected, the large number of single-element clusters near the start indicate that
either the e-neighborhood is too small or that the number of trajectories is too small.
Looking at figures x and y, the feature space plots of level 0 for the one-dimensional
and two-dimensional sets respectively shows that the added spatial dimensions results
in a sparsely filled space.
Considering the results of these tests, the stopping criterion χ will be set to 0.97
to avoid excessive splitting like in the one-dimensional data set. The e parameter will
be kept at 0.13, since the real data set that will be covered shortly has a much larger
number of trajectories.The parameter minSamples is set to max (0.05 · |θ |, 1), meaning
that a neighborhood needs to include at least 5% of the trajectories to be considered a
cluster.

36

4. Experiment and Results

(a) Regression result of 1D polynomials

(b) Regression result of 2D polynomials

Figure 4.8.: Figure (a) shows the regression of the one-dimensional set of 25 trajectories
created with f poly , figure (b) shows the regression for the two-dimensional
set.

(a) feature space of level 0 for 1D polynomials (b) feature space of level 0 for 2D polynomials

Figure 4.9.: Figure (b) shows that the addition of one spatial dimensions ...Note that
due to the large number of clusters in figure (b), some colors are reused.

37

4. Experiment and Results

Figure 4.10.: Clustering results of level 3 of the set of one-dimensional polynomials.
The "criss-crossing" between the cluster "columns" show that there are
some trajectories close to more than one cluster, which causes them to
"hop" between them in the corresponding ranges of consecutive levels.
This keeps the comparison result ψ below the stopping criterion χ.
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Figure 4.11.: Clustering results of level 5 of the set of one-dimensional polynomials.
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Figure 4.12.: Clustering results of level 3 of the set of two-dimensional polynomials.

Table 4.4.: Cluster comparison results for the 1D set of polynomials
Compared levels

ψ

0→1
1→2
2→3
3→4
4→5

ψ0,1
ψ1,2
ψ2,3
ψ3,4
ψ4,5

= 0.89
= 0.91625
= 0.953214285714
= 0.978056547619
= 0.983598710317

Table 4.5.: Cluster comparison results for the 2D set of polynomials
compared levels

ψ

0→1
1→2
2→3
3→4

ψ0,1
ψ1,2
ψ2,3
ψ3,4
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= 0.977894736842
= 0.979833333333
= 0.984312030075
= 0.993017719209

4. Experiment and Results

4.2. Real data
The data set for this thesis was taken from [1]. It was collected using the smartphone application "Go!Tracks" [3][2], which tracks the users location using GPS data and records
their longitude and latitude in regular time intervals along with the date and time of day.
They were collected in the city of Aracaju, Brazil and used in [1] to develop a carpooling
recommendation system. Longitude and latitude were recorded with up to the 10th
decimal, an overly optimistic precision. The values for longitude and latitude were thus
truncated to the 4th fraction, which lies within ≈ 1m. The time-stamps were converted
into milliseconds, using the first recorded time stamp as a starting point. Trajectories
are identified through a unique ID, with many of them made up of only one or two data
points. All ID’s which have fewer than three points associated with them were dropped.
The regression was performed with the same parameters as the artificial data. For
clustering eps = 0.13 can’t be used directly, since the data has different scaling compared to the artificial data. Furthermore, latitude and longitude, denoted by x and
y, have different maxima and minima.
p So eps uses the scaled diagonal between the
two ranges of x and y: eps = 0.13 · ( xmax − xmin )2 + (ymax − ymin )2 The regression
parameters delivered fairly high MSEs, but a small adjustment of the iteration limit
of the refinement from 8 to 10 improved the overall average to an acceptable amount.
Table 4.7 shows the average MSE of the grids. Regression results are shown in figure
4.13. Looking at the figure, one can identify three rough types of trajectories: horizontal,
vertical and diagonal. When trying to "eyeball" clusters, one could group into around 5
to 7 clusters, 1 for horizontal trajectories, 1 for vertical and 2 to 4 for the diagonal ones
depending on how the distances between them are judged. Figure 4.15a, the feature
space for level 0, shows this assumption to be fairly accurate.
Going up one level, the plot of the trajectories in figure 4.14 reveals that there is no noticeable activity to be observed past the half-way point of the temporal-axis. Even level
3, with the trajectories split into 8 parts, reveals no visible activity. Investigating further
by looking at the feature space plots in figure 4.15 reveals that while the trajectories
are static in the second half, their coordinates are still far enough apart to be clustered
separately.
Since the second half of the trajectories don’t change, the clustering doesn’t either.
lvl
This results in faster increase in the overall average match rate for each level, since 22
ranges are guaranteed to have an average match rate of 1.0. Table 4.6 shows the cluster
comparison result. The clustering of the final level is shown in figure 4.17.
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Figure 4.13.: Regression result of the real data set.

(a) Plot of range r1,0

(b) Plot of range r1,1

Figure 4.14.: Figure (b) shows that there is no noticeable activity past t ≥ 0.5. This
either means that the recording has stopped or that the tracked subjects
are staying in place.
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(a) Feature space of range r1,0

(b) Feature space of range r1,1

(c) Feature space range r3,4

(d) Feature space of range r3,7

Figure 4.15.: The feature spaces of r1,1 and r3,4 through r3,7 confirm that there is no
change past t ≥ 0.5, but the trajectories still maintain a distinct grouping.
This means that the tracking hasn’t stopped, the subjects are just staying
in place.

Table 4.6.: Cluster comparison results for the real data set
compared levels

ψ

0→1
1→2
2→3

ψ0,1 = 0.929335370512
ψ1,2 = 0.967647058824
ψ2,3 = 0.977482811306
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Figure 4.16.: This figure shows the final level of the hierarchical split.
Table 4.7.: MSEs for the real data sets
grid

average MSE

longitude-grids
latitude-grids
overall

1.77182677139e − 05
0.000408587925849
0.000213153096781
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Figure 4.17.: Graph of the level where the stopping criterion χ was overstepped.
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5. Conclusion
This thesis proposed a solution to the problem of trajectory clustering. The goal was to
develop a method that takes local differences of trajectories into account while taking
advantage of a functional representation provided by sparse grid regression.
The hierarchy enables local differentiation by splitting the domain into segments. To
measure similarities of trajectories, the difference between integrals was chosen to take
advantage of the functional representation provided by the regression. Together with
the ability to choose different basis functions for the grid, it allows more flexibility than
the approach used in [12].
Verification with artificial data proved successful for both one- and two-dimensional
data. The parameter values determined through the first set achieved good results
for both polynomial data sets, with the exception of the stopping criterion in the 1D
case. The stopping criterion was set too high, which caused the hierarchical splitting to
continue to maximum refinement level. When the test with real data was performed, the
regression results were accurate after a slight adjustment of the number of refinement
iterations. Clustering achieved good results with the neighborhood size scaled to fit
the ranges of longitude and latitude. The cluster comparison ran into the opposite
problem from the 1D polynomial case. The lack of activity past the half-way point of
the temporal axis meant that all clustering past that point was identical for each level.
This causes the comparison value ψ to increase fast and reach the criterion early.
In summary, the parameters for the regression and clustering performed well, but
choosing the stopping criterion presents a trade-off between fidelity of local grouping
and computational efficiency. Setting it too high can cause the level and thus the
number of clustering operations to explode, even if each level only experiences minor
changes in the grouping of trajectories. Setting it too low means averaging out a lot of
local information, because of larger range sizes.
To deal with this problem hyperparameter optimization could be applied to find a value
for the stopping criterion that maximizes local fidelity while keeping the level as low as
possible. A more efficient option would be applying the concept of adaptive refinement
to the hierarchical splitting. Instead of re-dividing the entire domain for each new level,
splitting would only continue in the ranges where the comparison result lies below the
stopping criterion. This allows χ to be set low enough to avoid runaway splitting like
in the case of the one-dimensional polynomial data. It also allows for higher fidelity
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in areas where significant local differences are still present, even when clustering has
already converged in large parts of the domain, which was the case of the real data test.
Another aspect to be examined is the computational efficiency of the solution. Since each
spatial coordinate is represented by its own grid, they can be integrated in parallel. The
same applies to clustering the separate ranges in each level. The integration itself can
also be optimized, since the current implementation of storing a list of partial integrals
uses a lot of memory in large data sets with complicated trajectories. Calculating
the integrals as needed would save memory. This can be improved further by only
integrating the basis functions whose domain lies within the range to be examined.
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A. Real Data Plots

Figure A.1.: This figure shows the number of grid points for each grid.
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Figure A.2.: The MSE for all grids approximating longitude.

Figure A.3.: The MSE for all grids approximating latitude.
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Figure A.4.: Plot and feature space of range r0,0 .
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Figure A.5.: Plot and feature space of range r1,0 .

Figure A.6.: Plot and feature space of range r1,1 .
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Figure A.7.: Plot and feature space of range r2,0 .

Figure A.8.: Plot and feature space of range r2,1 .
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Figure A.9.: Plot and feature space of range r2,2 .

Figure A.10.: Plot and feature space of range r2,3 .
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Figure A.11.: Plot and feature space of range r3,0 .

Figure A.12.: Plot and feature space of range r3,1 .
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Figure A.13.: Plot and feature space of range r3,2 .

Figure A.14.: Plot and feature space of range r3,3 .
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Figure A.15.: Plot and feature space of range r3,4 .

Figure A.16.: Plot and feature space of range r3,5 .
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Figure A.17.: Plot and feature space of range r3,6 .

Figure A.18.: Plot and feature space of range r3,7 .
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A. Real Data Plots

Figure A.19.: Clustering result of level 0.

Figure A.20.: Clustering result of level 1.
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A. Real Data Plots

Figure A.21.: Clustering result of level 2, the stopping level.

Figure A.22.: Clustering result of level 3, the level where the stopping criterion was
overstepped.
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