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Abstract

Adaptive Mesh Refinement (AMR) plays a pivotal role in the balance of computational
cost and solution accuracy. The version of AMR shipped with the latest OpenFOAM release is capable of refining and coarsening hexahedral cells based on a solution variable
and a refinement range, both of which need to be specified by the user. Adaptivity in
this sense is rather naive and lacks generalized accuracy estimates derived from sound
mathematical reasoning.
The focus of this thesis is to develop an upgraded AMR algorithm that ensures the following two properties:
1. Guaranteed error bounds: The upgraded algorithm uses a refinement criterion based
on the concept of multiresolution analysis to ensure the boundedness of mesh coarsening error to that of the underlying solution scheme. Furthermore, the criterion is
fully automatic, leading to user independence from having to provide a value range.
2. Support for arbitrary cell types: A robust subdivision algorithm for cells of arbitrary
shapes is developed and implemented. This involves the decomposition of polyhedral cells into tetrahedra, followed by their recursive refinement and coarsening.
The revamped AMR algorithm promises accuracy to the order of a full grid of equivalent refinement. It leads to improved performance in terms of speed, CPU memory requirements, and storage. With support for arbitrary cell shapes, the AMR algorithm is
applicable to a wider range of cases. The impact of the thesis on these features is analysed
through a suite of benchmark simulations.
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1 Introduction
In this chapter, we start by understanding the importance of mesh adaptivity, and taking
a quick overview of the popular adaptivity techniques in literature. Next, we analyse the
merits and demerits of the adaptive mesh refinement algorithm shipped with the current
version of the open-source CFD framework OpenFOAM. Finally, we identify the gap in
the status quo and our requirements, and draw out the objectives of the thesis.

1.1 Motivation for Adaptivity
Consider an equation in x for which we seek a numerical solution in the domain Ω ⊂ [0, 1].
This equation is denoted as:
f (x) = 0

(1.1)

Assume that this equation has a continuous solution as shown in Figure 1.1.i. A numerical solution of this equation requires its discrete representation, which can be obtained
using several discretization methods.
Ax = b

(1.2)

The solution to this equation (exact or approximate) can be computed through a wide
array of numerical methods. This choice depends on several factors including, but not restricted to, the stability of the method, the accuracy of the solution, and computational
performance. In particular, let us consider the accuracy – in most cases, the solution
accuracy for a particular numerical method is directly proportional to how ’refined’ the
discretization (in simpler words, the “mesh”) is. For the same domain size Ω, a mesh
with 60 uniformly-sized elements leads to a more accurate solution than a mesh with 30
uniformly-sized elements, which again is more accurate than one with just 15 uniformlysized elements (see Figures 1.1.ii-iv). A mesh that has all elements of the same size is called
a static uniform (SU) mesh.
On the other hand, as the number of elements in the mesh increases, so does the computational cost and solution time. Therefore, the standard approach with SU meshes is to
find a balance between accuracy and cost. This is usually a challenging problem, since it
is hard to know the optimum mesh size beforehand. Also, there is no guarantee that such
an optimum SU mesh exists – one might need to completely compromise on the computational cost to preserve the accuracy. The way out from this situation is to make an educated
guess about where the mesh might need refinement. Thus, the mesh has regions of high
and low refinement depending on our guess. Such a mesh is called a static refined (SR)
mesh. Although still a hard problem, it is nevertheless an easier approach than the one
of finding an optimal SU mesh, and works fairly well with steady-state problems. Figure
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f (x)

(i)

(ii)

(iii)

(iv)

(v)
Figure 1.1: (i) The exact solution for Equation 1.1. The approximate solution for that equation are
shown for static-uniform meshes with 60 (ii), 30 (iii) and 15 (iv) elements. (v) shows the
solution on a static-refined mesh.
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g(x, t1 )

(i)

(iii)

(v)

(iv)

(vi)

g(x, t2 )

(ii)

Figure 1.2: (i) and (ii) show the solution to Equation 1.3 at times t1 and t2 respectively. A staticrefined grid works well for t1 (iii), but fails for t2 (iv). On the other hand, an adaptively
refined/coarsened mesh adapts itself to the solution with time as seen in (v) and (vi).

1.1.v shows an example of a very nice guess of an SR mesh. Note that, since the regions
to be refined are essentially chosen heuristically, SR meshes usually grossly overestimate
them. In other words, SR meshes are more often than not many times more refined than
needed for an accurate solution.
SR meshes lose their advantage in case of transient problems. Consider for example a
time-dependent equation:
g(x, t) = 0

(1.3)

This equation has two different solutions at times t1 and t2 , as shown in Figure 1.2.i-ii.
Now, an SU mesh generated for this problem might work well for t1 (Figure 1.2.iii), but
there is no guarantee that it will maintain its accuracy at other times. Its failure can be seen
at t2 (Figure 1.2.iv).
Transient problems are quite common in industrial design and analysis scenarios, for
example in multiphase flow phenomena, shock development, heat transfer, etc. It is of
paramount importance, therefore, to find a solution to this issue. And the solution comes

3

1 Introduction
in the form of an adaptively refined/coarsened (AR/C) mesh. At a given time t, this
mesh possesses the same properties as an SR mesh – it is only refined in regions that need
finer representation. The difference between an SR mesh and an AR/C mesh is that, as
the solution changes with time the latter adapts its coarse and fine regions accordingly,
ensuring that the accuracy of the solution is maintained throughout the transient simulation with
the most optimal mesh size. For example, in Figure 1.2.v-vi, we see that the cells near the
center of the domain are refined at time t2 to capture the sharp change in the solution. On
the other hand, cells near the two ends get coarsened since the solution there is sufficiently
smooth. We say that the mesh has ‘adapted’ itself to the solution.
Several questions come up at this point. What is the criterion to decide when a cell
needs refinement or coarsening (or nothing)? How can we ensure the boundedness of
the error? How does the adjacency of non-similar cells affect the solution? In terms of
implementation, what type of cells can participate in this approach, and how? How does
the computational benefit of AR/C meshes outweigh the added cost of refinement and
coarsening? How does the performance of AR/C meshes scale with their size? Are they
efficient in parallel? Over the course of this thesis, we try to look for answers to some
of these questions. Let us start by getting familiar with different ways of incorporating
adaptivity in AR/C meshes.

1.1.1 Adaptivity Techniques: Status Quo
Starting from the eighties, adaptive mesh refinement has garnered strong attention in
the field of CFD – since then several techniques have been developed that answer the
questions raised in the previous section. The most significant of the questions is the one
about the criterion for refinement and coarsening. The definition of this criterion can be
conceptually put into three major categories: output-based, truncation error-based, and
smoothness-based.
The first category is output-based adaptation, which adapts the mesh to improve the
accuracy of a chosen functional. This functional is an indicator of an integrated physical
quantity of significance to engineers. For example, in aerodynamics, this could be the lift or
drag coefficient. In combustion simulations, it could be the reaction rate. A posteriori error
estimates using the adjoint equation are a natural way to compute errors on functionals [5].
The main drawbacks of this approach are its computational cost and memory requirements
(almost a tenfold increase [10]). Considering these points, use of an adjoint-based error
estimator makes sense only if the core solver is also based on an adjoint approach.
The second category, truncation-based adaptation, relies on estimating the numerical error between the continuous operator and the discrete operator and using this as the driver
for adaptivity. The simplest and most direct approach is the Richardson extrapolation [14]
– we compute the solution again on a finer grid (say with spacing ∆x/2) which we refer
to as xf . The error is then simply a measure of the difference between xf and x. Since this
requires solutions on a finer grid to evaluate the quality of the solution on a coarser grid,
this approach is often infeasible in industry. Jasak et al [8] provide a way of computing this
error only from x via a Taylor series error estimate. This estimator underestimates the error, involves a tensor product (and hence is relatively expensive), and works well only for
semi-structured grids. For a more thorough exploration of output-based and truncationbased error estimators, refer to [10].
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Finally, we take a look at smoothness-based error estimators. Since their evaluation
is spatially local and simple, their relative inexpensiveness gives them a computational
advantage over the previous two techniques. The simplest approach is to measure the
local gradient of a flow variable and to refine the mesh in regions where this gradient is
“sufficiently” large. There are two problems with this: (1) How do we define “sufficiently
large”? (2) How does this criterion deal with the difference between coarse and fine grids?
Clearly, the criterion has to be stricter on coarser grids than on fine grids. The answers to
these problems come in the form of Multiresolution Analysis (MRA).
The basic concept of MRA is succinctly stated by Cohen et al [2]: “Given a finite volume
scheme which operates on a fine mesh, the multiresolution representation of the numerical solution
in terms of cell averages on a coarse mesh and detail coefficients at intermediate scales is used at each
time step to indicate the local smoothness of the solution.” Thus, the final mesh is a hierarchy of
progressively finer meshes overlayed on the coarse mesh. The so-called detail coefficients
represent the gain in resolution we would obtain with a shift from coarse level to a finer
level. This shift from coarse to fine is made only if the detail coefficient of a cell exceeds
a certain threshold. As a result, the fine meshes are active only on a subdomain of Ω; this
saves us memory and computation time. MRA is also independent of the dimensions and
range of the refinement variable, and provides us with an estimate of the relative accuracy
of the solution.

1.2 Adaptive Mesh Refinement in OpenFOAM: Status Quo
In this section, we focus our attention on the nature of adaptive mesh refinement offered
by the open-source CFD framework “OpenFOAM”. This thesis was carried out at SimScale GmbH, a company based in Munich. SimScale provides a web-based platform for
computer-aided engineering based on cloud computing. The backend of the platform uses
open source codes: OpenFOAM is the core of the CFD functionality.
OpenFOAM (Open-source Field Operation And Manipulation) [7] is a CFD toolbox that
occupies the intersection between “robust and scalable CFD code” and “open- source software”. Established in the eighties, this powerful general purpose simulation platform has
gradually come to be accepted by both industry and academia. It is developed in C++ for
its modularity and object-orientation. The suite of solvers it provides covers a broad range
of physical phenomena, such as compressible and incompressible scenarios, buoyancydriven flows, heat transfer and combustion, multiphase flows, particle-fluid interaction,
molecular dynamics, and electromagnetics – each with support for RANS and LES. These
features can be used on static and dynamic meshes, with the option of deformation and
adaptive refinement/coarsening.
Mesh adaptivity was introduced in OpenFOAM with Release 1.7 in the year 2009; however, its core functionality has not changed much since. Without diving into technical
details, a qualitative understanding of its functioning is best achieved by breaking it down
into parts. A more detailed description of the algorithm is given in later sections.
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1.2.1 Criterion
As already argued in the previous section, robust adaptivity calls for a rigorous criterion.
The one used by OpenFOAM is based on the value of a flow variable u. At any time
instance, a cell is refined to eight child-cells if the value of u in that cell lies within a predefined range Λu = [umin , umax ]. On the other hand, if the value lies outside this range for
a group of child-cells, they are coarsened to their parent-cell. The choice of both u and Λu
is left to the user.
Although simple and straightforward to understand, this criterion has several drawbacks. First, the selection of Λu is not always trivial. Sometimes, the objective of adaptivity
is to capture sharp changes in u. A good example for such a class of simulations is multiphase flows – there it is essential that the interface between phases is resolved to a fine
level of detail. Since the phases are represented by a pseudo-boolean indicator (say α)
between a fixed range (usually [0, 1]), it is understood that Λu should be chosen around
[0.01, 0.99], which is the range in which the interface lies.
Another class of simulations that need resolution of sharp changes is compressible flows.
Such cases frequently possess a phenomenon called a shock, which is an interface along
which physical quantities undergo a sudden and drastic change. Capturing these shocks
is crucial for the accuracy and stability of the simulation. For these scenarios, it is tough
to know the range of u across the shock beforehand. A workaround would be to use the
gradient k∇uk as a measure of change. Even then, the question of “How smooth is smooth
enough?” remains unanswered. This becomes even harder for problems where u is smooth
throughout the domain. How do we choose the right Λu ?
The second and more detrimental issue is the lack of feedback from the accuracy of
the solution. Throughout the simulation, the refinement range Λu is pseudo-static, i.e. it
either remains unchanged, or can be manually altered by the user through a dictionary. It,
however, has no direct link with the error in the solution. This means that there is no way
for us to specify a Λu that would guarantee an order of accuracy.
Finally, the question remains open on the choice of u. Which flow variable would ensure
that we capture all the nuances of the flow? Would we need more than one variable as
criteria for driving adaptivity? OpenFOAM’s AMR does not answer these questions.

1.2.2 Valid Cells
The AMR algorithm of OpenFOAM has a limitation on the validity of cells - it can only
refine cells that are hexahedral. The precise definition of hexahedral cells and the reason
why the algorithm is restricted to them is presented in a later section; for now, it is sufficient
to know that the adaptivity in OpenFOAM cannot treat all cell-types. This effectively
means that, unless the mesh is purely hexahedral, there will exist some cells that cannot
be a part of the adaptivity.
A majority of industrial simulations involve complex three-dimensional geometries, and
their discretized versions invariably contain non-hexahedral cells. In fact, the number of
non-hexahedral cells for internal flow cases is comparable to the number of hexahedral
cells. In such situations, the cell-type restriction turns into a roadblock for AMR solutions.

6

1.3 Towards Better Adaptivity
In summary, the three most significant drawbacks of mesh adaptivity in OpenFOAM
are:
A. The need for manually specifying the refinement range and the variable
B. Lack of feedback to the AMR algorithm from the error in the solution
C. Restriction on the type of cells that can be treated in the algorithm to hexahedral cells

1.3 Towards Better Adaptivity
In light of the problems with AMR in OpenFOAM that were identified in the previous
section, the focus of this thesis is two-fold: (1) to incorporate adaptivity that is independent
of the range and dimensions of the refinement variable and that gives us an estimate of
relative accuracy, and (2) to enable the refinement and coarsening of meshes comprised of
arbitrary cell-shapes.
In section 1.1.1, we concluded with a brief overview of multiresolution analysis. This is
in fact exactly the tool that we need to fulfill objective (1). MRA is principally independent
of the variable being used for refinement. Moreover, it is capable of assuring us relative
accuracy, i.e. it can state that the solution accuracy will have a lower bound as a fraction
of a certain reference accuracy. Both these features of MRA make it the candidate of choice
for improving adaptivity in OpenFOAM.
The strategy to deal with arbitrary cell-shapes should have the following characteristics:
• Support for refinement and coarsening of arbitrarily high levels: This means that, independent of how many times the cell in question has been refined/coarsened, the strategy
must be capable of further subdividing/combining it until the maximum/minimum
bounds are reached.
• Recursive structure: This means that the strategy for refining/coarsening a cell should
not change based on how many times that cell has already been refined/coarsened.
This is important to satisfy the first requirement.
• Maintaining cell quality: The quality of cells is of utmost importance in CFD simulations – the strategy should provide quantified bounds on the quality of cells produced after refinement/coarsening.
One such strategy is to break polyhedral cells (except hexahedral cells) into tetrahedra
and then implement a refinement/coarsening scheme for tetrahedra in addition to the existing hexahedral scheme.
The thesis thus follows the following order of execution: first, we define and implement an adaptivity criterion based on the foundation of multiresolution analysis. Once
the criterion is in place, this then sets the stage for implementing recursive refinement and
coarsening of cells of arbitrary shape. With the objective of the thesis clear, let us move
on to understand how MRA works and fits into the scheme of things for adaptive mesh
refinement in OpenFOAM.
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2 On Assuring Relative Accuracy of the
Solution
This chapter starts by introducing the basic concept of multiresolution analysis. This is followed by an explanation of how it is put to use in the adaptive mesh refinement algorithm.
Finally, we take a look at multiresolution analysis for tetrahedra.

2.1 Multiresolution Analysis Concepts
Consider a generic problem for which we seek a numerical solution:
∂t u + Divx f (u(t, x)) = 0,

t > 0,

(2.1)

with an initial value of u(t = 0, x) = u0 (x). When using finite volume schemes to solve
such equations numerically, the solution is discretized through cell-averages. The spatial
domain S is partitioned into cells Ωγ : γ ∈ S. Our objective is to find the approximate
solution unγ of the exact averages unγ of u at discrete times n∆t, i.e.
unγ

≈

unγ

1
:=
|Ωr |

Z

u(n∆t, x) dx.

(2.2)

Ωr

Applying Gauss’ divergence theorem to Equation 2.2 and integrating over a time-step,
we get
un+1
γ

=

unγ

1
−
|Ωr |

Z (n+1)∆t Z
n∆t

f (u(t, x)) · nγ (x) dx dt,

(2.3)

∂Ωr

where nγ (x) is the outer normal vector to Ωr . A finite volume scheme to this equation
has the form
un+1
= unγ −
γ

∆t X
n
|Γγ,µ |Fγ,µ
,
|Ωr | µ

(2.4)

where the sum is over all cells µ 6= γ such that the interface between cells Γγ,µ = Ωγ ∩ Ωµ
n is the approximation of the average flux across this interface.
is not trivial and where Fγ,µ
This approximate flux is computed using the values unλ , λ ∈ S. The choice of λ determines
n + F n = 0,
the order of flux computation. The scheme is said to be ‘conservative’ if Fγ,µ
µ,γ
i.e. if the flux from cell Ωγ into Ωµ is the same as the other way round.
Finite volume multiresolution is based on considering nested discretizations: for j =
0, 1, · · · J, we construct the final mesh from regular disjoint partitions (Ωγ )γ∈Sj of Rd such
that each Ωγ is the union of a finite number of cells (Ωµ )µ∈Sj+1 . Here, the index j refers to
the scale level. This means that each cell of a coarser level can be constructed as an integral
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Uj

1

2

j
Pj−1
Uj

3

Pjj−1 Uj−1

5

Uj−1

2.5

1.81 3.19

1

(i)

2.5

6.5

(ii)

Figure 2.1: (i) Projection of fine-grid values on to the coarse grid. This operation is uniquely defined. (ii) Prediction of fine-grid values from coarse-grid values. The prediction operator needs to be consistent and local. The operator used is defined in Equation 2.15

combination of cells from higher levels. For conceptual purposes, we here refer to the most
basic example of univariate dyadic intervals
Ωγ = Ωj,k := [2−j k, 2−j (k + 1)],

γ ∈ Sj := (j, k); k ∈ Z.

(2.5)

To define the multiresolution decomposition, we first need to define two operators,
namely projection and prediction.
Projection: Consider a vector Uj := (uγ )γ∈Sj of discrete data on the grid Sj . If we think
of this vector as representing the cell-averages of some function u, i.e,
uγ :=

1
|Ωγ |

Z

u(x) dx,

(2.6)

Ωγ

j
, which maps Uj to Uj−1 , i.e. it maps the fine
we can introduce a projection operator Pj−1
grid data to the next coarse grid level. This is because the partitions are nested – we obtain
the averages at the coarser level by

uγ =

X
1
|Ωγ | |µ|=|γ|+1,Ω

|Ωµ |uµ .

(2.7)

µ ⊂Ωγ

Using µ and γ, we denote the level-indices. Absolute values |.| are used to account
for negative values that are theoretically allowed for them. Thus, Ωµ refers to the finelevel grid, and Ωγ refers to the grid which is one level coarser. For the interval defined
as 2.5, this is equivalent to averaging the averages at the finer level, i.e. uj−1,k = (uj,2k +
uj,2k+1 )/2. It is clear that from the data of UJ (the data at the finest mesh level) one can
j
derive UJ−1 , UJ−2 , · · · , U0 by iterative application of the operators Pj−1
. See Figure 2.1.(i)
for an example of projection.
Prediction: The prediction operator Pjj−1 maps Uj−1 to an approximation Ûj of Uj . In
contrast to the projection operator, there are infinite choices for the definition of the prediction operator, but two constraints are imposed:
• The prediction is local, i.e. ûµ depends on the values uγ on a finite stencil Rµ surrounding Ωµ
• It is consistent with the projection, in a sense that
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X

|Ωγ |uγ =

|Ωµ |ûµ ,

(2.8)

|µ|=|γ|+1,Ωµ ∈Ωγ

i.e. it is conservative with respect to the coarse grid cell averages. This implies that
j
Pj−1
Pjj−1 = Id.
An example of such a reconstruction operator is
ûµ = ûγ ,

if Ωµ ⊂ Ωγ

(2.9)

See Figure 2.1.(ii) for an example of prediction. With these operators in hand, we can
now define the multiresolution decomposition of the solution. The prediction error at
level j can be defined as the difference between the exact and predicted values, i.e.
dµ := uµ − ûµ

(2.10)

From the consistency assumption of Equation 2.8, it is clear that this error satisfies the
relation
X

|Ωµ |dµ = 0.

(2.11)

|µ|=|γ|+1,Ωµ ∈Ωγ

Thus, there exists a redundancy in the reconstruction of coarse level values from the
fine level values. This redundancy suggests that we select a set ∇j ⊂ Sj obtained by
removing for each γ ∈ Sj−1 one µ ∈ Sj such that Ωµ ⊂ Ωγ . We define the detail vector Dj =
(dµ )µ∈∇j . In the univariate dyadic case, this vector is simply defined as Dj = (dj,k )k∈Z with
dj,k = uj,2k − ûj,2k It is then clear, that there is a one-to-one correspondence between Uj
and (Uj−1 , Dj ) which can be implemented using the operators projection and prediction
operators. In other words, we can reconstruct the coarse grid values from a combination
of the fine-grid values and the detail vector and vice-versa.
By iteration of this decomposition over all refinement levels, we obtain a multiscale representation of Uj in terms of Mj = (U0 , D1 , D2 , · · · , DJ ) with optimal complexity O(NJ ),
where NJ is representative of the cardinality of UJ . This transformation is defined as the
operator
M : UJ 7→ MJ .

(2.12)

2.1.1 Compression
We now have in place a way to decompose the data on the finest grid into coarser and
coarser levels through the detail vectors (see Figure 2.2). The next step is to use this representation for data compression. We define a set of indices Λ ⊂ ∇J where ∇J is the superset of all indices {λ0 , λ1 , · · · , λJ }, such that given a set of level-dependent thresholds
{0 , 1 , · · · , J },
Λ = Λ(0 , 1 , · · · , J ) := {λ : |dλ | ≥ λ }.

(2.13)
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U3
1

1

2

3

5

7

13

21

U2

d2
1

2.5

6.5

17

U1

0.19

0.19

0.31

2.69

d1
1.75

11.75

U0

0.5

4

d0
6.75

5

Figure 2.2: Multiresolution decomposition of fine-grid data into coarse-grid data and detail coefficients. Data at fine-level can be obtained by a combination of the predicted data (using
the coarse-level data) and the detail at that level. In this example, a third-order prediction operator is used as defined in Equation 2.15.

The construction of this set is defined as an operator TΛ . The application of TΛ on the
multiscale decomposition of UJ amounts to building a nonlinear approximation AΛ UJ ,
where the operator AΛ is given by
AΛ = M−1 TΛ M.

(2.14)

The nonlinearity of AΛ arises due to the dependence of Λ on UJ according to Equation 2.13. The reason why thresholding is important to us is its ability to adaptively
resolve piecewise smooth functions since the non-thresholded details in the finer scales
are expected to be concentrated near isolated singularities in the solution. Even for globally smooth functions, thresholding ensures mesh refinement to the optimal levels and no
more. Such compression properties depend on some additional properties of the prediction operator Pjj−1 : prediction accuracy and multiscale stability.
Prediction Accuracy
This assumption talks about the order of accuracy N > 0 of the prediciton operator. According to [2], for all λ ∈ ∇J the absolute value of the detail coefficient dλ is bounded by
C2−s|λ| |u| for some s ≤ N and some constant C > 0. This means that the larger the value
of N (the order of accuracy of prediction) the faster is the decay of the detail coefficients.
For Pjj−1 defined according to Equation 2.9, the multiresolution is first order accurate. A
possible way to raise the accuracy is to define the prediction operator through a linear
combination of the values of the neighbors of the coarse cell. For example in the univariate
dyadic case, a third order prediction would be given by
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1
ûj+1,2k = uj,k + (uj,k−1 − uj,k+1 )
8
1
ûj+1,2k+1 = uj,k + (uj,k+1 − uj,k−1 )
8

(2.15)

Multiscale Stability
The second assumption controls the effect of thresholding on the resulting approximation
error between UJ and AΛ UJ . In essence, this means ensuring that for all ∇J ∈ S, the
grid is sufficiently refined to minimize the error due to thresholding. The way to do this
is through proper definitions of the level-dependent thresholds (j )j∈[0,J] . According to
the analysis in [2], the following definition of these thresholds is sufficient to ensure the
required bounds on the thresholding error.
j = 2d(j−J) 

(2.16)

where  is the reference threshold order specified by the user. [2] also provides a rigorous
mathematical proof for this claim. Also see [17] for an implementation example of an
MRA-based finite volume solver. The effects of changing the value of  have been analyzed
in detail in these references.
Tree-Structured Compression
The recursive nature of subdivision in MRA-based mesh refinement prompts the use of a
tree structure for the preserved indices Λ. If Ωµ ⊂ Ωγ with |γ| = |µ| − 1, we say that µ is a
“child-cell” of γ and that γ is the “parent-cell” of µ. The leaves L(Λ) of the tree are defined
as those indices λ ∈ Λ that do not have any children. L(Λ) defines the set of all cells that
are “visible”, i.e. those cells on which actual computation of the finite volume scheme
takes place. These cells store all flow variables on them. The larger set S(Λ) defines all
the Ωλ produced by the adaptive refinement process even at intermediate stages. For all
λ ∈ {S − L}, we have the “invisible” cells. These cells only store variable(s) used to drive
refinement.
We impose the following three restrictions on our tree:
1. We define a tree Λ as graded if for all µ ∈ Λ, the prediction stencil Rµ is contained in
S(Λ). Use of a graded tree is necessary to ensure efficient implementation of the decomposition and reconstruction operators (M and M−1 ). Note that, for a prediction
stencil of Equation 2.9, every tree is a graded tree.
2. We enforce the 2:1 rule of refinement, which states that adjacent cells may not have a
difference in refinement levels greater that 1. This is done to prevent large errors due
to non-orthogonality of cell-centres in two and three dimensions.
3. Based on the recommendations in [12], if C(Λ) is a set of all cells marked for refinement since their details |dj | are above the respective threshold j , every cell µ :
{µ shares a point with γ ∈ C} is required to be of the same level as its highest refined
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neighbour γ ∈ C. This is done to ensure that in each timestep the solution is retained
inside the same mesh level of accuracy.
Such a tree-based subdivision is an ideal approach for OpenFOAM, since its refinement
algorithm (see Section 3.1.2) is already octree-based.

2.1.2 Multiresolution of Tetrahedra
As already mentioned in Section 1.3, the solution to the problem of refinement of nonhexahedral cells in OpenFOAM is to break all (non-hexahedral) polyhedral cells into tetrahedra. For these tetrahedra to participate in the AMR algorithm, we need to (i) establish
a way of conducting valid MRA on them, and (ii) enable their refinement and coarsening
in the mesh modification engine. Part (ii) is dealt with in detail in Section 3.3.2. What we
need to know at this stage is the way a tetrahedron is subdivided. In our approach, we use
the method of subdivision proposed by Bey [9]: this involves splitting a tetrahedron into
eight smaller tetrahedra. These tetrahedra are not congruent, but each one of them has the
same volume.
The theory of multiresolution analysis on tetrahedra has not yet been explored in detail. To the best of the author’s knowledge the only works that exist in literature are by
Castro [19] and Boscardin [18]. Clearly, higher-order prediction operators are bound to be
different given the difference in structure. Limiting to the use of first order prediction (as
shown in Equation 2.9), the approach for conducting MRA and thresholding is assumed to
be the same for both tetrahedra and hexahedra. This will change if higher-order prediction
operators are put to use.
Note: A significant portion of the theory in this section has been derived from Cohen et
al [2] thanks to its clear and mathematically rigorous representation of MRA concepts.
We have seen how MRA provides a sound basis for a criterion for mesh adaptivity. The
implementation of this criterion for OpenFOAM is carried out, which solves our problem
with range-based refinement (see Figure 2.3). In the upcoming chapter, we focus on the
second objective of the thesis, i.e., handling cells of arbitrary shape.
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Figure 2.3: Workflow for (i) vanilla AMR and (ii) AMR with multiresolution analysis in OpenFOAM. The vanilla AMR has problems (shown in red), namely range-based refinement
and limitation on cells participating in AMR. The use of multiresolution analysis for selection of cells to refine and coarsen solves the issues of lack of accuracy estimates and
the need for specifying a refinement range that is dependent on the units of the variable.
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3 On Handling Finite Volume Cells of
Arbitrary Shape
This chapter starts with a detailed description of the meshing process in OpenFOAM –
its understanding is a prerequisite to identifying the problems with the adaptive mesh
refinement algorithm, which is done in the next section. Finally, we propose a way to
ensure participation of arbitrary cell-shapes in the adaptivity algorithm.

3.1 The Meshing Process in OpenFOAM
1.2 Private
Member
Function
The mesh structure of OpenFOAM is defined through connectivity
information
between
points, edges (connection of two points), faces (closed connection of edges) and cells (closed
connection of faces) as shown in Figure 3.1. Although the use of meshes generated from
1.1.3 Connectivity
a host of mesh generation software is supported on the framework, the most popular usage is of those generated through the OpenFOAM utility called snappyHexMesh (sHM) [1].
All the variables in this section represent the connectivity information which is crucial
Possessing a qualitative understanding of how sHM works is important to understanding
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a three-dimensional
cuboidal
SU mesh
enof
can be stored
for of
each
point as a list for
each point.
Thethat
resulting
compasses
physical
domain
of interest,
data
structurethe
will
be a list
of lists.
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b. Refinement: Refinement of the mesh to capture geometry details and to better resolve
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certain flow regions,
the list of lists. (Find out how the cellList differs from others).

Figure 3.1: Mesh connectivity information stored in OpenFOAM. Arrows going from x to y indicate
availability of information on: All entities of type y that are connected to an entity of type x.
Source: [3]

1.1.4 Geometric Data
The variables declared in this section will hold the geometric data we need to 17
work
with the finite volume method. The data structures used to hold these data show
the nature of information. Cell centres and face centers are vectorfields as a vector
(xi ,yi ,zi ) is stored at each cell centre and face centre representing this information.
The cell volumes are stored as a scalarField . A single value Vi is stored at each
cell centre. Lastly the face area vectors represent the orientation of a face and their
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(i)

(ii)

(iii)

(iv)

(v)

(vi)

Figure 3.2: The meshing process of snappyHexMesh. (i) shows the initial geometry, with the
shaded area depicting the computational domain. The steps of blockMesh (ii), refinement (iii), castellation (iv), snapping (v) and viscous layer addition (vi) are shown. Note
the creation of non-hexahedral cells in step (v) – these are incompatible with the adaptive refinement algorithm of OpenFOAM. There are also issues with viscous layer cells.

c. Castellation: Deletion of cells that lie outside the flow domain,
d. Snapping: Conformation of the mesh boundary to the geometry, and
e. Viscous Layer Addition: Addition of flow-oriented cells near geometry walls.
We take a short look at each step and see how the overall structure of the mesh evolves
over this process. The steps are depicted in a two-dimensional format in Figure 3.2 – an
extension of the same concepts to three dimensions is straightforward, and is shown where
necessary.

3.1.1 Block Mesh Generation
The purpose of this step is to provide sHM with a base mesh to work on. The user
needs to specify the limits of the domain in terms of upper (xmin , ymin , zmin ) and lower
(xmax , ymax , zmax ) coordinate-limits, and the number of cells nx , ny and nz in the three directions. From this data, a three-dimensional structured uniform mesh is created. Note
that in such a mesh, all cells are congruent to each other. For a mesh of good quality, its is
desirable in most cases to provide these values such that the mesh has an aspect ratio of
1 : 1 : 1.
This is an ideal stage to introduce some technical terms. Let us represent the components
of a mesh M as the following sets:
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P := {p : p is a point in M},
E := {e : e is an edge in M},
F := {f : f is a face in M},
C := {c : c is a cell in M}.

(3.1)

Then we introduce the following maps to represent the connectivity information of M:
PE := {Pe : e 7→ {p : p is a point in edge e}}e∈E ,
PF := {Pf : f 7→ {p : p is a point in face f }}f ∈F ,
PC := {Pc : c 7→ {p : p is a point in cell c}}c∈C ,

(3.2)

EC := {Ec : c 7→ {e : e is an edge in cell c}}c∈C ,
FC := {Fc : c 7→ {f : f is a face in cell c}}c∈C .
Every point, face and cell in OpenFOAM possesses a so-called level which is an indicator
of the depth of refinement that it is at. We introduce LP and LC as the point- and celllevels of all points and cells respectively in M. After the block mesh generation stage, we
initialize all point- and cell-levels to zero.
A face f is always sandwiched between two cells. The cell into which the face-areavector points is called the owner cown and the other cell is called the neighbour cnei . We then
introduce LF as the face-levels. These are defined/derived as:
LF ,i = max(LC,cown , LC,cnei ).

(3.3)

We also need to introduce the concepts of anchor-points. The anchor-points of a cell c,
are all points that belong to c that have a point-level ≤ the reference level, which is the
cell-level of c. The same concept applies for the anchor-points of a face f . Formally,
a
:= {p : LP,p ≤ LC,c }p∈PC,c ,
PC,c

PFa ,f := {p : LP,p ≤ LF ,f }p∈PF ,f .

(3.4)

With these definitions of anchor-points in hand, we are ready to formally define TET-,
HEX- and POLY-cells. A TET cell is defined as a cell that has exactly four cell anchor-points.
Formally,
a
CTET := {c : PC,c
= 4}c∈C

(3.5)

A HEX-cell is defined as a cell that has exactly eight cell anchor-points, and each of its
faces has exactly four face anchor-points. Formally,
a
CHEX := {c : PC,c
= 8 and (PFa ,f = 4)f ∈FC,c }c∈C

(3.6)

Finally, a POLY-cell is defined as either (i) a cell with > 4 cell anchor-points and any face
with number of face anchor-points 6= 4, OR (ii) a cell with > 8 anchor points. Formally,

19

3 On Handling Finite Volume Cells of Arbitrary Shape
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Figure 3.3: Refinement of HEX-cells. For the given HEX-cell (i), the edges are split (ii). Then, the
face-centers are introduced and faces are split (iii). The cell center is created (iv) and
internal faces are constructed (v). The eight new cells are ready (vi).

(

CPOLY :=

a > 4 and (P a
{c : PC,c
F ,f 6= 4)f ∈FC,c )}c∈C ,
a
{c : PC,c > 8}c∈C

(3.7)

Thus, after the block mesh generation stage, all points, faces, and cells have a level of
zero, and we have a mesh composed purely of hexahedral cells (HEXes).

3.1.2 Refinement
With the SU mesh in place, sHM proceeds to refine it in specific regions. The reasons for
refinement can be many: to improve the resolution of the details of the geometry, to better
resolve certain regions of the flow field, etc. These refinements are controlled through an
array of parameters that govern the quality and cost of the final mesh. It is not important
here to discuss these parameters – what we discuss here is the actual algorithm of breaking
cells into smaller cells. The process of refinement of a HEX c involves a lot of technical
steps in the code. Here we present a simplified version that with the following important
steps (see Figure 3.3):
I. Split edges:
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i. Loop over all edges in c.
ii. For edge e = (Ei )i∈EC,c , loop over all its points.
iii. For all points p = PE,e , check if there is any p with point-level LP,p greater than
c’s cell-level LC,c .
iv. If no, then introduce a new point pe at the mid-point of e. This point has a level
that is one greater than the current cell-level, i.e. LP,pe = LC,c + 1.
II. Split faces:
i. Loop over all faces in c.
ii. For face f = (Fi )i∈FC,c , check if its face-level LF ,f is ≤ c’s cell-level LC,c .
iii. If yes, then introduce a new point pf at the face-center of f . Just as in I.iv,
LP,pf = LC,c + 1.
iv. Split face into 4 new faces using pf .
Note that, if a face is a part of a HEX-cell, it must have either 1 or 4 points with the same
point-level as the cell-level of the cell. This observation is important.
III. Introduce cell mid-point:
Create a new point pc at the cell-center of c. Set its point-level as LP,pc = LC,c + 1.
IV. Create internal faces:
Create of the 12 internal faces of the refined cell using the all edge mid-points pe , face
mid-points pf and the cell mid-point pc .
V. Add new cells:
Introduce the 8 child-cells. For each child cell cc , set its cell-level to a value one more
that the cell level of the parent-cell c, i.e. LC,cc = LC,c + 1.
VI. Update:
Update the mesh connectivity information – this updates all relations between different components of the mesh.
Note that LP , LF and LC evolve with the mesh. Also, observe that so far all the cells in
M are HEX.

3.1.3 Castellation
We now have an adequately refined mesh – however, there might be a need to remove
certain cells that lie outside the flow domain. For example, if we are simulating external
flow around an object, we do not need the cells that lie inside the object itself. The information on which part of the mesh is inside is specified through the material point (xin , yin , zin ).
Based on this information, all cells lying completely outside the flow-domain are removed.
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3.1.4 Snapping
We are now left valid cells of the flow domain. However, since they are HEXes, they might
not conform to the surface of the geometry. This can lead to solution results of poor quality.
Therefore, the next step is to snap the boundary cells to curved/inclined geometry surfaces.
This involves addition, deletion and movement of mesh points, merging of faces, and
several updates to the mesh structure until the appropriate mesh snap has been achieved.
Again, we skip over the gory details and focus on the following main observation:
The mesh M now contains cells that are either HEX or non-HEX.
This means that there are cells in the mesh that can no longer be refined with the algorithm in Section 3.1.2. We see how this creates problems in the AMR of arbitrary cells
later.

3.1.5 Viscous Layer Addition
Viscous layers refer to a thin layer of cells adjacent to the walls of the flow domain. These
cells are often anisotropic with elongation along the direction of the flow. Their purpose is
to adequately resolve the flow complexities near the walls [6].
The final step in the sHM algorithm is the addition of viscous layers. The starting point
for this is the set Vf := {f : f needs viscous layers }f ∈F . The members of this set depend
on the choice of layer surfaces made by the user. We define here the algorithm for creation
of one layer of viscous layer cells. This is sufficient for us to define later the problem that
the presence of layers creates for OpenFOAM’s AMR.
I. Extrude points:
i. We pick those points that are a part of faces in Vf . These are the points from
which we pull out or extrude the points for the layer cells. Thus, Vp := {p : p ∈
PF ,f }f ∈Vf .
ii. For each point p in Vp , create a new point p1 . Assign to p1 the same level as p,
i.e. LP,p1 = LP,p .
iii. Move each point p to a distance of δV1 in the flow domain in the direction normal
to the geometry wall. This distance is known as the first-layer thickness.
II. Create faces and cells:
From the points p and pext , create faces and cells of the first layer.
III. Update:
Update the mesh connectivity information – this updates all relations between different components of the mesh.
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Figure 3.4: From Figure 2.3, we see that the limitation on the type of cells that can participate in
AMR still exists. This problem is solved by the decomposition of all non-HEX cells
to TET-cells, whose refinement and coarsening is then implemented. In addition, to
maintain parallel performance, a dynamic load balacing feature is also added to the
algorithm.
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3.2 Adaptive Mesh Modification in OpenFOAM
Armed with an understanding of the mesh structure of OpenFOAM, we now dive into
the actual mesh adaptivity procedure. The AMR engine in OpenFOAM is a standalone
plug-and-play class called dynamicRefineFvMesh that can be connected to any solver
with minor modifications in the latter’s source code. For the user, this boils down to a
simple switch for choosing a static or a dynamic mesh in the simulation control settings.
Of course, selecting a dynamic mesh entails defining refinement criteria and other related
parameters. But the core functionality of the class is the same irrespective of which solver
it is connected to. Let us consider the essential characteristics of the engine.
• Identification of non-participating cells: At the onset of the simulation, the algorithm
identifies a set of cells called “Protected” cells Cφ . These include (i) all non-HEX cells,
and (ii) HEX-cells adjacent to these non-HEX cells. Protected cells cannot participate
in the refinement/coarsening algorithm. The reason for this will be clarified in the
next few paragraphs. These protected cells are stored in the class’ memory for reference later in the simulation, and the algorithm enters the time-loop of the simulation.
• Selection of cells for refinement and coarsening: The user has the choice for defining the
interval of time-steps at which mesh adaptivity is requested. At every such timestep, the algorithm identifies two sets of cells: one set of cells that need refinement
Cref and the other of those that need coarsening Ccrs . As discussed in Section 1.2, the
default way of this selection is using a range of values for the refinement variable –
if the value of the variable in a cell is in this range, it is marked for refinement. Else,
it is marked for coarsening. In Section 2.1, a better and more generic criterion was
proposed for this selection.
• Pruning of candidates: Irrespective of the method of selection, Cref and Ccrs are pruned
to exclude protected cells Cφ from them. This is followed by ensuring that the mesh
obeys the 2:1 rule [11]. This rule states that adjacent cells (i.e., cells that share one or
more faces) should not differ in cell-level by more than one level. For refinement, this
is enforced by a ‘prefer-to-stay-refined’ strategy: consider a cell c and its neighbour
c̃, such that LC,c = LC,c̃ + 1, and c needs refinement and c̃ does not need refinement.
In this case, in order to maintain the 2:1 rule, we have two options: (i) unset the
refinement of c, or (ii) set c̃ for refinement. To maintain the accuracy of the solution,
it is important that we refine c. Thus, we go for option (ii). Similarly, if c̃ is marked
for coarsening and c needs to stay refined, we unset the coarsening of c̃.
• Refinement and coarsening: The algorithm then proceeds with the refinement of the
cells in Cref . Note that all cells selected for refinement are HEX-cells. The algorithm
used to subdivide the selected cells is the same as the refinement algorithm used
by snappyHexMesh (see Section 3.1.2). This algorithm works strictly for HEX-cells; any
other cell-type is incompatible with it. This is precisely the reason why non-HEX cells are
unable to participate in the existing AMR process. After refinement, the algorithm
performs coarsening of cells in Ccrs – to coarsen 8 child-cells to a HEX-cell c, we
need to provide the coarsening engine all the internal faces of c (Figure 3.3.v). The
engine then performs all topological and addressing changes necessary to perform
the coarsening.
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• Load imbalance: The process is repeated until the end of simulation time. For cases run
on several processors, the problem of load imbalance comes up: the initial domain
decomposition ensures that each processor has roughly the same number of cells.
As the simulation progresses, cells get refined and coarsened dynamically – there is
a high chance that domains of some processors end up needing more refinement than
others, and this then causes a large difference in the loads handled by them. Load
imbalance significantly reduces performance on distributed systems, and in the case
of AMR can be detrimental enough to negate all its benefits. In the existing AMR
algorithm on OpenFOAM, no measure for load balancing is implemented.
• Data overhead: Mesh adaptivity introduces an overhead on the data that needs to be
held in memory. Two additional datasets are introduced: the first is for the pointlevel data (LP ). These values play a central role in the refinement algorithm. The
second is the refinement history. This is an octree data-structure that holds information on the hierarchy of the adaptive mesh. In essence, for a cell c, it contains
information on its parent-cell and its child-cells. The refinement history is what enables the coarsening of cells.
Please see the Appendix .1 for a short overview of the code structure of adaptive mesh
refinement in OpenFOAM.

3.2.1 Problems with Refinement of Viscous Layers
The presence of viscous layers in the mesh causes the adaptive mesh refinement algorithm
to fail. In this section, we take a look at the reason for this failure and discuss potential
solutions.
Consider a group of cells near the mesh boundary as shown in the figure. We are interested in creating a viscous layer that is one cell thick. For simplicity, let us consider only
those faces that are highlighted in Figure 3.5.i. Assume that the points a, b, c, d, e and f
have a point-level of lp . Consequentially, based on the refinement rules seen in Section
3.1.2 the point-level of points g, h, i, j and k is lp + 1.
These faces are extruded into layers following the procedure described in Section 3.1.5.
In particular, the clones points (a1 , · · · , k1 ) have the same level of the points they are cloned
from. Now, consider the cell extruded from face gkjc – this cell has a face gcc1 g1 . This has 2
points with level lp (points c and c1 ) and the other 2 points with level lp + 1. However, this
violates the fact we observed in Section 3.1.2 – a face belonging to a HEX-cell must contain
either 1 or 4 points with the same point-level as the cell-level of the cell that it belongs to.
The AMR algorithm stalls when it encounters this case.
The occurrence of such a situation is quite common in the meshes used in OpenFOAM.
As a result, the presence of viscous layers in a mesh effectively renders it unusable in the
AMR algorithm. There could be several workarounds for this problem, but they are not
trivial:
1. Exclusion: The first approach is to prevent all layer cells from participating in the
AMR algorithm. This approach inherently introduces a factor for error in the solution
– not all cells in the solution domain would be resolved to the level necessary, and
this might reduce solution quality. Even if this penalty is acceptable, there is no
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Figure 3.5: The issue with viscous layer cells participating in AMR. The shaded faces in (i) are
marked for layer addition. Note that if points a to f have a point-level of lp , then points
g to k have a point-level of lp + 1. (ii) shows the layer cells created by the extrusion of
these points. Face gg1 c1 c contains only two points with point-level equal to the cell-level
of the cell it belongs to. This is not accounted for in OpenFOAM’s AMR algorithm.
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straightforward way to identify layer cells. Most layer cells do not suffer from the
abnormal condition described earlier.
2. Special treatment: The other approach is to introduce a new way of refining and coarsening layer cells. This would ensure that the accuracy of the solution is maintained.
However, this is a complex task on its own, and still needs a way of identifying layer
cells.
Due to the complexities of both these options, the treatment of layer cells was kept out
of the scope of this thesis.
It is evident from the above discussion that the existing algorithm has several problems
that prevent it from being a robust adaptive mesh algorithm. The second objective of
this thesis is to overcome these problems: we work on enabling meshes with arbitrary
cell-types to participate in AMR, and incorporate load balancing for maintaining efficient
performance in parallel.

3.3 Polyhedral Decomposition and Tetrahedral Refinement
In the previous section, we have seen the restriction placed by OpenFOAM’s vanilla AMR
algorithm on the type of participating cells. The way to solve this problem is by choosing
the following approach:
I. Break down all POLY-cells into TET-cells. Note that this decomposition needs to be
performed only once at the beginning of the program.
II. Implement a stable refinement and coarsening algorithm for TET-cells.
Since a cell c in M can belong to one of three types: CPOLY , CTET or CHEX , it is guaranteed
that, after step I, the cells will be either HEXes or TETs. Both these cell types are welldefined, in the sense that it is feasible to implement a stable refinement and coarsening
algorithm for each of them individually. This solves our problem. Let us now look at each
of these steps in detail.

3.3.1 Decomposing POLY-cells to TETs
In the search for an ideal algorithm to perform this decomposition, the following traits
were kept in mind:
• Decomposition should result in a small number of tetrahedra per POLY-cell,
• The resulting tetrahedra must be of an acceptable quality,
• Topological changes should be minimum
The subdivision of convex polyhedra into tetrahedra is a well-studied topic. Several algorithms provide a fairly sharp estimate of the number of tetrahedra as a function of the
number of vertices of the polyhedron (see for example [15] and [16]). Their objective is
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(i)

(ii)

(iii)

Figure 3.6: Decomposition of a non-hexahedral cell into tetrahedra. Note that in the triangulation
step (ii) only the non-triangle faces are broken down.

mainly to minimize the number of resulting tetrahedra; however, they provide no guarantee of their quality. In fact, since these algorithms are at their core based on peeling out TETs
from the POLY-cell, there is a high chance that the resulting TETs will be highly skewed.
Cell quality is paramount for us – the quality of control volumes is paramount for a good
quality of the solution. Thus, we propose the following algorithm (see Figure 3.6):
For each cell c ∈ CPOLY ,
I. Break faces into triangles:
Every face of c is triangulated using a pre-existing function in OpenFOAM. The triangulation does not add any new point to the face.
II. Create point at cell-center:
A new point pc is created at the center of cell c. The point-level of pc is the same as
the cell-level of c, i.e. LP,pc = LC,c .
III. Create internal faces and cells:
For each edge e on c, create a triangular face with point pc . From these internal faces,
we then create closed tetrahedra that form the decomposition of c.
IV. Update:
Update the mesh connectivity information.
Although this algorithm does not provide any estimates on the TET-cell-count or even
the quality of cells, its use has so far resulted in TET cells of acceptable quality. A reason
for this could be that the center point pc is very likely to be located above the face-center
of the polyhedron-faces, which causes minimal skewing of the resulting TETs.

3.3.2 Refinement and Coarsening of TETs
The adaptive refinement and coarsening of TET-cells is done using the sub-division technique proposed by Bey [9]. It involves the decomposition of a TET-cell c into 8 smaller
TETs (csub,i )i∈[0,7] . The steps are as follows, and are illustrated in Figure 3.7.
I. Start with the tetrahedron c.

28

3.3 Polyhedral Decomposition and Tetrahedral Refinement

D
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(i)

(ii)

(iii)

(iv)

(v)

(vi)

(vii)

(viii)

(ix)

Figure 3.7: Bey’s algorithm for refinement of for TET-cell shown in (i). After splitting the edges (ii),
external faces are created from the original faces, an example of which is shown in (iii).
The next step is the creation of internal anchor-faces (iv). We now have the four anchor
TET-cells (v). For the remaining four, we first make a choice of the shortest diagonal
to preserve cell quality (vi), and based on this choice create the internal center-faces
(vii) from which the four internal TET-cells are produced (viii). The decomposition is
complete (ix).
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II. Split edges:
For every edge between two anchor points of the tetrahedron, find/create the midpoint.
III. Create external faces:
Join all mid-points lying on the same face to each other to create the so-called external
faces. We define the anchor faces f of c as those faces that are formed by joining the
anchor-points of c. For every anchor face f , we have four external faces that are
created. Three are associated with the three anchor-points of f , while one is in the
center. This means that every anchor-point of c has three external faces associated
with it.
IV. Create internal anchor faces:
Join all mid-points that lie next to an anchor-point to create internal anchor faces.
Each anchor has one internal anchor face associated with it.
V. Create first four sub-tetrahedra:
For each anchor-point, create one csub from the three external faces and one internal
anchor face associated with it. Thus, 4 sub-tetrahedra ((csub,i )i∈[0,3] ) are created in
this step.
VI. Select shortest diagonal:
For creating the remaining four sub-tetrahedra from the leftover volume, we first
need to select one internal diagonal from the three choices available. Internal diagonals are formed by joining non-connected edge midpoints. For this choice, we
follow Bey’s recommendation of selecting the one with the shortest Euclidean length
to ensure a lower bound on the quality of the tetrahedra thus generated.
VII. Create internal center faces:
We then create the so-called internal center faces by forming triangles with the diagonal and every edge midpoint that is not a part of the diagonal.
VIII. Create remaining four sub-tetrahedra:
The remaining 4 sub-tetrahedra ((csub,i )i∈[4,7] ) are then created using these faces.
IX. The decomposition is complete.
Refinement at Interface of Hexahedral and Tetrahedral Cells
Since the decomposed mesh is a combination of HEXes and TETs, there are bound to be
interfaces between the two cell-types. The inherent difference between the refinement procedure of these types means that these interfaces need special treatment. We enforce the
following rule for refinement and coarsening at the interface: The cells at a HEX-TET interface will always have the same cell-level. This means, that if a cell at a HEX-TET interface is
to be refined, its neighbor across this interface will also be refined (see Figure 3.8). Similarly, if a cell at a HEX-TET interface is not marked for coarsening, its neighbor across the
interface will be forbidden from being coarsened.
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(iv)
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Figure 3.8: Valid and invalid refinement situations near the interface between HEX- and TET-cells.
A cell is shaded when it is marked for refinement/coarsening. The only cases that are
allowed are when the cells across the HEX-TET interface have the same cell-level after
refinement/coarsening.
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Coarsening Procedure
The procedure for coarsening of TET-cells is similar to that of HEX-cells – to coarsen eight
child-cells to a TET-cell c, we need to provide the coarsening engine all the internal faces
of c. This means, the four internal anchor faces (Figure 3.7.iv) and the 4 internal center
faces (Figure 3.7.vii). The engine then performs all topological and addressing changes
necessary to perform the coarsening.
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In this chapter, we test the upgraded AMR algorithm on the grounds of its performace
and accuracy. Studies of strong and weak scaling are carried out to extract insights from
the run-times and total cell-count. This is followed by two validation cases: the first is
a 2D compressible flow validated against a full-grid simulation, and the second is a 3D
multi-phase flow validated against experimental results.

4.1 Performance
In this section, we first study at the scalability characteristics of the upgraded AMR code.
Then, we take a look at an example of tetrahedral refinement in action.

4.1.1 Scalability
We analyze the performance of the upgraded AMR code based on two criteria:
1. Strong and weak scalability of the code in parallel
2. Runtime and memory savings
There are two approaches to studying the scalability of a program. Strong scalability is
when the same problem of fixed computational size is run on different number of processors. On the other hand, Weak scalability refers to running the program on different
number of processors while keeping the load per processor the same. Here, we conduct
both studies on an array of 2, 4, 8, 16 and 32 processors.
The case under scrutiny is a simple, 3D-dam-break case. The domain is a 2m ×2m ×2m
box with walls on all six sides. Gravity acts in the downward direction, and a 1m ×1m
×1m volume of water is initialized in one of the lower corners of the box. At time 0, the
block of water is released into the domain.
Table 4.1 shows the discretization of the domain in the x, y and z direction for strong
and weak scalability for different processor-counts. Note that this is the size of the fully
refined SU mesh that is used as a reference to compare the performance against. For the
adaptive mesh, the maximum level of refinement is chosen as 3, and is kept fixed for all
cases to keep the tests on level playing grounds. The initial size of the adaptive mesh is
determined such that, if all cells in that mesh were to be refined to the maximum level of
refinement, it would be equivalent to the corresponding SU mesh. For example, for the
case of strong scaling with 4 processors, we use an initial mesh size of 123 cells.
For every combination of scalability-types and processor-counts, three simulations are
carried out: (1) a full SU mesh simulation, (2) an adaptive mesh simulation with adaptation
at every timestep (henceforth “1-iteration-AMR”, and (3) an adaptive mesh simulation
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Figure 4.1: Strong and weak scalability test results for the upgraded AMR code. We can observe
linear scaling for the strong tests until 32 processors, when the communication overhead
dominates the performance gain. Weak scalability trends are maintained to existing
OpenFOAM limits.
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Scaling
Strong

Weak

2

803

1283

4

963

1283

8

1283

1283

16

1603

1283

32

2083

1283

Table 4.1: Computational size of the problem across 2, 4, 8, 16 and 32 processor-counts for strong
and weak scaling. The numbers in the columns represent the cell-count of the full SU
mesh. The initial size of the adaptive mesh is chosen such that, if all cells in that mesh
were to be refined to the maximum level of refinement, it would be equivalent to the
corresponding full SU mesh. For example, for the case of strong scaling with 4 processors,
we use an initial mesh size of 123 cells

with adaptation at every second timestep (henceforth “2-iteration-AMR”). This is done to
investigate the cost of conducting mesh adaptation.
Each run simulates a time of 1 second into the release of the block of water. The timesteps are dynamic, i.e. they are automatically altered over the course of the simulation to
keep the Courant number under control and ensure the stability of the solution in time.
We measure the run-time and cell-count at 0.1s intervals.
Figure 4.1 shows a comparison of runtimes for different processor-counts for strong and
weak scaling. The following important observations are made:
• Strong scaling shows an exponential trend until 32 processors, indicating favorable
scalability behavior of the code. With 32 processors, the gains of adaptivity are overridden by inter-processor-communication.
• Weak scaling is far from ideal - this is attributed to the fact that the scaling tests were
done on shared memory machines. Even so, the upgraded code maintains the trend
exhibited by solvers in OpenFOAM, and does not worsen it.
• A comparison of the run-times for 1-iteration-AMR and 2-iteration-AMR shows that
the adaptivity comes at a significant cost. There is a large room for improvement in
the performance of upgraded code.
Figure 4.2 shows simulation-wide run-times for different processor-counts for strong
and weak scaling. For each combination of processor-counts and scaling-type, the runtimes are scaled between 0 and 1 with respect to the most time-consuming of the three
cases. The following important observations are made:
• In almost all cases (except the strong-scaled run with 32 processors), the AMR code
shows a marked decrease in the run-time of the simulation. As shown in the next
section, this reduction does not affect the accuracy of the simulation – this was one
of the prime objectives of the thesis.
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Figure 4.2: Simulation-wide run-times for the scalability tests. The x-axis represents the simulation
time ts in seconds, while the y-axis represents the normalized run-time tr (no units).
The upgraded adaptive mesh offers a significant saving over the full SU mesh.
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• A comparison of the 1-iteration-AMR and 2-iteration-AMR run-times re-affirms the
high cost of adaptivity – The 2-iteration-AMR requires almost 20% less time than the
1-iteration-AMR.
• The fluctuation in the speed of computing the solution is due to a combination of (a)
change in the number of cells in the mesh, and (b) the change in time-step size.
Figure 4.3 shows simulation-wide global cell-count for different processor-counts for
strong and weak scaling. For each combination of processor-counts and scaling-type, the
cell-count is scaled between 0 and 1 with respect to the mesh with the largest cell-count of
the three cases. We make the following important observations:
• With the upgraded code, the number of cells in the mesh consistently remains a
fraction of the full mesh while maintaining the same level of accuracy (as shown in
the next section).
• The number of cells remains almost identical between the runs for 1-iteration-AMR
and 2-iteration-AMR. This, coupled with the fact that adaptivity is expensive (see
discussion above) points to the fact that decreasing the frequency of adaptivity is an
area that needs to be studied further.

4.1.2 Tetrahedral Refinement
In Section 3.3, we described the refinement/coarsening algorithm for tetrahedra. To see
it in action, we simulate a simple case of 2D dam-break. The domain is 2m ×2m ×1m
in dimensions. It has walls on all six sides. The fluid is initialized in a cube of 1m ×1m
×1m at the lower left corner of the domain. The mesh is initialized to a very coarse level
comprising of only 48 tetrahedra. The maximum level of refinement is set to 4, and the
threshold  is set to 0.01. We run the simulation for a time of 2 seconds.
The results of the simulation can be seen in Figure 4.4. We see that the tetrahedral mesh
adapts itself over time to capture the air-water interface.
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Figure 4.3: Simulation-wide cell-count for the scalability tests. The x-axis represents the simulation
time ts in seconds, while the y-axis represents the normalized cell-count nC . The cellcount for the adaptive mesh is consistently a fraction of the size of the fully refined SU
mesh. This also translates to reduced memory and storage requirements.
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Figure 4.4: Tetrahedral refinement/coarsening in action for a simple dam-break case. The results
shown here are at times 0, 0.3, 1.2 and 2 seconds. We see that the mesh adapts itself
according to the solution and successfully captures the air-water interface.
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4.2 Accuracy
This section presents two validation cases: the first is a two-dimensional compressible
flow over a forward-facing step. The second is a three-dimensional dam-break towards an
obstacle.

4.2.1 Compressible Flow: Forward-facing Step
Compressible flow occurs when the fluid in question can undergo enough compression
to cause a noticable change its density. Under many circumstances, compressible flows
can involve the formation of ”shocks”, which is a region in the flow where the flow characteristics (such as velocity, temperature, etc.) undergo a sudden change in their values.
Their study is of interest to designers and engineers in many fields, such as aeronautics,
engines, nozzles etc. Shocks are usually characterised by a sharp region in the domain,
and the physics behind them is such that their simulation is numerically quite unstable.
This usually entails:
1. using highly refined grid in all those parts of the domain where the shock is expected
to occur, thus leading to exorbitantly large grid sizes
2. having numerous iterations to get the solution to converge numerically.
Through the use of the upgraded AMR algorithm, we wish to eliminate point 1, by
freeing the user of the hassles of identifying regions of interest and generating the right
mesh for them. To verify this behavior, we choose a standard test case that is widely used
for validation of compressible codes. This case is a 2D compressible flow of a fluid over
a forward facing step (see Figure 4.5). Please refer to [4] for a detailed description of the
case setup. In our simulation, the domain is initialized to an extremely coarse mesh which
evolves based on the solution as the simulation progresses. We use temperature as the
refinement-driving variable, and the threshold  is set to 0.01. We make the following
important observations:
• Figure 4.6 shows the location of three prominent shocks over the course of time for
two cases: the full SU mesh case, and the case with the upgraded AMR algorithm.
The AMR algorithm ensures that over the entire domain, the mesh is refined enough
to capture flow nuances to the required level of detail. This is seen in the near-perfect
match of the results from the two cases.
• The step-like behavior of the graphs is because the values were extracted from a
cellular grid. The slow change of the shock locations with time led to their positions
being “constant” in the discrete world of the grids.
• The density contours also compare well the results of other numerical codes (see [4]).
We see that the adaptive mesh captures the shocks in the domain, while maintaining
the optimum mesh size.
• Initially, Pressure was used as the refinement driving variable. This caused the simulation to crash eventually. The cause was that there are some regions in the domain
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Figure 4.5: 2D compressible flow over a forward-facing step. Inflow is on the left, and outflow
on the right. All other boundaries are walls. The figures show the normalized density
field (left) between the range 0.052 and 8.43, and the equivalent adaptive mesh (right).
Adaptivity ensures the optimum mesh size while capturing the shocks in the domain.
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Figure 4.6: Change of locations of three shocks along the length of the domain with time, plotted
for the full-grid simulation and the grid with upgraded AMR. Note that the step-like
appearance of plots is due to the discrete nature of the results.

42

4.2 Accuracy
where changes in Temperature are more prominent than the density, and therefore
need to be resolved to a greater degree. Switching to Temperature as the refinement
driving variable solved this problem.
Comparison with the Vanilla AMR
The same case is tried with the vanilla AMR shipped with OpenFOAM. Different simulations are run using Pressure and Temperature as refinement driving variables.
• The choice of what range to provide to the AMR algorithm is mostly made by trialand-error. This requires several iterations and is not an efficient approach.
• When the range chosen to work with is too restrictive, there are regions in the domain
that are not resolved sufficiently, and cause the simulation to crash. Conversely, too
wide a range leads to unnecessary refinement of unimportant regions of the domain.
• The upgraded AMR algorithm rids us of both these problems, as shown above.

4.2.2 Multi-phase Flow: Dam-break over an Obstacle
Multi-phase flow is another category of fluid mechanics that is applicable in several phenomena encountered in engineering disciplines such as turbomachinery design, civil engineering, naval hydrodynamics, manufacturing, etc. In the simulation of these phenomena,
the crux of the matter is tracking the interface(s) between the participating fluids. Doing
this accurately requires resolving the grid to fine levels of detail near them. In almost all
cases, the interfaces change their shapes and locations over the course of the simulation.
This means that, for a static grid, the volume of the region that needs to be refined to higher
levels is massive. This is again where adaptivity comes to the rescue.
The case we choose for validation is a 3D dam-break scenario over an obstacle. This
is based on an experiment carried out at the Maritime Research Institute (MARIN) of the
Netherlands [13]. A tank with an open roof is used, the rear part of which is first closed by
a door. Behind the door, a mass of water is positioned to flow into the tank when the door is
opened (see Figure 4.7). This is done by releasing a weight, which almost instantaneously
pulls the door up. The domain holds an obstacle representing a scaled model of a container
on a ship’s deck. For more details about the dimensions of the domain and water block,
please refer to [13].
We simulate the case starting again from a very coarse mesh. The upgraded AMR algorithm initializes the domain with the block of water and adapts the mesh as the simulation
progresses (see Figure 4.7). Dynamic load balancing ensures that the domain is optimally
distributed among all processors throughout the simulation. The case is run for a simulation time of 4 seconds. The reference paper provides experimental data on the height
of water at four different locations along the length of the domain. This data is recorded
at intervals of 10−3 seconds. We compare our results with theirs and make the following
observation:
Figure 4.8 shows that the results of the simulation are in agreement with the experiment.
Fluctuation of the values at some time-instances is because of the highly dispersive nature
of the case – on meeting the obstacle, the block of water is scattered into a large number of
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Figure 4.7: (Top) The initial state of the domain. The block of water is ready to break over the
obstacle. (Bottom) State of the domain 1 second into simulation time. A slice across the
domain reveals the adapted mesh.
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Figure 4.8: Water height at four locations along the length of the domain comparing the upgraded
AMR algorithm to experimental readings. The locations for these heights are at a distance of 2.724m, 2.228m, 1.732m, and 0.582m from the rear end of the domain (i.e. from
the end where the water is initially located).
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separated volumes. Simulating the case to this level of detail would require a significant
investment of time and computation.
Summary
Through the two validation cases presented above, we demonstrate that:
• the upgraded AMR code successfully captures the details in the solution for both
cases. This is validated by comparing the locations of the shocks over time for Case
1 and by comparing the height of water over time for Case 2.
• the solution is computed using the optimum mesh size – adaptivity ensures that the
mesh is refined only to the extent necessary to satisfy the accuracy requirements of
the user.
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This chapter compares the achievements of the thesis with the goals that were laid out,
and then discusses some areas of potential development and expansion for the future.

5.1 Achievements
Let us revisit the goals of the thesis as discussed in Chapter 1:
1. Incorporate adaptivity that is independent of the range and dimensions of the refinement variable and that gives us an estimate of relative accuracy
2. Enable the refinement and coarsening of meshes comprised of arbitrary cell-shapes
Goal 1: Upgraded Adaptivity Criterion
Goal 1 is achieved through the use of multiresolution analysis as the basis for the new refinement criterion as discussed in Chapter 2. A summary of how it works is as follows:
the user provides a target accuracy threshold  that must be maintained throughout the
computational domain (except if the maximum refinement level is reached). This threshold is independent of the range and dimensions of the variable being analyzed. Such an
approach offers several advantages:
• It ensures that mesh adaptivity is driven by the accuracy of the solution – cells are
chosen to be refined and coarsened based on the magnitude of detail they contribute
to the solution. The desired level of accuracy can be controlled by specifying a reference threshold.
• It frees the user from the liability of knowing beforehand what values of the variable
are important for the simulation. This eliminates the multiple simulation iterations
that the user would need to run to figure out this range.
• Unlike the range-based criterion, this approach resolves all regions of the mesh to
the level that is needed to satisfy the accuracy requirement – no more, no less.
Goal 2: Support for Cells of Arbitrary Shape
Goal 2 is achieved by a two-step procedure: Step 1 involves reducing generic polyhedral
(non-hexahedral) cells to tetrahedra. This step needs to be executed only once in the beginning of the simulation. Step 2 is implementing an algorithm for the recursive refinement
and coarsening of tetrahedra – this is done using the algorithm suggested by Bey to ensure
that the refined tetrahedra maintain the quality of their parents. Goal 2 offers the following
advantages:
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• It ensures that every cell in the mesh participates in the adaptivity algorithm – this is
important, because if some cells are unable to participate, then there is a chance that
the discretization error of those cells pollutes the domain over time.
• Due to the advantage mentioned above, it makes several cases eligible to adaptivity
that previously were not eligible to do so. For instance internal-flow cases which
contain a significant percentage of non-HEX cells can now be a part of the adaptive
algorithm.

5.2 Outlook
In this section, we look down some roads that can be explored to enhance and add to the
work done in this thesis.
• Adaptivity is a topic with several knobs and switches – and finding the optimum
configuration is not a trivial task. The optimum configuration varies based on physics,
based on the case, and also based on the expectation of the user. Therefore, one task
will be to figure out thumb rules for these configurations. What is the optimum
threshold for a multiphase simulation? What is the maximum level of refinement
that one must choose for a mesh of size X? What is the optimum frequency of invoking adaptivity? These are some questions that need to be answered to make this
algorithm generic enough to be used in industry.
• Although the refinement/coarsening algorithm implemented for tetrahedra ensures
a lower bound on the quality of refined tetrahedra, the initial decomposition from
polyhedra to tetrahedra lacks such an estimate (see Section 3.3). The algorithm currently in place is devised based on heuristics – there are two ways forward: (1) coming up with a mathematical proof for its quality characteristics, or (2) devising alternative ways for performing this decomposition.
• As seen in the Section 4.1, the cost of adaptivity is quite high – the simulations run
with adaptivity being invoked every iteration took approximately 30% more runtime than those run with adaptivity being invoked every second iteration. It is
worth investing time into trying to optimize the algorithm along several lines, such
as memory usage, vectorizability, redundancy of computation, etc. Even small improvements in this areas will translate to considerable gain in computation time and
memory requirements, as the adaptivity is repeatedly invoked over the course of the
simulation.
• The immediate next step following this thesis is the integration of the upgraded AMR
algorithm into the SimScale platform.
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Appendix
.1 Code Structure
refineEngine
dynamicRefineFvMesh
cutter :

solver

hexRef8

select()
refine()
unrefine()

hexRef8
meshMod
h : refHist
setRef()
setUnref()

split8

refHist

p : uint
ch : v<uint>

split : v<split8>
visible : v<uint>
addSplit()
merge()

The figure above highlights the main components involved in the adaptive mesh refinement algorithm. The refinement engine is of a plug-and-play nature and requires a
minor modification to the solver in which it needs to be used. It mainly comprises of the
following components:
• dynamicRefineFvMesh is the actual mesh, with functionality for selecting cells for
refinement/coarsening. It is here that the crux of the MRA algorithm is implemented
It holds an instance of hexRef8.
• hexRef8 is the class that performs the actual topological changes needed for modifying the mesh. This includes the addition and removal of the right cells, faces,
edges, and points. The implementation for POLY-to-TET decomposition and recursive refinement and coarsening of TETs is done here.
• The structure of refinement is stored in the refinementHistory in the form of an
octree. It holds information on the parent of each cell, its children, and the value of
the refinement driving variable at that cell.
• Each cell in the refinement tree is represented as an element of type split8.
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