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Abstract
Sparse grids are a method to interpolate functions which can be applied to machine learning
problems. For classification, sets of grid points are used for the piecewise approximation
of probability density functions which constitute the core for the classification process
with sparse grids. Most applications however, require a problem dependent, local addition
of grid points in order to accurately reflect the features of the data. This process is
called spatially adaptive refinement. Although general refinement strategies, such as
surplus refinement have been successfully employed for real world classification problems,
specialized strategies might offer qualitative improvements. In this thesis possibilities
for classification-specific refinement strategies are explored, ultimately resulting in three
different strategies. These were implemented and integrated into the sparse grid toolbox
SG++ as part of this thesis. After evaluation with both artificial and real world datasets,
two of the three proposed strategies proved to offer qualitative improvements over general
refinement strategies. These are thus suitable alternatives for established strategies.

Zusammenfassung
Dünne Gitter sind eine Methode, Funktionen zu interpolieren und können für maschinelles
Lernen eingesetzt werden. Für die Klassifikation basierend auf dünnen Gittern werden
Gitterpunkte verwendet, um Wahrscheinlichkeitsdichtefunktionen zu approximieren, die
dann für den Klassifikationsprozess eingesetzt werden. Für die meisten Anwendungen
müssen allerdings zusätzliche Gitterpunkte bestimmt werden, um die Eigenschaften der
zugrundeliegenden Daten vollständig aufzugreifen. Dieser Vorgang wird als räumlich
adaptive Verfeinerung bezeichnet. Obwohl aufgabenübergreifende Methoden für die adaptive Verfeinerung bereits erfolgreich für reale Klassifikationsprobleme eingesetzt wurden,
stellt sich die Frage ob, spezialisierte Ansätze für Verfeinerungsstrategien qualitative
Verbesserungen bieten können. In der vorliegenden Bachelorarbeit werden verschiedene
Möglichkeiten zur klassifikationsspezifischen Verfeinerung untersucht und schließlich drei
verschiedene Strategien vorgestellt. Diese wurden als Teil dieser Arbeit implementiert
und in die sparse grid toolbox SG++ integriert. Nach Evaluation der Strategien mit
sowohl künstlichen als auch realen Datensätzen konnten für zwei der drei Ansätze qualitative Verbesserungen gegenüber anwendungsübergreifenden Methoden festgestellt werden.
Diese eignen sich daher als Alternativen für bestehende Verfeinerungsstrategien.
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1. Introduction
Classification problems arise in a wide variety of disciplines. Analysis of medical imaging
data, classification of proteins and distinguishing astronomical objects are only a few
examples of applications relying on classification. Even though this branch of machine
learning has been worked on for years, it is still an area of research interest and new
problems continue to challenge existing methods. Especially the extraction of information from large amounts of collected data, so-called data mining problems, became an
important branch of machine learning in recent years. Deriving powerful models while
remaining computationally efficient is challenging and sophisticated methods are required
to tackle data mining tasks. Even more recently high dimensional problems related
to image processing and computer vision received increased attention as autonomous
cars, virtual reality and artificial intelligence gained traction among machine learning
applications.
In order to handle high dimensional problems with large amounts of data, raw computational power alone is often not enough. If the employed algorithms scale poorly in
the number of data points or the number of dimensions even the immense computational power available today is not sufficient to build accurate models. Many commonly
employed classification algorithms, such as k-nearest neighbors suffer from the curse of
dimensionality or have problems dealing with huge amounts of data due to quadratic
scaling in the number of data points [1]. For instance support vector machines scale at
least quadratic in the number of data points causing run-time issues when millions of
data points are used [2].
Grid-based approaches such as sparse grid classification try to counteract these problems.
Grid-based methods utilize grid points instead of data points, decoupling the computational effort from the amount of data to some degree. The computational effort is further
decreased by omitting a large number of grid points instead of modeling the data on a
fully discretized domain. The resulting sparse grids thus trade accuracy for efficiency.
In particular, sparse grids reduce the impact of dimensionality and scale well in the
number of data points [3, 4]. However, regular sparse grids are independent of the data
at hand and often cannot reflect intricate structures within it. This leads to poor model
performance for machine learning problems. Spatially adaptive refinement addresses this
issue and enables sparse grid classifiers to make use of available data and adapt to a
specific problem. Refinement introduces grid points where an increased grid resolution is
required in order to model intricate boundaries between classes more precisely.
Identifying areas where refinement is required is challenging. However, finding these areas
is not sufficient on its own because existing grid points lying within them are required as
a basis for refinement. Currently mostly two strategies, surplus and volume refinement,
are in use to find such refinement candidates. Roughly speaking, surplus and volume
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refinement measure how much a single grid point contributes to the model and pick the
most important ones for refinement. This general approach was successfully applied to a
number of real world classification problems [4, 5].
However, these strategies only use an indirect indicator for areas where refinement is
required. Including information about the specific machine learning task at hand, allows
for more direct indicators for areas where refinement is required. Using this information
to develop task-specific refinement strategies might offer qualitative improvements over
more general methods. This thesis explores different approaches to classification-specific
refinement which could offer alternatives to the commonly used surplus refinement.
After an introduction to the basic concepts of sparse grids and classification based on sparse
grid density estimation in Section 2, three refinement strategies are proposed in Section 3.
In Section 4 details regarding the concrete implementation of these three strategies are
discussed. As part of this thesis all three refinement strategies where implemented and
integrated into the sparse grid toolbox SG++ [6]. Finally the strategies are evaluated
using both artificial datasets to examine their behavior and real world datasets to analyze
the qualitative performance of the refinement strategies. In particular an astronomical
classification problem is used to evaluate the proposed refinement strategies and compare
them to surplus and volume refinement.

2

2. Theory
This section provides a short summary of necessary background. Specifically sparse
grids and density estimation based classification are reviewed. For a more extensive
introduction to machine learning with sparse grids, refer to [3, 4].
In this section the following notation is used unless otherwise noted. Data points, usually
x ∈ X, are elements of the affine space Rd and are enumerated by superscript x(i) . To
denote the i-th component of a vector or data point subscript xi is used.

2.1. Classification
Machine learning tasks such as density estimation, regression and classification consist
of the extraction of information and structure from data. Often, a problem is given in
form of collected data and a model has to be constructed reflecting its properties and
structure. Furthermore, the model should be able to accurately predict new incoming
data points and generalize for deviations from the known data.
In this thesis the task of dividing data into several (already known) classes is examined.
This process is called classification and assigns a class label y ∈ Y to each data point
x ∈ X. Classification is a common machine learning problem and finds application in a
wide variety of areas such as medical imaging, biology or business and commerce. Usually
the number of classes is low, whereas the amount of data points is large. Many problems
require a distinction between only two classes but involve millions of data points.
In order to find a function that is able to accurately label data points, methods from
statistics and machine learning are employed. Many of the currently applied algorithms
such as SVMs, k-NN or random forests are based on an already classified dataset where
the correct class label is known for each data point. This data is called training data. A
model is first trained on these data points and then applied to new data with unknown
class label y.
The classification method used in this thesis uses training data to estimate a probability
density function (PDF) for each class. This PDF reflects how likely it is that a data point
x belongs to the associated class. After the PDFs are determined and a new data point is
to be classified, the PDFs for each class are evaluated at that point. The class label is
then determined by comparing the function evaluations. Usually the class with highest
function value is chosen.

3

2. Theory

2.2. Density Estimation
The central element for the classification with sparse grids is the probability density
function coupled to each class.
Density estimation assumes a probabilistic generator of the data points and attempts to
model it accurately. Often used methods include histograms, kernel-based methods and
mixture of Gaussians [7]. The result of density estimation is an approximated density
function
x 7→ fˆ(x) = p
which, for each data point x, assigns the probability p of x being generated by the
generator.
Relevant for this thesis is density estimation through sparse grids. For a more general
overview of different density estimation approaches refer to [7]. Section 2.4.2 provides
more details on density estimation with the sparse grid approach, after an introduction
to sparse grids in general.

2.3. Sparse Grids
Grids are a means often used to approximate or interpolate functions. Sparse grids have
a special structure that trades accuracy for computational efficiency, often necessary for
real world classification problems. This section examines the properties of sparse grids
which are used to approximate PDFs in Section 2.4.
For this section X is restricted to the domain Ω = [0, 1]d and f : [0, 1]d → R denotes an
arbitrary function to be interpolated.

2.3.1. Full Grid Interpolation
First, grid interpolation is introduced for one dimension only and then extended to
multiple dimensions.
Grids are a set of points within the domain of the function, discretizing the space. They
serve as scaffolding for a piecewise structured interpolation. Instead of referring to these
grid points by their coordinates within the domain, it is more convenient to identify them
by indices i ∈ {1, 2, . . . , N }.
A straightforward way to discretize the domain Ω is to choose the grid points equidistant
to each other, forming a so called full grid. Commonly the mesh width, the distance
between adjacent grid points, is chosen to be 2−n resulting in 2n − 1 grid points and a
full grid of level n. Figure 2.1 shows a full grid of level n = 3 resulting in 7 grid points
evenly dividing Ω.
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Figure 2.1.: A function f (red) to be interpolated. Grid points i = 1, 2 . . . , 7 discretizing
Ω = [0, 1] with a resolution of 2−3 (left). Plot of the standard hat function
(right).
Coupled to each grid point is a weighted d-dimensional basis function with local support.
Together the basis functions build up the interpolated function fˆ with
f (x) ≈ fˆ(x) =

N
X

αi ϕi (x)

(2.1)

i=1

where ϕi : Ω → R denotes the basis function belonging to the i-th grid point, weighted
by a coefficient αi . Usually piecewise d-linear functions are chosen for machine learning
problems. They require the least computational effort compared to more complex
alternatives like polynomial or B-spline basis functions. These more sophisticated types
of basis functions may be able to make use of known properties of f if such information
is available [4]. Most machine learning scenarios however, do not come with a priori
information about the generating function and thus the computationally fastest option is
picked. A common choice for a basis linear function is the standard hat function given by
h(x) = max(1 − |x| , 0)

(2.2)

for one-dimensional x. Figure 2.1 shows its plot. The prototype basis function, here h(x),
needs to be modified for each grid points separately in order to express the local features
f . Two different approaches are possible.

Nodal Basis In the nodal basis, each basis function ϕi is centered at the grid point i
and dilated to have support between the grid points i − 1 and i + 1 (or the boundary of
Ω in case i ∈ {1, N }). Thus the basis function coupled to the grid point i is given by
ϕi (x) = h(2n−1 x − i)

(2.3)

where n is the level of the grid. Figure 2.2 (left) shows a full grid interpolation with the
nodal basis for the function shown in Figure 2.1.
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Hierarchical Basis With the hierarchical basis basis functions are grouped into levels
l = 1, 2, . . . , n. Basis functions on coarse levels have wide support and give the interpolation its overall structure. Basis functions on fine levels have small support and contribute
finer details to the interpolation.
To form a hierarchical basis it is convenient to refer to grid points by level and an (level
specific) index instead of enumerating them. The grid points are thus indexed by a tuple
(l, i) where l = 1, 2, . . . , n denotes the level the grid point is placed on. Note, that only
the tuple (l, i) identifies a grid point uniquely.
With increasing level, the number of grid points per level increases, whereas the support
of the related basis function shrinks. Starting with one grid point on level 1 the number
of grid points doubles with each following level. The number of grid points on level l is
thus 2l−1 .
To make index calculations within this hierarchy simpler, indices are restricted to be odd,
resulting in the index set
Il = {i ∈ N | 0 < i < 2l , i odd}

(2.4)

for the level l.
Coming back to the basis functions, ϕ(l,i) associated to the grid point (l, i) is a result of
shift and dilatation of the standard hat function
ϕ(l,i) (x) = h(2l x − i)

(2.5)

Due to this construction the support of the basis functions on a single level do not overlap
while taken together cover the whole domain. Figure 2.2 (right) illustrates the hierarchical
structure of basis functions.

Both nodal and hierarchical basis can be extended to multiple dimensions. Using the
nodal basis, grid points are now indexed by ~i ∈ {1, 2, . . . , N }d .
For the hierarchical basis the level ~l ∈ {1, 2, . . . , n}d and index set I~l = {i ∈ Nd | ij ∈ Ilj }
is given accordingly. Every dimension has its own level hierarchy and the components of
~l and ~i are independent of each other. The d-dimensional basis functions ϕ~ are built up
i
from the one-dimensional functions using the tensor product
ϕ~i (x) =

d
Y

ϕij (xj ).

(2.6)

j=1

where ϕij denotes the basis function coupled to the grid point i in the j-th dimension.
Similarly, the tensor product is taken for hierarchical basis functions to construct ddimensional ϕ(l,i) .
From now on the vector notation for ~i and ~l is omitted and the multi-dimensional case is
assumed.
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Figure 2.2.: The function f (cf. Figure 2.1) interpolated using the nodal basis (left) and
hierarchical basis (right). Grid points are indexed by i and (l, i) for nodal
and hierarchical basis respectively. The sum of all weighted basis functions
(cf. Equation 2.1) makes up the final interpolation (blue).
A low number of grid points, as used in the example shown in Figure 2.2, is usually
insufficient to accurately interpolate more complicated functions. Due to the upper bound
O(2−2n ) on the asymptotic error (for sufficiently smooth f ), increasing the number of
grid points increases the accuracy proportionally. However, increasing the amount of
grid points scales exponentially with the number of dimensions, resulting in O(2nd ) grid
points. For more details refer to [3, 4].
Due to this exponential dependency, the full grid approach becomes infeasible for highdimensional problems. Moreover, usually many of the surpluses αi are close to zero and
contribute little to the overall interpolation, suggesting a more selective choice of grid
points. The idea of omitting grid points without sacrificing too much accuracy leads to
the notion of sparse grids.

2.3.2. Sparse Grid Interpolation
Using the hierarchical basis, leaving out grid points is straightforward. Restricting the
level l in one or multiple dimensions results in omitting grid points. In particular, grid
points on fine levels, contributing little to the interpolation, are removed from the full
grid by restricting the maximum level.
However, removing grid points from the full grid leads to a decreased accuracy of the
interpolation. Sparse grids arise from optimizing this trade-off between accuracy and the
number of grid points used for interpolation. By imposing
|l|1 ≤ l + d − 1

(2.7)

P
on the level vector the regular sparse grid up to level n is given where |l|1 = di=1 |li | and
d denotes dimension of the domain. Figure 2.3 compares the selection of grid points for
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the sparse and full grid of level n = 3.
Adapting Equation 2.1 gives the sparse grid interpolant
X
α(l,i) ϕ(l,i) (x)
fˆ(x) =

(2.8)

|l|1 ≤n+d−1
i∈Il

for level n. Refer to [3, 4] for detailed derivation of this selection of grid points forming
the sparse grid.
Comparing the exponentially growing cost of a full grid with the sparse grid, a considerably
better upper bound O(2n nd−1 ) is obtained, while the error increases only slightly from
O(2−2n ) to O(2−2d nd−1 ) (for sufficiently smooth f ). For more details on the derivation
of these complexity bounds refer to [3].
One issue not dealt with so far is the treatment of the domain’s boundary. With the
current construction no grid points are spent on the boundary leading to a high error if f
is non–zero in regions at the boundary. Simply introducing grid points on the boundary in
regular intervals is problematic because a large number of additional grid points relative
to the normal grid is required. Instead a more sophisticated choice of grid points on the
boundary or alternatively, modified basis functions extrapolating towards the boundary
can be applied. For more details refer to [4].

2.3.3. Adaptivity, Refinement and Coarsening
Even though the a priori grid performs well with fine enough level and smooth target
function, a regular sparse grid is often not sufficient.
On one hand, the computational effort grows with the grid size. Thus arbitrarily increasing
the maximum level of the grid is not possible.
On the other hand, it is desirable to not only stay computationally feasible but use
a posteriori information. Increasing the resolution of the grid where the function demands
it, often directly leads to higher accuracy. To prevent overfitting and high computational
effort, the removal of grid points in less important areas might also be a possible strategy.

Refinement Spatially adaptive refinement implements this process of the local additions
of grid points. In order to preserve algorithmic properties important for grid traversal,
points cannot be inserted freely. Instead, first an existing grid point (l, i) in a locally
important area is selected. For each dimension a pair of children with level l + 1 is
then inserted into the grid, if not already existent. Figure 2.4 (left to middle) illustrates
the refinement of two grid points. Additionally, the children must have all hierarchical
parents. If these hierarchical parents do not exist they are added recursively. The second
refinement step in Figure 2.4 (middle to right) shows such a scenario.
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l1 = 2

l1 = 3

l2 = 3

l2 = 2

l2 = 1

l1 = 1

Figure 2.3.: Grid points on the levels l ∈ {1, 2, 3} separate for each dimension (left). All
grid points taken together form a full grid with mesh width 2−3 . Omitting
the grid points in gray results in a regular sparse grid (blue) of level 3 (right).

Figure 2.4.: Two grid points (red) are to be refined. The refinement happens sequentially
from left to right. In the first step four new grid points are inserted (left
to middle). In the second refinement step (middle to right) two additional
parent grid points (blue) have to be added to preserve the structure of the
grid.
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Identifying grid points suitable for refinement in important areas of f is difficult. A
straightforward and commonly used approach is to refine grid points with high absolute
surplus |α(l,i) |. These grid points contribute the most to the interpolation relative to
all grid points. It is therefore more likely that they express the defining properties of
f . surplus refinement is robust and yields good results in a wide range of applications
[4, 5, 8]. Refer to Algorithm 6 in Appendix B for a concrete implementation. There are
however some considerations to take into account when using surplus refinement.
Often, refining grid points on a fine level leads to overfitting and it is desirable to prefer
candidates on a coarser level, even if the absolute surplus is not as high. Weighing the
surplus with 2−|l|1 addresses this issue, prevents an increasingly fine level and leads to a
more balanced grid.
Another problem with surplus refinement is that critical areas might be missed completely
due to the indirect indication of important areas via surpluses. Similar to before, enforcing
a certain maximum level through weighted surpluses prevents the refinement of getting
stuck in these areas and promotes a overall successful refinement, even if some refinements
were done in unimportant areas.
In addition to the choice of refinement candidates, it is also important to consider the
extent of the whole refinement process. Refining only the best candidate is often too
greedy locally and the refinement might get stuck in one particular area. On the contrary,
refining too broadly results in many additional grid points with additional computational
cost. For grids with high dimensionality the number of new grid points can grow rapidly
even by doing only a single refinement because hierarchical parents in multiple dimensions
need to be added as well [4].
Moreover, in machine learning scenarios, especially with limited training data, overfitting
can become an issue even if broad refinement is applied. That is due to noise in the
training data and increasingly high model complexity.
Finding an effective refinement strategy is thus not only a question of how to identify
refinement candidates but often also requires problem specific adjustments.

Coarsening Another possibility to avoid grids with a high number of grid points is to
remove grid points given by the regular sparse grid or introduced by previous refinements.
This process called is coarsening. The removal of grid points is even more delicate
than the introduction of new ones. Removing an important basis function from the
interpolation might lead to a considerable loss in accuracy. Complementary to the surplus
refinement, surplus-based coarsening ensures that only grid points with low absolute
surplus, contributing little to the overall interpolation, are candidates for removal.
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2.4. Grid-based Classification
In this section it is more convenient to enumerate basis functions and surpluses instead of
indexing them by (l, i). Thus ϕi and αi denote the i-th object without directly identifying
it with a particular grid point.
There are two different methods to do classification with sparse grids. The first approach
is a supervised machine learning approach constructing a classifier c(x). The second
approach, relevant for the refinement strategies discussed in Section 2.5 is based on sparse
grid density estimation. For each class a probability density function is constructed and
classification is based on the comparison of function evaluation of these PDFs.

2.4.1. Supervised Learning
Here, and fˆ : [0, 1]d → R is a function modeling the training data



(i) (i)
d
S = x ,y
∈ [0, 1] × {−1, 1}

(2.9)

wheres x denotes the data point and y the associated class label. In case the domain is
not already Ω = [0, 1]d the data points in X can be transformed in a preprocessing step
to lie in the unit hypercube. Then fˆ(x) : [0, 1]d → R is constructed modeling the training
data S. In order to obtain discrete class labels, for instance 1 and −1,
(
1 if fˆ(x) ≥ 0
c(x) =
(2.10)
−1 if fˆ(x) < 0
is applied after evaluating fˆ.
A common approach in machine learning is to obtain fˆ by minimizing the mean squared
error
M
1 X  (i) ˆ (i) 2
y −f x
(2.11)
M
i=1

with respect to fˆ where M denotes the number of training data points.
To prevent that the approximation becomes too adapted to the training data (leading
to overfitting and poor generalization) a penalty term λ · ||Λ(fˆ)||2 is added to the error
function in Equation 2.11. The regularization functional Λ(fˆ) is often chosen to be the
gradient ∇fˆ enforcing smoothness of fˆ. A high gradient indicates a rough shape of fˆ
which then leads to a high penalty to the error [4, 5].
In the sparse grid setting, minimizing the error with respect to fˆ can be formulated as
minimization with respect to the surpluses α
~ = (α1 , α2 , . . . , αN )T
!
M
N
N
X
 2
1 X  (i) X
(i)
2
α
~ = arg min
y −
αi ϕi (x) x
+λ
αi
(2.12)
M
α
~
i=1

i=1

i=1
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where N denotes the number of grid points. Here Λ is chosen to be based on the surpluses
directly. The surpluses alone are a simple way to measure smoothness because high
absolute surpluses lead to a rough function. Refer to [4] for more possibilities for Λ.
This optimization problem with can be restated as solving a system of linear equations
1

1
BB T + λC α
~=
B~y
(2.13)
M
M
for the surplus vector α
~ . In the above equation ~y = (y (1) , y (2) , . . . , y (M ) )T , is the class
label vector and (Bij ) = ϕi (x(j) ) is a N × M matrix. The matrix C corresponds to the
regularization term and is the identity matrix I in case of surplus-based regularization.
This system of linear equation is positive definite and can be solved efficiently by using
the Conjugate Gradients method [8].
This supervised learning approach is promising and was successfully applied, for instance
in [4, 5, 8]. However, every time the grid changes, the system of linear equations has to be
solved again making refinement computationally expensive. This is especially relevant in
data streaming scenarios where refinements happen in a time critical setting. Additionally,
classification problems with more than two classes are difficult to handle. This is due to
growing imprecision of fˆ when too many discrete levels in the codomain of the function
are required [5].
To address these issues, classification based on density estimation can be used.

2.4.2. Sparse Grid Density Estimation
In order to do classification with density estimation, the data points in training dataset S
(cf. Equation 2.9) are split into separate sets S1 , S2 , . . . according to their class. Then a
density probability function is estimated, based on an initial guess f by optimizing
!
Z
2
fˆ = arg min
fˆ(x) − f (x) dx + λ ||Λfˆ||L2
(2.14)
fˆ

Ω

where λ||Λfˆ||L2 is a regularization term similar to the one introduced in Section 2.4.1
and Ω denotes the domain [0, 1]d .
Given a sparse grid setting, fˆ is to be determined such that
Z
Z
M
1 X
ˆ
ˆ
ϕj (x(i) )
(2.15)
f (x)ϕj (x)dx + λ
Λf (x) · Λϕj (x)dx =
M
Ω
Ω
i=1

holds for all basis functions ϕj . Here N denotes the number of grid points whereas M
is the number of data points in the training dataset. Due to the probability density
P
function fˆ(x) = N
k=1 αk ϕk (x) being constructed with a sparse grid, Equation 2.15 can
be expressed as a system of linear equations
(R + λC)~
α = ~b
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Figure 2.5.: The twomoons dataset, 1000 data points split into two classes (left). Two
PDFs, approximated based on the data, one for each class (middle, right).
Regular sparse grids of level 5 were used to build the respective PDFs.
where (Rij ) = (ϕi , ϕj )L2 , (Cij ) = (Λϕi , Λϕj )L2 and bj =
inner product
Z
(f, g)L2 =

1
M

PM

i=1 ϕj (x

f (x)g(x)dx

(i) )

[5]. Here, the
(2.17)

Ω

is taken for all combinations of basis functions to form the matrix R and C. Similar
to Equation 2.13 this system of linear equation is solved for α
~ in order to define the
approximation fˆ. For a detailed derivation of this density estimation refer to [5, 9]. Note,
that due to the piecewise approximation, fˆ might not be normalized and negative function
values are possible. Figure 2.5 and 2.6 illustrate sparse grid density estimation with a
commonly used artificial classification problem, the twomoons dataset.
Note that due to the local support of the basis functions, many entries of R + λC are 0.
Still, the matrix is not sparse in general and becomes large for grids of fine level and high
dimension. Therefore, Conjugate Gradients (CG) is suitable to solve this system of linear
equations efficiently, without requiring an assembled matrix R + λC in memory (similar
to Equation 2.13) [5].
In contrast to the supervised learning approach, the matrix R + λC is not dependent
on the training data. This information is contained in the vector ~b exclusively. Thus
factorizing the matrix using LU, eigen- or Cholesky decomposition offers an alternative
to CG. This is especially relevant for applications allowing Online/Offline splitting which
is introduced in Section 2.6.

2.5. Refinement Strategies for Classification
As mentioned earlier, spatial adaptivity is essential for machine learning tasks. Although
general refinement strategies like surplus refinement (see Section 2.3.3) are robust and
yield good results, problem specific refinement strategies might offer improvements.
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Figure 2.6.: The surface plot of the PDF belonging to the red class of the two moons
dataset (cf. Figure 2.5). A sparse grid of level 5 was used to construct this
PDF.
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Figure 2.7.: An artificial classification problem with sine wave as border between the
two classes (left). The contour plot of the difference fˆ∆ = fˆ1 − fˆ2 between
the respective PDFs for the red and blue class. Color changes between red
and blue indicate zero-crossings of fˆ∆ , thus intersections between fˆ1 and fˆ2
(right).
Given a dataset for classification, critical areas are usually located where one or multiple
classes border or overlap. In these areas the classifier needs to be able to distinguish
between classes even though data points of multiple classes are close together. Often
linear separation is impossible and a higher model complexity is required to reflect the
subtle boundaries between classes. Figure 2.7 shows a dataset with such a class boundary.
Using sparse grids, this is implemented by a locally increased grid resolution through
adaptive refinement. The goal of a classification specific refinement strategy is to develop
additional grid points in areas where classes border.
There are, however, fundamental differences to the usual sparse grid setting. By doing
classification via density estimation, the information of class boundaries and overlaps is not
expressed in a single grid, but rather where the PDFs, each represented by its own grid, of
two or more classes intersect. This causes multiple issues for already established refinement
strategies such as surplus refinement and calls for classification-specific approaches.
First, surplus refinement only considers the information of one grid at a time and thus
might miss important indicators by design due to the multi-grid scenario arising from
classification via density estimation.
Furthermore, surplus refinement is not likely to indicate grid points in areas of interest
as the only concern is to find grid points with high absolute surplus (cf. Section 2.3.3).
Usually, intersection of PDFs occurs in areas where the density of data points of neither
class is very high. Thus the surpluses of basis functions in those areas are not likely to be
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among the highest.
Finally, there might be no grid points in areas of interest at all and surplus refinement
might start in areas completely unrelated to classes boundaries. This is especially prone
to happen at the beginning of the refinement process when the regular sparse grid is used.
Thus, methods gradually developing grid points towards these areas of interest, based on
the data rather than existing grid points could lead to much quicker and more accurate
refinements.
There are multiple ways to identify areas where classes are close or overlap. One straightforward approach is to detect where pairs of estimated probability density functions
intersect. This can be done by taking the difference
fˆ∆ (x) = fˆk (x) − fˆl (x) = 0

(2.18)

between two PDFs and solving for 0. To cover all possible intersections, n(n − 1) such
equations have to be solved given, n classes. Computing these points on the zero-crossing
of fˆ∆ directly, however, might be computationally expensive and not immediately useful.
For refinement, suitable grid points need to be identified and the points obtained by
solving Equation 2.18 have no immediate connection to grid points. Furthermore, the
number of intersections between n classes is usually high, but only a few of them are
relevant for the model itself. If one class is dominant (one PDF has much higher function
value than any other PDF) in a certain area of the domain, the intersections of PDFs of
other classes are irrelevant. Lastly, the piecewise approximated PDFs are often rough in
areas where little or no data points lie. This is usually not an issue because even though
the function is not smooth, it is very close to 0 and properly reflects the density of data
points. However, the PDFs might jump between very small positive and negative values
thus creating additional irrelevant solutions for Equation 2.18.
Another possible approach is to use the data points in the training data. If a given data
point x has a high evaluation fˆk (x) for multiple classes k then it is likely to be in a
critical area. These data points indicate where PDFs intersect without a direct solution
for Equation 2.18. While this approach circumvents irrelevant solutions arsing from rough
parts of the PDFs it does not indicate any grid points and additional steps have to be
taken in order to find refinement candidates.
A similar approach providing candidates directly consists of evaluating the PDFs at the
grid points as opposed to the data points. This seems to deal with both issues of the
initial PDF-intersection approach. However, the grid points have no relation to the data
at hand, but are given by an a-priori regular grid (before any refinement). Thus evaluating
at the grid points instead of data points is much less indicative of important areas and
might miss, similar to the surplus refinement, critical areas completely. Development
of grid points towards area of interest might be very slow and happen only after many
unnecessary grid points were introduced.
In the Section 3, three refinement strategies based on these approaches to find areas with
common class boundaries are proposed.
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2.6. Online/Offline Splitting
Online/Offline splitting is the process of separating parts of the model construction from
the model application.
Expensive computations are performed in the Offline phase and the results stored for
later use. In the time critical online phase where the model is applied (often many times)
these results are then used to achieve much better run times. Online/Offline splitting is
primarily applied for model order reduction and data streaming scenarios [5].
Using the sparse grid density estimation approach introduced in Section 2.4.2 and the
fact that the matrix R + λC is independent of any data, Online/Offline splitting can be
applied to classification with sparse grids.
In the Offline phase a matrix factorization of R + λC is computed and stored for the
Online phase. This reduces the upper bound of solving the system of linear equations of
Equation 2.16 in the Online phase from O(N 3 ) to O(N 2 ) where N is the number of grid
points [5]. A variety of decompositions are possible. LU decomposition is computationally
cheap but does not allow for a change of regularization parameter λ after the factorization
is done. However, λ is often problem dependent and needs to be adjusted in the Online
phase which is a severe drawback of LU decomposition.
Eigendecomposition is more expensive but addresses this issue, allowing for a change of
the parameter λ. But especially in machine learning scenarios, not only λ needs to be
adjusted but the grid itself. Although this might be possible with eigendecomposition,
a third approach, Cholesky decomposition, offers an established approach to update
the factorization of R + λC when the grid is modified. Changes in the grid are due
to refinement and coarsening during the Online Phase, which is essential for machine
learning problems as explained in Section 2.3.3. Thus, Cholesky decomposition is often
the best choice when employing this factorization approach even though the adjustment
of the regularization parameter λ is more difficult compared to eigendecomposition [5].
In addition to matrix factorization, Conjugate Gradients (CG) is also possible in an
Online/Offline setting. Especially if the sparse grid approach does not allow a data
independent left hand side of the system of linear, equations CG is often a reliable choice.
Even if a matrix factorization is possible, CG should still be considered as an option due to
the computational cost of modifications of the matrix factorization. The algorithms used
for modifying a Cholesky-based factorization are usually computationally inexpensive,
but if extensive modifications are required, including a change in λ, CG might offer better
run times.
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In this section three refinement strategies specific for classification are presented. Based on
the methods to find areas with common class boundaries introduced in Section 2.5, these
strategies make use of additional information given by the knowledge of a classification
problem and might offer qualitative improvements over general refinement strategies.
For each strategy an algorithm is provided illustrating how it could be implemented. Note,
that the algorithms are designed to explain the structure of the refinement strategy and
are not entirely optimized for efficiency. Still, each refinement strategy is analyzed for
its computational complexity. As measure, the number of grid evaluations is taken, as
it is the most expensive elementary operation on sparse grids required for all strategies.
Neither computational efficiency with regards to low-level operations, nor possibilities for
parallelization are considered in this thesis.
Section 4 discusses changes that were made to improve the run time and compares the
complexity bounds to the ones derived in this section.
Before the refinement strategies are proposed, the general process of multi-grid refinement
is summarized.

3.1. Multi-grid refinement
For classification based on density estimation, multiple grids need to be refined. This is
done separately for each grid. Processing the grids sequentially, the refinement strategy
assigns a score to each grid point of the current grid. After all grid points are scored,
the ones with the highest scores are refined. For the purpose of this thesis, the number
of grid points to be refined is constant and in the range between 2 and 5 grid points
per refinement step. A higher number might be desirable for very fine grids (l > 7)
due to a much higher number of grid points given by the regular grid. For examples
refer to [4]. As discussed in Section 2.3.3, finding the optimal setting for the refinement
process is difficult and dependent on the problem at hand. Usually multiple rounds of
refinement are applied to the model. With each round new grid points are added to the
grid, thus re-computation of the surplus vectors (see Section 2.4.2) is required before the
next so-called refinement step can be executed. Furthermore, it is important that the
refinement of all grids is complete before the re-estimation of probability density functions
occurs or else the scoring of the remaining grid points will get skewed. As shown in
Algorithm 1, the refinement of all grids and re-computation of the surplus vectors (done
in train) alternate until the desired number of refinement steps is reached.
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Algorithm 1 Multi-grid Refinement
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
f un ← refinement functor to be used
n ← number of grid points to refine per step
s ← number of refinement steps
function refineAllGrids(Gs, As, f un, n, s)
for 0 ≤ k < s do
for 0 ≤ i < |Gs| do
refineGrid(i, Gs, As, f un, n)
end for
for 0 ≤ i < |Gs| do
train(Gsi , Asi , . . . )
end for
end for
end function
function refineGrid(i, Gs, As, f un, n)
G ← Gsi
scores ← ~0
for 0 ≤ j < |G| do
g ← Gj
scoresj ← fun(i, g, Gs, As)
end for
n̄ ← 0
while n̄ < n do
k ← argmax scores
g ← Gk
if isRefinable(g) then
refine(g, G)
n̄ ← n̄ + 1
end if
scoresj ← 0
end while
end function
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. repeat the refinement s times
. refine each grid separately

. re-compute all surplus vectors
. re-compute Asi

. the grid to be refined
. score each grid point
. the grid point to be scored
. call the functor to score g

. refine the top n grid points
. index of the best score
. grid point with the best score
. check if all children exist

3.2. Zero-crossing-based Refinement

3.2. Zero-crossing-based Refinement
This refinement strategy is based on the pairwise intersections between probability density
functions (see Equation 2.18) to find areas where multiple classes have common boundaries.
In order to avoid solving (2.18) directly and to obtain grid points instead of arbitrary
points, grid points are used as a basis to determine zero-crossings of fˆ∆ . First the
coordinates of two grid points are evaluated at fˆ∆ . Then the signs of the evaluations
are compared. If the signs differ a zero-crossing has to lie between them. Figure 3.1
illustrates difference in sgn(fˆ∆ ) of grid points lying on different sides of zero-crossings.
However, zero-crossings can be anywhere between those two grid points thus no precise
location can be determined. On the other hand, this method directly identifies grid points
involved in zero-crossings, making the choice of refinement candidates straightforward.
Comparing the signs of all pairs of grid points however, is computationally expensive and
unnecessary, as a zero-crossing between far apart grid points expresses little about the
importance of these grid points themselves.
There are multiple ways to form grid point pairs for sign-comparison. One straightforward
approach is to only compare the signs of child–parent pairs. This leads to a massive
reduction in the number of comparisons and guarantees a certain proximity of grid points
and zero-crossing. However, taking only child–parent pairs is prone to miss refinement
opportunities. Even though all relevant zero-crossings between at least two grid points
are detected (for exceptions see below), it is not guaranteed that the grid points are the
optimal choice for proximity. Often, a better pair without child–parent relationship exists.
Therefore an even more local approach is required.
Instead of comparing grid points with relationships within the level-hierarchy, geometric
neighbors can be used. Grid points are considered neighbors if their coordinates differ
only in one dimension j and they are adjacent grid points in that dimension. For instance,
taking the one-dimensional example shown in Figure 2.2, the neighbors of (3, 3) are

Nj (3, 3) = {(2, 1), (1, 1)}
(3.1)
where Nj is the set of neighbors with respect to dimension j. Note, that (3, 3) and (1, 1)
have no direct child-parent relation, but are next to each other on the x-axis. More
generally, given a grid point (l, i), the neighbors with respect to dimension j are given by
 n
o
Nj (l, i) = (u, v) ∈ G | ∀k 6= j : lk = uk ∧ ik = vk , (lj , ij ) ∼ (uj , vj )
(3.2)
where g1 ∼ g2 denotes the geometric adjacent-relation of grid points, G is set current grid
and 1 ≤ k, j ≤ d. Note, that ∼ is symmetric and if g2 ∈ Nj (g1 ) then also g1 ∈ Nj (g2 ).
Even though this symmetry exists, it is important to calculate Nj for both grid points, as
the sets Nj (g1 ), Nj (g2 ) are not necessarily equal. Refer to Algorithm 10 in Appendix B
for details on how the neighbors Nj for a given grid point are determined. Adjacent grid
points are considered for each dimension separately. Thus the set of all neighbors
[
N =
Nj
(3.3)
1≤j≤d
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is the union of all Nj . This set is calculated for each grid point g and all pairs {g} × N (g)
are compared for sign differences.
In contrast to the child-parent pairs, grid points with zero-crossing are now at a minimal
distance to it with respect to dimension j. This approach offers an advantageous trade-off
between computational efficiency and proximity to the zero-crossing. Now a maximum of
|N | ≤ 2d neighbors per grid point need to be considered compared to d possible parents.
On the other hand, the geometric neighbors are often much closer to the zero-crossing
than child-parent pairs which increases the chance of finding critical grid points.
Figure 3.1 shows all pairs of neighbors with sign discrepancy. These grid points are
candidates for refinement.
Nevertheless, using grid points to find zero-crossings leads to imprecision regarding the
exact location of the zero-crossing. Furthermore, certain zero-crossings might be missed
completely. This happens if a zero-crossing lies at the border of the domain such that
one side contains no grid-points. Figure 3.1 shows this happening multiple times. This
however, is only an issue for very coarse regular grids and if areas of interest are located
very close to the border of the domain.
Another case off missed zero-crossings is visible in the area around (0.25, 0.45) in Figure 3.1,
where the small circular zero-crossing remains undetected. Even if it lies directly between
adjacent grid points it will not get identified. This commonly happens if an even number
of sign changes occur between a pair of grid points. Then both grid points have the same
sign and the zero-crossing is missed. However, because zero-crossings have to be very close
for this to occur, a possible common class boundary is very unlikely the cause of them.
Furthermore, common class boundaries usually cause only one distinct zero-crossing.
Multiple zero-crossing in a narrow area suggest approximation artifacts. The case in
Figure 3.1 is indeed such an artifact caused by the rough shapes of the approximations fˆi .
On the contrary, not detecting such zero-crossings is beneficial. They do not indicate
common class boundaries and often lead to useless refinements if the related grid points
are picked for refinement. Unfortunately these irrelevant zero-crossings caused by the
rough shape of the approximations are usually detected after all. It is thus important
to distinguish between those and zero-crossing which might be caused by common class
boundaries.
Indicator that grid points involved in a zero-crossing lie in an area of common class
boundaries is the function value of fˆ∆ evaluated at both points of the candidate pair as
well as the evaluations of the grid point at fˆi . Given the grid k to be refined and a grid
point g, a score given by
q

q
s(x) = max
fˆ∆ (x) fˆ∆ (y) ·
fˆk (x) fˆl (x)
(3.4)
y∈N
1≤l≤n,k6=l

for the coordinates x of g and y the neighbor, measures this relevance. Here fˆ∆ = fˆk − fˆl
is the respective difference PDF for the class combination k, l.
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Figure 3.1.: Zero-crossings of the difference PDF fˆ∆ for the dataset shown in Figure 2.7.
Grid points with negative sign (fˆ∆ (x) < 0) in blue, grid points with positive
sign (fˆ∆ (x) ≥ 0) in red. In black, the zero-crossing contour lines of fˆ∆ (left).
Only pairs of geometric neighbors (connected with lines) with different signs
(right) are considered for refinement.
q
This first term |fˆ∆ (x)||fˆ∆ (y)| is high only if both grid points have a high absolute value
of fˆ∆ . Due to the difference in sign this indicates a steep area (with zero-crossing) of fˆ∆
between the two grid points which suggests a common class boundary. On the contrary,
pairs of grid points related to irrelevant zero-crossings such as the ones often occurring
at the boundary of the domain are very unlikely to have high evaluations of fˆ∆ as the
zero-crossing is in q
an area where fˆ1 and fˆ2 are close to 0 anyway.
The second term |fˆk (x)||fˆl (x)| is to prevent refinements of grid points which get a
high value for the first term due to symmetry. Often one grid point is located close to a
common class boundary whereas the second grid point lies in an irrelevant area. This
correctly induces a high value for the first term of the score, as one grid point is indeed in
an area of interest. The second grid point however, will also have that high score due the
symmetry of the adjacent-relation (cf. Equation 3.2), although it is not important at all.
By enforcing an additional high function value at the refinement candidate itself, high
scores by symmetry filtered, as irrelevant point tend to have low function values at at
least one of the two PDFs fˆk , fˆl .
Top scoring candidates without all children are ultimately refined. As with surplus
refinement, the score s can be weighted by a level penalizing term to counteract overfitting
and excessive model complexity.
Algorithm 2 depicts the process of finding zero-crossings and scoring the related grid
points. The function getGeometricNeighbors determining N is described in Appendix B.
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Suppose a single grid point g is to be scored with scoreGridPoint. First all neighbors
N are determined and g is evaluated at all grids. This requires O(n) grid evaluations
for a problem with n classes and thus n grids. Then each neighbor is examined and the
score s is calculated for the grid point pair. Because all possible class-combinations are
considered for the grid-intersection process, every parent point has to be evaluated at
each grid. This leads to an additional O(2nd) grid evaluations, due to |N | ≤ 2d. Thus a
total of O(2nd + n) grid evaluations are necessary for scoring a single grid point.
For the whole grid, this results in O(N nd) grid evaluations, where N denotes the number
of grid points. One refinement step, processing all grids, thus requires O(N n2 d) grid
evaluations, scaling linear in the number of grid points and dimensionality but quadratic
in the number of classes.
One advantage of this strategy is that zero-crossings, the most indicative evidence of
common class boundaries, are used directly in order to find suitable refinement candidates.
Furthermore, even if multiple areas with common class boundaries exist, it is unlikely
that the strategy focuses on a single one exclusively, especially if broad refinement and
level penalizing is utilized.
However, filtering out irrelevant zero-crossings might not always be successful due to
noise and the rough shape of the piecewise approximation, which could lead to completely
useless refinements. Furthermore, the computational effort required is relatively high.
The number of (expensive) grid evaluations scales in both the number of classes and the
dimensions. Even though the changes proposed in Section 4 reduce the quadratic scaling
in n, the scoring process for this strategy is the most expensive one of all strategies, as
many low-level operations are required to determine neighboring grid points.

3.3. Data-based Refinement
The zero-crossing strategy takes the most indicative information, pairwise intersections of
PDFs, but sacrifices precision due to the uncertainty of the location of the zero-crossing
between two grid points.
Data-based refinement aims at a higher accuracy when identifying areas where classes
are bordering. For that, data-based refinement uses data points to identify these areas of
interest and therefore requires a sample of training data points X 0 ⊂ X. For each possible
pair of classes k, l a set

Hk,l = x | fˆk (x) > ak µk ∧ fˆl (x) > al µl ⊂ X 0
(3.5)
is constructed where µi denotes the mean of fˆi and ai is a scaling factor. This set contains
data points for which both PDFs have a high function value and are thus lying in an area
where both classes have a high density. The coefficients ai are used to control the amount
of data points in Hk,l . The values for ai are, similar to the regularization parameter λ,
problem specific and dependent on the shape of the intersections given by fˆ∆ = fˆk − fˆl .
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Algorithm 2 Zero-crossing-based Refinement
i ← index of the grid to be refined
g ← grid point to score
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
function scoreGridPoint(i, g, Gs, As)
~u ← ~0
. vector to store evaluations of g
d ← dim(Gsi )
. dimension of the grids
score ← 0
N ← getGeometricNeighbors(g, Gsi )
. cf. Appendix B
for 0 ≤ j < |Gs| do
. evaluate all grids at g
~uj ← evalGrid(g, Gsj , Asj )
end for
for p ∈ N do
. compute the pairwise score
~
~v ← 0
. vector to store evaluations of p
for 0 ≤ j < |Gs| do
. evaluate all grids at p
~vj ← evalGrid(p, Gsj , Asj )
end for
for 0 ≤ j < |Gs| do
. all class combinations are considered
if i 6= j then
du ← ~ui − ~uj
. difference at g
dv ← ~vi − ~vj
. difference at the neighbor p
if sgn(du ) 6= sgn(dv ) then
p
p
score ← max{score, |du ||dv | |~ui ||~uj |}
. cf. Equation 3.4
end if
end if
end for
end for
return score
end function
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Figure 3.2.: Using the dataset shown in Figure 2.7, data-based refinement identified
relevant data points H1 ⊂ X, drawn black (left) and colored by their respective
classes (right). Data points x are marked relevant if fˆi (x) > sµi holds for
both classes i ∈ {1, 2} (here ai = 31 ∀i).
An alternative
to this parametrization is to compute a score for each data point, for
q
ˆ
instance |fk (x)||fˆl (x)|, and choose to top t scoring points for Hk,l . This avoids the
problem dependent parameters ak but requires to determine t. Choosing a fixed number,
for example t = 0.1 · |X 0 |, is problematic because this a-priori choice might be too
restrictive or to soft depending on the problem at hand. Thus parametrization is not
avoidable with this strategy.
After all Hk,l are determined, the union
Hk =

[

Hk,l

(3.6)

1≤l≤n
k6=l

is taken, containing all relevant data points for the k-th grid.
Algorithm 3 outlines the computation of Hk,l and H = {Hk | 1 ≤ k ≤ n}. In order to
avoid multiple PDF evaluations at the same data point, the evaluations of all data points
at all grids are pre-computed and stored in a matrix W ∈ Rn×m where n denotes the
number of classes and m = |X 0 |. This leads to a memory consumption of O(nm) to store
this matrix but reduces the number of grid evaluations from O(n2 m) to O(nm). Still, the
computation of H is expensive and poses a problem for data streaming scenarios where
H needs to be recomputed with each refinement step.
The set H1 ⊂ X for class 1 of the sine-border dataset (cf. Figure 2.7) is shown in
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Algorithm 3 Data-based Refinement: Computing H
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
X 0 ← sample of training data points
Y 0 ← class labels for X’
~a ← scaling factors for µ
~
function computeH(Gs, As, X 0 , Y 0 , ~a)
0
W ← R|Gs|×|X |
. matrix to store evaluations
~
µ
~ ←0
. storage the PDFs’ means
H←∅
. contains all Hk
for 0 ≤ i < |Gs| do
for 0 ≤ j < |X 0 | do
x ← Xj0
Wij ← evalGrid(x, Gsi , Asi )
. evaluate all x ∈ X 0 at grids
µ
~i ← µ
~ i + Wij
end for
µ
~i ← µ
~ i / |Gsi |
end for
for 0 ≤ k < |Gs| do
Hk ← ∅
. union of all Hk,l
for 0 ≤ l < |Gs| do
if k > l then
. symmetric computation is omitted
Hk ← Hk ∪ computeHkl(k, l, W, X 0 , ~a, µ
~)
end if
end for
H ← H ∪ {Hk }
. store Hk as element of H
end for
return H
end function
function computeHkl(k, l, W , X 0 , ~a, µ
~)
Hk,l ← ∅
for 0 ≤ i < numRows(W ) do
if Wki > ~ak µ
~ k ∧ Wli > ~al µ
~ l then
Hk,l ← Hk,l ∪ {Xi0 }
end if
end for
return Hk,l
end function

. add the data point as relevant
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Figure 3.2. To find refinement candidates for the grid k, the score

s(x) = p ∈ Hk | p ∈ support(x)

(3.7)

is calculated, rating the relevance of grid points by evaluating s at their coordinates x. If
the basis function for a certain grid point has a large subset of Hk within its support,
that grid point is likely to lie in an area where classes are close. Note, that grid points on
coarser levels have basis functions with larger support and are therefore more likely to
have a high score s. This effect is similar to level penalizing mentioned in Section 2.3.3
and helps to avoid overfitting. It also helps to prevent the refinement strategy from
getting stuck in a single area Hk,l because the level of grid points in a single area increases
with continuous refinement and the scores for that particular area decrease with shrinking
support.
The scoring process is depicted in Algorithm 4. No grid evaluations are required at all,
since the score is based on the pre-computed data points in Hk . This makes the scoring
comparatively cheap, although elementary operations scale both in the number of grid
points and the number of data points in X 0 .
Data-based refinement promises to locate areas of interest with higher precision than the
zero-crossing strategy as data is used instead of a-priori chosen grid points. There are
multiple drawbacks, however.
First, this strategy is expensive due to Algorithm 3 scaling in |X 0 |, which often is required
to be large because of otherwise poor accuracy due to noise and subtle class boundaries.
Especially in data streaming scenarios, where the training data changes, the computational
cost of determining H is problematic. Secondly, the parameters ai need to be determined
in order to only gather relevant data. Often ai = 1 leads to a too small/large Hk which is
either not stable, or not indicative enough for a successful refinement. Lastly, handling a
large number of spatially separated areas of interest is difficult. Although the strategy
usually avoids getting stuck in a single area, multiple areas might be omitted due to low
scores caused by a lower amount of data points relative to other sets Hk,l . Thus this
strategy might only be effective if merely one or very few common class boundaries exist.
To avoid the high computational effort of calculating H, a third strategy similar to
data-based refinement is proposed. Grid-based refinement uses grid points instead of data
points but keeps the notion of important points where multiple PDFs have a high value.

3.4. Grid Point-based Refinement
The method to find data points in areas where classes border (see Equation 3.5) can be
applied to grid points as well. Avoiding the large number of grid evaluations required for
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Algorithm 4 Data-based Refinement: Scoring
i ← index of the grid to be refined
g ← grid point to score
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
H ← relevant data points
function scoreGridPoint(i, g, Gs, As)
score ← 0
for p ∈ Hi do
if isWithinSupport(g, p) then
score ← score + 1
end if
end for
return score
end function

. cf. Algorithm 3

. data points relevant for grid i

function isWithinSupport(g, p)
x ← coords(g)
. the coordinates of g
l ← level(g)
. the level vector of g
for 0 ≤ j < dim(p) do
step ← 2−lj
. half of the support in dimension j
if pj < xj − step or pj > xj + step then
return false
end if
end for
return true
end function
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data-based refinement, this strategy only evaluates at grid points. Again, a score
!
fˆk (x)2 + fˆl (x)2
(3.8)
s(x) = max
2
1≤l≤n
1 + fˆ∆ (x)
k6=l

is calculated at the coordinates of all grid points of grid k (the grid to be refined). Here the
score is the maximum over all possible class combinations k, l with fˆ∆ = fˆk − fˆl . A grid
point with high function values for both PDFs and simultaneously a low difference value
fˆ∆ (x) is likely to be in an area with common class boundaries and therefore has a high
score s. This attempts to combine the notions of important points of zero-crossing-based
refinement (fˆ∆ ≈ 0) and data-based refinement (high PDF values).
Note, that this particular choice for s(x) is only one of many possibilities. For instance,
the sum in the numerator can be replaced by the product of both function values, similar
to the data point score briefly mentioned in Section 3.3. This would lead to a more strict
differentiation, where only grid points with simultaneously high fˆk and fˆl score high.
However, there is no guarantee that any grid points fulfill such strict requirements as the
grid points are chosen independently of the problem at hand. This therefore runs the
risk of a narrow range of small scores for all grid points, leading to widely inaccurate
refinements which might propagate throughout the whole refinement process. Thus a more
lenient score, such as in Equation 3.8, is preferable. Similar to the other two strategies,
the top t scoring grid points will ultimately be refined. Algorithm 5 depicts the scoring
process. This refinement strategy requires O(n) grid evaluations for the scoring of a single
grid point where n denotes the number of classes. Refining a single grid thus leads to
O(N n) grid evaluations and a refinement step requires O(N n2 ) evaluations, where N is
the number of grid points. Similar to the zero-crossing refinement strategy, the refinement
scales quadratic in the number of classes.
Even with a soft scoring process, this strategy suffers from the lack of relation between
choice of grid points and a-posteriori information available. Many of the issues of surplus refinement also apply to this strategy. However, given a large enough number of
grid points, grid point-based refinement might identify common class boundaries more
accurately than surplus refinement. Namely, not merely the surplus of a grid point is
taken into account but rather information about the particular PDFs at this point in
combination with heuristics about common class boundaries.
Note also that this strategy is computationally cheap. Even though O(N n2 ) grid evaluations are required, the number of low-level elementary operations necessary to calculate
the score s is very low compared to the other two strategies. With a more efficient implementation of Algorithm 5 the number of grid evaluations required drops to O(N n) (see
Section 4). In time critical scenarios this might be a relevant advantage over data-based
or zero-crossing-based refinement.
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Algorithm 5 Grid Point-based Refinement
i ← index of the grid to be refined
g ← grid point to score
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
function scoreGridPoint(i, g, Gs, As)
y ← evalGrid(g, Gsi , Asi )
score ← 0
for 0 ≤ j < |Gs| do
if i 6= j then
z ← evalGrid(g,
Gsj , Asj ) 

s ← y 2 + z 2 / 1 + (y − z)2
score ← max{score, s}
end if
end for
return score
end function

. cf. Equation 3.8
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The sparse grid toolbox (SG++ ) is a framework to employ sparse grids for a variety of
applications such as function interpolation, solving differential equations and machine
learning [10, 8, 5]. The toolbox mainly aims at C++ development but supports other
languages such as Java or Python. All general concepts mentioned throughout this thesis,
such as sparse grids, general refinement utility and sparse grid density estimation are
available in SG++ .
However, multi-grid refinement and refinement specific for classification does not exist in
SG++ as of now. Therefore the algorithms presented in Section 3 were implemented and
integrated into SG++ as part of this thesis.
This section summarizes the implementation done for the three refinement strategies, as
well as utility for multi-grid refinement. For straightforward integration into SG++ the
implementation was written in C++11.
All refinement strategies are implemented as functors, class-objects which can be called
like functions by using the operator() method. This approach is convenient as it allows for
a separation of costly initialization (e.g. computing H done in Algorithm 3) and cheap
functor evaluation, as well as providing a cleaner interface for the refinement process. An
interface for refinement functors, RefinementFunctor, is provided by SG++ , defining the
signature of operator() and other utility methods. Defined by this interface, a functor
call returns a score (a double value) given the method arguments consisting of a grid
(GridStorage) and a grid point (in form of a index into the grid storage). Furthermore,
the functor call is declared as const, making a functor call invariant to the functor’s state.
This signature imposes certain restrictions on implementing classes, which makes a
direct derivation of multi-grid functors from RefinementFunctor impossible. Thus an
intermediate interface is introduced, implementing necessary functionality for multi-grid
refinement.

Multi-grid Refinement Functor Due to the lack of any multi-grid refinement related functionality, the abstract class MultiGridRefinementFunctor is defined, extending
RefinementFunctor and introducing a common interface for multi-grid refinement. A
functor deriving MultiGridRefinementFunctor therefore provides the same basic interface
as RefinementFunctor with two additions. The method setGridIndex is defined to switch
the context of refinement. This is realized by a grid index (i in the algorithms of Section 3)
which dictates what grid is to be refined. It needs to be set to the appropriate index,
before the functor is called for the corresponding grid. The second method, getNumGrids,
returns the number of grids the functor has stored.
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Even though not implemented in this class, every multi-grid refinement functor stores
all grids Gs and surplus vectors As as a vector of pointers to the respective SG++
objects. Despite the GridStorage being passed as an argument to the functor call, multigrid strategies require information from all grids, thus the storage of them and their
surplus vectors is necessary. All relevant objects are passed to the multi-grid functors via
constructor arguments.
In addition to the expected arguments of the respective constructor a bool flag levelPenalize
can be passed to enable the level penalizing adjustments described in Section 2.3.3 and
2.5.

Zero-crossing Refinement Functor Only grids and surplus vectors (in addition to
the general refinement functor parameters) are required in order to create a ZeroCrossingRefinementFunctor object. Further, no computations happen in the constructor.
As mentioned in Section 3, the number of necessary grid evaluations for a single grid
refinement step of Algorithm 2 is bound by O(N n2 d), where N denotes the number of
grid points, n the number of classes and d the dimension of the grid.
This is not optimal, as the many evaluations are repeated during the grid refinement. For
instance, if grid point g with neighbor p is to be scored, all grids are evaluated at both g
and p. If p is a refinable grid point itself, all grids will be evaluated at p again once when
p itself is to be scored.
These repeated grid evaluations can be avoided by computing and storing all necessary
grid evaluations before the scoring begins. This approach is similar to the one used for
reducing the number of evaluations when computing H in Algorithm 3. However, in
contrast to Algorithm 3 where simply all data points are evaluated at all grids and the
results stored in the matrix W , the storage of grid point evaluations is more involved.
Because the sets of grid points for each grid are likely to differ after one refinement step,
(coordinates of) grid points need to be evaluated at grids which do not contain these
points.
The naive approach of evaluating all grid points at all grids reduces the number of required
evaluations from O(N n2 d) to O(N n2 ), but many duplicate evaluations remain, as grid
points contained in multiple grids (e.g. all regular grid points) cause duplicate evaluations.
By using a unique–key storage such as std::map, all duplicate evaluations can be omitted.
A simple choice for the keys is the string-representation of the grid point’s coordinate
vector. For each grid a separate hash-map is allocated, containing all evaluations at its
grid. During the pre-computation, the hash-map is checked for the hash-key before a grid
point is evaluated and inserted.
This way, all unnecessary grid evaluations are prevented, resulting in a much better run
time, especially for problems with many classes and high dimensionality.
The computation of the evaluations is done before the scoring process begins. Apart from
this change, the rest of the implementation closely follows Algorithm 2.
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Data-based Refinement Functor In addition to the grids and surplus vectors, the
training sample X 0 and related class labels Y 0 are required by the functor and are passed
to the constructor in form of DataMatrix* and DataVector* respectively.
During the construction of a DataBasedRefinementFunctor the set H and the mean-vector
µ
~ are computed. As described in Algorithm 3 this happens in two steps. First the pairwise
intersections Hk,l are computed, which are then combined to Hk ∈ H.
Here the implementation differs from Algorithm 3, as points which occur in multiple
Hk,l are not filtered out for Hk . Thus duplicates are possible. This is due to the
computational cost of taking a proper union, requiring many additional comparisons.
However, duplicates are rare as intersection areas do not usually overlap, even in multiclass scenarios. Furthermore, duplicates do not harm the scoring process because points
which are part of multiple areas of interest are correspondingly more important than
others. The sets H is implemented as a std::vector of DataMatrix, one for each Hk .
Note, that the construction of a DataBasedRefinementFunctor object might require
much more time than all other refinement functors due to the computation of H during
construction. A function computeIntersection is also provided to allow for a re-computation
of H. This is relevant for streaming applications, in which new data X 0 is provided
repeatedly, requiring a re-computation.
The rest of the implementation of Algorithm 3 as well as the scoring process (Algorithm 4
do not differ significantly from the respective descriptions.

Grid Point-based Refinement Functor Similar to the ZeroCrossingRefinementFunctor this functor only requires all grids and associated surplus vectors. No computations
are performed during the functor’s construction.
Furthermore, a hash-map based pre-computation of the grid evaluations was adapted
as well. The implementation for this is identical to the one described for the zerocrossing refinement functor. Apart from the pre-computation of the grid evaluations, the
implementation follows Algorithm 5.
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To test both the qualitative and computational performance of the refinement strategies
introduced in Section 3, three different datasets are used. The two artificial datasets are
considered mostly to examine where the refinement strategies develop new grid points
and if their behavior confirms the expectations. The real world dataset on the other hand,
is used to analyze the qualitative and computational aspects of the refinement strategies
and to compare them to established approaches.
Additional points of interest are how the refinement strategies handle grids with an
intially coarse level, datasets with multiple, locally separated common class boundaries
and multi-class problems.
For both artificial datasets, 1000 data points are used for training and a separate 1000
data points for testing.
Model performance is measured by the percentage of correct classifications for the
respective class. However, usually only a single value is provided. It represents the
weighted average of all class-specific percentages
p=

n
X
1
pi
Mi

(5.1)

i=1

where n denotes the number of classes, Mi the number of data points of class i and pi
the classification rate for the i-th class. For more details refer to Appendix A where all
relevant evaluation data is listed.
For better readability, the following abbreviations are used in most plots:
Surplus refinement (srpl), data-based refinement (data), grid point-based refinement
(grid), zero-crossing-based refinement (zrcr).
This section is structured with regard to datasets. For each dataset, first setup and
motivation are described. Then evaluation data and plots are presented and the results
are discussed.

5.1. The Twomoons Dataset
The twomoons dataset is a popular binary classification problem [5, 11], often used to
illustrate the qualitative performance of classifiers when no linear separation of the classes
is possible. Figure 2.5 shows a scatter plot of of the twomoons dataset generated by
scikit-learn [11] with added Gaussian noise (σ = 0.1). For the twomoons dataset, even
a regular sparse grid of coarse level leads to an almost perfect classification. Therefore
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Figure 5.1.: Scatter plot of the modified twomoons dataset (left). This dataset challenges
refinement strategies with two spatially separate areas of common class
boundaries. The set H0 of relevant data points required by data-based
refinement for ai = 1.2 is colored black (right).
a modified version of the dataset, shown in Figure 5.1, is used for evaluation. It is
constructed by combining two scaled and shifted versions of the twomoons dataset. This
dataset challenges the refinement strategies with two completely separate areas of common
class boundaries.
For the evaluation, grids of level 3 are used and 3 grid points are refined per step. The
regularization parameter λ was chosen to be 10−5 and the scaling coefficients ai are set to
1.2. Figure 5.1 shows the resulting set H0 (= H1 due to symmetry) required by data-based
refinement, for this choice of ai . No level penalizing is employed for any strategy.
These particular values were chosen to ensure an expressive evaluation and are based on
a series of tests. By starting with a coarse grid and allowing only for few refinements per
step, the strategies are required to make an accurate assessment of important grid points.
Furthermore, the strategies need to refine in both areas of interest in order to promote a
high classification rate.
After three refinement steps, all tested strategies identified both areas of interest, as
illustrated in Figure 5.2. However, zero-crossing-based refinement starts to develop an
imbalance between the lower left and upper right quadrant of the domain and neglects the
upper data cluster completely during later refinement steps. This is due to the restricted
number of refinements per step. With a broader refinement, grid points of both clusters
are refined and better results are achieved. Appendix A includes an example illustrating
the results if a broader refinement setup is used.
Both data-based and grid point-based refinement perform well and refine evenly in both
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Figure 5.2.: Evaluation plots for the modified twomoons dataset. The top row illustrates
zero-crossings after 3 refinement steps are applied (by zero-crossing-based
refinement). The upper right quadrant of the domain is neglected, leading to
a reduced classifier performance.
The bottom row shows the grid plots of data-based refinement (left) and
grid-point based refinement (right) after 3 refinement steps. Both strategies
were able to balance the refinement between both areas of interest.
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Figure 5.3.: Scatter plot of the sine-border dataset with 4 classes (left). The set H1 of
relevant data points required by data-based refinement for ai = 1 (right).
areas of interest. This surpasses the expectations for data-based refinement discussed in
Section 3.3 but tests with an even higher number of spatially separated areas of interest
are required to make a definite judgment.
The successful refinement is also reflected in the accuracy of the classifier. Appendix A
shows the resulting classification rates.
To summarize the results for this dataset, both data-based and grid point-based refinement
were able to refinement in both areas of interest. Zero-crossing-based refinement however,
requires a broader refinement setup to adequately refine in the two separate regions.

5.2. The Sine-border Dataset
In order to test the detection of delicate class boundaries and to evaluate the refinement
strategies with a multi-class problem, a dataset with 4 classes is used. Figure 5.3 shows a
scatter plot of the training data as well as the set H1 which is required by data-based
refinement. The scaling coefficient ai is set to 1. Although not completely accurate,
mostly points close to one of the two common class boundaries are included. For this
dataset, zero-crossing-based refinement is level penalized and λ = 10−5 is chosen. Starting
with a grid of level 3, 5 refinement steps with each 3 refinements per step, are applied.
Again, these evaluation parameters are chosen in order to validate the behavior of the
refinement strategies for multi-class scenarios and were chosen based on a number of
preceding tests.
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All three strategies proved to be able to identify the different class boundaries and refine
the respective grids accordingly. Figure 5.4 illustrates the different grid structures for
zero-crossing-based refinement after 5 refinement steps.

5.3. The Sloan Digital Sky Survey (DR10)
The Sloan Digital Sky Survey (SDSS) [12] contains a variety of photometric and infrared
measurements of astronomical objects. Parts of the data release 10 (DR10) are used here
to test the refinement strategies with real world data. For the classification, only two
astronomical objects are considered: Galaxies and quasars. The selected data has four
attributes, brightness measurements through different optical filters, and was scaled in a
pre-processing step to fit into Ω = [0, 1]4 . Furthermore, outliers were removed to avoid
dense clusters of data points within very small intervals.
The dataset was partitioned into a training dataset containing 11 · 40, 000 data points
and a test dataset containing 200,000 data points. Simulating a data-streaming scenario,
which could make use of Online/Offline splitting, subsets with each 40,000 data points
are used during the refinement and training process. For each step a new subset is used
for training. Note, that the set H required for data-based refinement is also recalculated
with each step as part of the refinement process. Table 5.1 shows the composition of the
dataset.

Class 0 (Galaxies)
Class 1 (Quasars)
Total

Training
Number
Ratio
309,850
0.70
130,150
0.30
440,000
1.00

Test
Number
Ratio
141,467
0.71
58,533
0.29
200,000
1.00

Table 5.1.: Number of galaxies and quasars in training and test data
All of the following sections list the specific test-setup for grids and refinement strategies
at the beginning. Note, that only grids of level 5 and 6 are considered. Using grids
with coarser level runs the risk of too few refinement candidates in areas of common
class boundaries. Grids with finer level on the other hand, are usually less responsive
to refinement, as a large number of grid points already exists. This might cause a less
expressive evaluation of the refinement strategies.
Moreover, a maximum of ten refinement steps is applied. Further refinements usually
lead to either a stagnation or reduction in model performance, mostly due to overfitting.
Allowing more refinement steps also introduces an increasingly high number of new grid
points, surpassing the size of regular grids with a finer level. Starting with a finer grid is
often more practical if a large amount of grid points is desired.
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Figure 5.4.: Grid plots for the sine-border dataset. Here all grids for zero-crossing-based
refinement after step 5 are shown. From left to right and top to bottom the
grids for class 0 – 3. A clear relation between common class boundary and
area of refinement is visible in vertical direction.
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Note also, that the set X 0 for data-based refinement is chosen to be X in order to achieve
the highest possible precision during refinement.

Determining the Regularization Parameter λ
The regularization parameter λ is problem dependent and regulates the smoothness of the
approximated probability density function (cf. Section 2.4.1). Small datasets containing
imprecise, noisy measurements require a finely tuned regularization parameter in order to
reach a high model accuracy. However, the SDSS dataset contains a large number of data
points and the selected attributes are not excessively noisy.
Thus the choice of λ should not impact the learning process notably and only a rough
comparison of rather low λ is performed. The robust surplus strategy (without level
penalizing) is used for refinement, testing λ = 10−h for 4 ≤ h ≤ 7. A grid of level 5 is
used and 10 steps with 5 refinements each are applied.
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Figure 5.5.: Comparison of different values for λ. Surplus refinement with 5 refinements
per step was used. The curves for λ = 10−6 and λ = 10−7 overlap. Although
λ = 10−4 allows for an ultimately higher accuracy, λ = 10−5 seems to be
a more robust choice overall. The sharp temporary decline in accuracy for
λ = 10−4 might be due to a too strict smoothness requirement.

Figure 5.5 illustrates the qualitative performance of the classifier for these choices of
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λ. Even though the highest value λ = 10−4 results in the ultimately highest accuracy,
λ = 10−5 leads to a stable increase throughout the whole refinement process. The
temporary decline in accuracy for λ = 10−4 might be due to the comparatively high
smoothness enforced by the regularization. A second test with level penalized surplus
refinement (see Appendix A) confirms that λ = 10−5 is a suitable choice and all further
evaluation use this particular value.

Determining the Coefficients ai for Data-based Refinement
Data-based refinement requires parameter ai , controlling how many data points are
included in the sets Hk (cf. Equation 3.6). The choice is problem dependent and is likely
to affect the performance of the refinement strategy substantially. Here, ai is assigned
the same value for i ∈ {0, 1} as only basic tuning is performed.

Initial Choice For an initial choice, different values for ai are tested. Because ai are
bound to change during the refinement process, the classification rate after only a single
refinement step is used for the decision. Values for grids of level l = 5 and l = 6 are
determined separately. Table 5.2 shows the relative size of H0 and performance of the
model, obtained after a single refinement step, refining 5 grid points. Note, that the sets
H0 and H1 are equal for binary classification problems due symmetry (cf. Algorithm 3).

ai
1.0
1.3
1.4
1.5
1.6
1.65

l=5
Accuracy
80.30%
79.86%
82.96%
82.96%
78.09%
78.09%

|/|X 0 |

|H0
0.351
0.202
0.165
0.118
0.045
0.011

l=6
Accuracy
80.765%
80.36%
80.36%
80.36%
80.36%
80.36%

|/|X 0 |

|H0
0.267
0.177
0.152
0.127
0.100
0.083

Table 5.2.: Comparison of different initial values for the parameter ai . Both the relative
size of H0 and the model accuracy are listed. For l = 5 the tie was broken by
taking the performance after an additional refinement step into account.

For level 5 ai = 1.4 was chosen after breaking the tie by taking the model performance
after an additional refinement step into account. Interestingly, ai = 1 proved to be the
best choice for grids of level 6. These values are used for all further evaluations.
Adapting to Changes of fˆi As the grid is refined, the probability density functions
change in shape and with progressively more grid points in areas of PDF intersections,
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the conditions for Hk change as well.
In case of the SDSS dataset, the values required for ai change substantially during
refinement. If no changes are applied, roughly 80% of all data points in X 0 are included in
Hk after only a few refinements steps. This causes the refinement to become increasingly
imprecise.
To counteract this effect, ai are increased by 0.1 if |Hk | > 13 · |X 0 |. Note, that this
particular setting is merely based on an educated guess, taking observations from many
tests into account. It certainly is far from the best approach to adjust ai and it was
chosen mainly for its simplicity.
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Figure 5.6.: Analysis of level penalizing with respect to accuracy. All four strategies are
subjected to level penalizing (bottom) and compared to the regular analogues
(top). Only zero-crossing-based refinement (zrcr) responds positively to level
penalizing. Both surplus (srpl) and grid point-based (grid) refinement are
hardly affected, whereas the classification rate of data-based refinement (data)
drops distinctly when level penalizing is employed. This is most likely due to
the inherent level penalizing nature of data-based refinement.
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The Effect of Level Penalizing
Level penalizing is the process of weighing the score assigned to the grid points during
refinement with the factor 2−|l|1 . This prevents the introduction of grid points on an
increasingly fine level, which promotes overfitting and causes the grid size to grow rapidly
(cf. Section 2.3.3). However, level penalizing can also hinder the development of new grid
points in areas of interest by preventing even moderate advances towards finer levels. This
is especially relevant for very precise strategies such as data-based refinement, where the
set of refinement candidates with high score is generally small. Furthermore data-based
refinement already penalizes fine level by design, as explained in Section 3.3.
To analyze the effect of level penalizing, grids of level 5 are refined for 10 steps, 5 grid
points per step. As mentioned above, λ = 10−5 and ai = 1.4 are chosen. In addition to
the three classification-specific refinement strategies, level penalized surplus refinement
(called volume refinement) is also included.
Figure 5.6 shows the shows the evaluation results. As expected, data-based refinement
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Figure 5.7.: Analysis of level penalizing (dashed) with respect to grid size. The regular
refinement strategies (solid) are also shown for comparison.
For both zero-crossing (zrcr) and surplus (srpl) refinement the number of
grid points is decreased if level penalizing is employed. The slowly developing
data-based (data) and grid point-based (grid) refinement strategies are not
affected.
performs poorly when level penalized. Surplus and grid point-based refinement show no
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substantial change in accuracy when level penalizing is applied. However, zero-crossingbased refinement is able to benefit from level penalizing and the accuracy increase is both
more stable and slightly better towards the final refinement steps.
In Figure 5.7 the total (average) grid sizes are analyzed with respect to level penalizing.
Here both zero-crossing and surplus refinement are able to benefit from considerably
reduced grid sizes. Moreover, the accuracy does not decrease even though much fewer grid
points are used. On the other hand, neither data-based nor grid point-based refinement
show any response to level penalizing in Figure 5.7.
The effects of level penalizing are also visible in the structure of the grids, as illustrated
in Figure 5.8. The level penalized strategies show an accordingly lower number of grid
points and less concentrated grid points cluster.
In conclusion, level penalizing is certainly advantageous for zero-crossing refinement. For
surplus refinement no qualitative improvement occurred, but the reduction in grid size is
a compelling reason to employ level penalizing nonetheless. Grid point-based refinement
was hardly affected at all and there is no reason to restrict the already slow development
of grid points. Data-based refinement was affected negatively with respect to classification
rate.
For further evaluation both zero-crossing and surplus refinement are penalized whereas
no level penalization is employed for data-based and grid based refinement.
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Figure 5.8.: Grid plots for surplus (top row) and zero-crossing refinement (bottom row)
after the 10th refinement step. All grids are related to class 0 (galaxies) and
projected onto dimension 2 and 4. Grids in the right column were subjected
to level penalizing and display a broader distribution of grid points with
overall coarser level.
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Combining Strategies
Both zero-crossing and grid point-based refinement are directly dependent on existing
grid points in order to find areas of interest. Due to the sparse structure of the a-priori
grids, refinement during the first steps might be inconsistent and the development of grid
points in areas of common class boundary can be slow.
By expanding the regular grid with a phase of initial surplus refinements might improve
the subsequent classification-specific refinements and increase the rate of accuracy improvement.
In order to analyze this idea, grids of level 5 are refined with surplus refinement for the
first 5 refinement steps. Then the classification-specific refinement strategies are used for
the remaining 5 refinement steps. During each step 5 grid points are refined. Furthermore,
λ = 10−5 and ai = 1.4.
Both zero-crossing and surplus refinement are level penalized. However, level penalizing
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Figure 5.9.: Evaluation of combined strategies. A grid of level 5 with 5 refinements per
step was used. For the combined strategies (dashed), the first 5 steps were
done with surplus refinement. The regular refinement strategies (solid) are
included for comparison.
Neither zero-crossing-based refinement (zrcr) nor data-based refinement (data)
benefit distinctly from preceding surplus refinement. The combined approach
improves grid point-based refinement (grid) and surpasses surplus refinement
(srpl) but the overall impact is negligible.
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is not used for the initial surplus refinement as a rapid development of grid points is
desirable during that stage.
Figure 5.9 shows the result of the evaluation. Indeed, grid point-based refinement improves
regarding accuracy, surpassing surplus refinement by a small margin. However, the overall
impact is not large and the increase in accuracy is likely due to grid point-based refinement
circumventing the overfitting occurring for surplus refinement, instead of an actual better
strategy.
Zero-crossing-based refinement could not benefit at all from an initial surplus refinement.
This might be an indicator for the superior performance of zero-crossing-based refinement
during later refinement steps.
The reversed process, with surplus refinement after classification-specific refinement was
also evaluated. The related plot is provided in Appendix A.

Qualitative Evaluation
For the final qualitative evaluation three setups are used. For grids of level 5, both 3
and 5 refinements per step are used. However, refining only 3 grid points seems not
broad enough for level 6, thus only 5 refinements per step are considered in this section.
Appendix A provides results for level 6 and 3 refinements per step.
The remaining parameters are set according to the results of previous sections. The
regularization parameter λ is chosen to be 10−5 and ai is set to 1.4 or 1.0 depending on
the level of the grid. Both surplus and zero-crossing are level penalized.
As shown in Figure 5.10 and Figure 5.11 zero-crossing-based refinement leads to the overall
highest accuracy in all test cases. However, surplus refinement generally out-performs
both data-based and grid point-based refinement. Interestingly, data-based refinement
results in a very high classification rate after only three refinement steps when fewer grid
points per step are refined (see Figure 5.10). This could be due to the high precision
attributed to data-based refinement.
Note also, that especially for surplus and zero-crossing-based refinement the model
performance differs for the two classes. Both strategies reduce the accuracy for class 1
(quasars) intially. Zero-crossing however, is able to achieve a good result after all 10 steps
are applied, whereas surplus refinement is unable to recover a decent accuracy. This effect
cannot be linked to any properties of either surplus or zero-crossing-based refinement
directly. Possibly structures in the data for class 0 (galaxies) induce refinements related
to outliers causing the miss-classifications of quasars as galaxies. However, no clear
explanation could be derived.
Overall, the classification rate increases from roughly 78% to 88% for level 5 and from
84% to 89% for level 6 if zero-crossing-based refinement is used. Thus a finer level did
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Figure 5.10.: Qualitative evaluation for grid level 5. In each step 3 (top) or 5 (bottom)
grid points were refined. Level penalizing was used for surplus (srpl) and
zero-crossing-based (zrcr) refinement.
Data-based refinement (data) performs surprisingly well if only few grid
points are refined. This could be attributed to the high precision of the
strategy. The performance of grid point-based refinement (grid) is overall
poor, whereas zero-crossing-based refinement results in the best classification
rate after 6 steps are completed.
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Figure 5.11.: Qualitative evaluation for grid level 6. The classification rate is shown
for galaxies (top) and quasars (bottom) separately. Level penalizing was
used for surplus (srpl) and zero-crossing-based (zrcr) refinement. Overall,
the zero-crossing-based refinement results in the highest classification rates.
Grid point-based refinement (grid) only yields good results for class 1, with
which both zero-crossing and surplus refinement struggle. This might be
due to the properties of the data, and could not be directly linked to the
strategies. Data-based refinement (data) stagnates for both classes.
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not improve the model performance significantly, although almost twice as many grid
points were used. This might be due to class overlaps and noise in the dataset and
little accuracy can be gained even if the amount of grid points and extent of refinement
increases. However, more tests with much finer grids are required to ensure that this
really is the case.

Run Time Evaluation
In order to measure the computational performance of the refinement strategies, the run
time for the scoring process of refinable grid points is measured for each refinement step
(including the re-computation of H for data-based refinement). To ensure reproducible
values, the processor time (CPU time) is measured, using the clock() function provided
by ctime.h. For reference, the following setup is used:
Arch Linux 32 bit (4.5.5);

GCC 6.1.1;

Intel Core i5-3320M CPU @ 2.60GHz

The level 6 setup used for the qualitative evaluation is also employed here. For the
computation of H 40,000 grid points were used for all steps.
Figure 5.12 shows the run times for the respective refinement strategies. As expected,
data-based refinement leads to the worst run time, mainly due to the re-computation of
H. Surplus refinement has the best computational performance, as a minimal amount of
elementary operations is required to score a grid point based on its surplus.
Both zero-crossing and grid point-based refinement are two orders of magnitude worse
than surplus refinement with regard to the required time (0.04s compared to 1.28s and
2.92s respectively at step 10).
The increased run time requirement for the classification-specific strategies is due to the
much more involved computations necessary for scoring the grid points during refinement.
Even low-level optimizations will not be able to close the gap to surplus refinement
completely.

5.4. Summary
This section provides a characterization of the four employed refinement strategies based
on the results of all previous evaluations.

Surplus Refinement Surplus refinement proved to be a very robust strategy without
any major fluctuations during the refinement process, while also being outstandingly
efficient with regards to run time. Although level penalizing did not improve the qualitative
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Figure 5.12.: Comparison of the time required by each strategy for a test case with
level 6. Surplus refinement (srpl) only requires a fraction of the time
that is necessary for zero-crossing-based (zrcr) and grid point-based (grid)
refinement. Moreover, data-based refinement (data) is much slower, requiring
roughly 30 seconds towards the end, mainly due to recomputing H (cf.
Algorithm 3).
The higher computational cost for classification-specific strategies is due to
the much more complex computations required for scoring the grid points.
performance of the strategy, the reduction in grid size suggest the use of level penalizing
nonetheless.
However, the increase in classification accuracy stagnates after about 5 refinement steps
as the strategy starts to cause overfitting. This is a relatively quick halt for model
improvement and classification-specific strategies are able to surpass surplus refinement
in that aspect.

Data-based Refinement Data-based refinement could only provide mediocre qualitative improvements for model performance when applied to a real world dataset. Moreover,
the requirement to determine and adapt the scaling coefficients ai makes the strategy
much harder to employ and optimize.
Level penalizing should not be applied to data-based refinement, as it already penalizes
grid points on fine levels and generally develops a low number of new grid points anyhow.
However, data-based refinement is able to detect areas of common class boundaries with
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high precision. Under specific circumstances when only a single or very few areas of
interest exist, good results should be obtained by employing data-based refinement.
Furthermore, data-based refinement requires a lot of time, especially if the set H needs
to be re-computed. This however is only strictly necessary in data-streaming scenarios
where the training data changes with each step.

Zero-crossing-based Refinement Zero-crossing-based refinement proved to be the
best strategy regarding the qualitative performance of the classifier. For all tests, with
the SDSS dataset, zero-crossing led to the highest classification rate after a minimum
of 7 refinement steps were completed. Thus zero-crossing-based refinement is a suitable
alternative to surplus refinement if a larger number refinement steps is applied.
Level penalizing has a clear positive effect on zero-crossing-based refinement because
it improves overall performance while inducing less grid points. However, even with
level penalizing, zero-crossing-based refinement could not quite reach the robust and
stable behavior of surplus refinement. If only very few refinement steps are applied other
refinement strategies might be more suitable options.
Although zero-crossing-based refinement requires considerably more time than surplus
refinement, the qualitative advantage of zero-crossing-based refinement might often be
decisive for the choice of refinement strategy.

Grid point-based Refinement Grid point-based refinement yields good results for
artificial dataset where neither the number of dimensions, nor the data itself challenges
the classifier. For the SDSS dataset however, the qualitative performance is roughly
comparable to the one of data-based refinement.
Level penalizing has no impact on grid point-based refinement but due to the already
slow development of grid points, no level penalizing is recommended.
The run time of grid point-based refinement is similar to the run time of zero-crossingbased refinement.
Even though grid point-based refinement does not perform well directly, combined
approaches might lead to competitive results.
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In this thesis, possibilities for classifiction-specific refinement strategies are explored.
By using additional information given by the knowledge of a classifiction task, these
strategies promise qualitative improvements over general refinement strategies such as
surplus refinement.
In order to do classification, sparse grid density estimation is used, approximating a
probability density function for each class. This approach offers a straightforward indicator
for common class boundaries, areas where refinement is most crucial. In particular, these
areas are detected by examining intersections between the probability density functions.
Finding relevant intersections is the core motive of all three refinement strategies.
Zero-crossing-based refinement directly identifies grid points close to zero-crossing by
utilizing sign discrepancies of grid point pairs. Data-based refinement uses the training
data itself and determines sets of data points lying in areas of common class boundaries,
which are then used for identifying refinement candidates. To avoid the substantial
computation cost of computing these sets, a third strategy, grid point-based refinement is
introduced, combining aspects of both zero-crossing-based and data-based refinement.
All three strategies were implemented as part of this thesis. Section 4 summarizes run
time related adjustments for the proposed algorithms and improves the computational
efficiency of both zero-crossing-based and grid point-based refinement.
By evaluating the strategies with a real world dataset, different choices for parameters
such as the regularization factor λ, the coefficients ai and level penalizing are analyzed
and the best values are determined. Using the data release 10 of the Sloan Digital Sky
Survey, a qualitative comparison of the refinement strategies is performed.
Overall, zero-crossing-based refinement proved to be the most successful refinement strategy and out-performs both surplus and volume refinement in all test cases. Additionally,
data-based refinement might offer an alternative to established refinement strategies if
only few refinements can be spent. Moreover, combined refinement strategies might be
able to utilize data-based and grid point-based refinement to achieve competitive results.
However, all classification-specific refinement strategies require considerably more time
than surplus refinement.
In conclusion, both zero-crossing-based and, to a lesser extent, data-based refinement
proved to be valid alternatives for surplus refinement and can be expected to perform
well when applied to real world problems.
Nevertheless, some questions remain. The effect of the regularization parameter λ was only
briefly discussed and it is uncertain how it affects the strategies, especially if regularization
has a large impact on the learning process of the model. Furthermore, only a very simple
approach for the adjustment of the scaling coefficients ai was used and more advanced
methods need to be tested in order to fully determine the capabilities of data-based
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refinement.
Moreover, possibilities for even higher computational efficiency can be explored. Especially
with regard to low-level operations, there is room for improvement. Finally, additional
evaluation of all three strategies is desirable. Real world datasets pose a large variety of
different challenges and in order to assess the robustness of the proposed strategies, more
evaluation is required.
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A. Evaluation Data
The following abbreviations are used in this section: Surplus refinement (srpl), data-based
refinement (data), grid point-based refinement (grid), zero-crossing-based refinement
(zrcr). For all artificial datasets, data points are evenly distributed over all classes.
srpl
Step

cl 0

cl 1

0
1
2
3
4
5

85.6
89.44
93.28
97.89
99.04
99.23

88.52
88.73
90.19
96.87
99.37
99.79

data
cl 0
cl 1
85.6
88.87
98.08
98.46
98.46
98.46

88.52
89.56
99.16
99.16
99.16
99.16

grid

zrcr

cl 0

cl 1

cl 0

cl 1

85.6
87.72
98.85
98.85
98.85
99.23

88.52
91.86
98.75
99.58
99.58
99.58

85.6
89.64
91.94
92.32
95.01
95.01

88.52
89.35
90.4
93.53
94.36
94.36

Table A.1.: Dataset: Modified twomoons; Level: 3; Refinements per step: 3; λ = 10−5 ;
ai = 1.2; No level penalizing.
srpl
data
Step
cl 0
cl 1
cl 2
cl 3
cl 0
cl 1
cl 2
cl 3
0
1
2
3
4
5

89.62
91.92
93.46
92.69
92.69
93.46

81.71
80.08
88.21
93.09
92.68
93.5

70.92
76.49
83.27
85.66
88.84
90.44

88.07
87.65
86.01
86.01
86.83
87.65

89.62
94.62
90.0
90.77
92.31
92.69

81.71
84.55
90.65
91.06
92.68
92.28

70.92
81.27
87.25
89.24
90.04
91.24

88.07
89.3
91.77
93.42
92.18
94.24

Table A.2.: Dataset: Sine-border; Level: 3; Refinements per step: 3; λ = 10−5 ; ai = 1.0;
Surplus and zero-crossing-based refinement are level penalized.
grid
zrcr
Step
cl 0
cl 1
cl 2
cl 3
cl 0
cl 1
cl 2
cl 3
0
1
2
3
4
5

89.62
94.23
94.23
93.46
93.85
95.38

81.71
85.77
89.02
91.06
90.65
90.65

70.92
83.67
86.06
89.24
88.84
86.85

88.07
89.71
90.53
91.36
92.59
91.77

89.62
92.31
92.69
93.46
94.23
94.23

81.71
89.43
90.65
92.28
91.87
91.87

70.92
84.06
89.64
90.04
88.05
89.64

88.07
89.3
93.42
93.0
93.0
95.06

Table A.3.: Dataset: Sine-border; Level: 3; Refinements per step: 3; λ = 10−5 ; ai = 1.0;
Surplus and zero-crossing-based refinement are level penalized.
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srpl
0
1
2
3
4
5
6
7
8
9
10

75.0
80.46
85.5
88.0
89.82
88.73
87.95
88.98
91.38
92.49
92.85

83.21
81.29
79.74
78.28
68.31
70.45
72.05
72.37
67.66
65.26
63.38

data
75.0
73.69
74.74
91.17
89.91
89.17
86.2
86.03
84.8
84.89
84.07

83.21
82.57
82.64
79.41
81.61
81.52
81.1
81.14
81.16
79.72
79.88

grid
75.0
74.72
76.04
79.23
73.25
68.86
68.65
75.73
67.83
69.5
85.27

83.21
84.36
84.1
83.85
85.07
85.73
85.79
83.42
84.57
84.4
81.44

zrcr
75.0
67.15
68.31
63.19
63.81
74.29
91.2
92.29
92.81
92.62
92.49

83.21
85.34
85.74
85.77
83.43
80.26
76.57
78.48
78.21
79.28
80.5

Table A.4.: Dataset: SDSS DR10; Level: 5; Refinements per step: 3; λ = 10−5 ; ai = 1.4;
Surplus and zero-crossing-based refinement are level penalized.

srpl
0
1
2
3
4
5
6
7
8
9
10

75.0
83.43
85.78
86.5
89.7
88.47
90.91
90.59
90.8
91.95
92.15

83.21
79.3
79.86
76.56
75.28
77.07
76.85
75.66
75.9
73.02
71.21

data
75.0
84.35
74.38
78.63
78.97
84.08
84.13
80.39
83.48
88.25
88.02

83.21
80.77
81.45
80.08
80.69
81.33
79.79
80.45
79.24
77.23
77.34

grid
75.0
81.2
87.65
87.64
85.24
86.64
85.21
85.76
86.8
86.44
88.14

83.21
82.43
79.81
80.39
81.23
81.42
82.12
80.31
76.51
76.82
75.03

zrcr
75.0
76.38
82.56
82.98
80.8
85.47
90.24
91.97
91.78
91.06
90.29

83.21
81.86
81.07
82.94
82.03
81.51
79.08
80.45
81.85
83.55
85.47

Table A.5.: Dataset: SDSS DR10; Level: 5; Refinements per step: 5; λ = 10−5 ; ai = 1.4;
Surplus and zero-crossing-based refinement are level penalized.
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srpl
0
1
2
3
4
5
6
7
8
9
10

84.91
86.09
85.71
87.13
86.71
87.78
88.18
90.29
91.91
91.78
92.69

80.16
79.99
79.52
76.84
76.37
75.65
75.3
71.01
68.66
69.99
68.24

data
84.91
81.31
79.96
80.79
86.07
84.04
84.5
84.38
82.21
84.15
88.47

80.16
81.54
80.38
80.42
80.93
81.46
81.21
80.04
80.43
79.52
77.72

grid
84.91
88.15
87.61
88.08
87.99
87.89
88.35
88.39
87.83
88.57
88.52

80.16
78.33
79.33
79.02
79.1
78.94
78.54
78.7
78.9
77.36
76.99

zrcr
84.91
86.18
86.84
89.64
89.11
91.81
92.82
92.73
92.36
92.16
92.31

80.16
79.89
79.84
79.45
81.23
77.88
79.37
79.2
79.99
81.01
80.58

Table A.6.: Dataset: SDSS DR10; Level: 6; Refinements per step: 3; λ = 10−5 ; ai = 1.0;
Surplus and zero-crossing-based refinement are level penalized.

srpl
0
1
2
3
4
5
6
7
8
9
10

84.91
83.55
81.5
87.26
88.37
90.8
90.71
92.25
92.25
91.95
91.76

80.16
80.66
79.37
78.02
77.85
76.91
75.95
73.46
72.18
72.94
74.69

data
84.91
80.76
84.63
82.47
88.64
88.24
88.46
88.27
88.38
87.07
87.06

80.16
81.72
81.36
80.06
77.62
77.55
77.51
77.82
77.7
77.98
77.92

grid
84.91
88.5
88.36
88.03
80.14
79.88
80.19
74.31
75.2
76.04
76.6

80.16
78.31
78.49
79.09
83.42
83.61
83.54
83.25
83.42
83.2
83.17

zrcr
84.91
86.0
77.39
76.69
84.29
85.45
92.75
92.83
91.71
91.65
91.25

80.16
79.85
84.74
84.77
82.86
81.69
76.89
78.12
80.29
81.27
82.77

Table A.7.: Dataset: SDSS DR10; Level: 6; Refinements per step: 5; λ = 10−5 ; ai = 1.0;
Surplus and zero-crossing-based refinement are level penalized.

65

A. Evaluation Data

1.0

1.0

0.5

0.5

0.0

0.5

1.0

0.0

0.5

1.0

Figure A.1.: Zero-crossing-based refinement for the variant of the twomoons dataset
discussed in Section 5.1. Grids of level 3 are shown and now 4 refinements
per step were applied.
The state after three refinement steps is shown. The refinement now is
balanced between the two separate areas of common class boundaries in
the lower left and upper right quadrant due to the broader refinement of 4
candidates per step (cf. Figure 5.2).
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Figure A.2.: The scores for the 5 best refinement candidates are shown before the refinement of step 2 (left) and 3 (right) was applied.
Note that the single grid point in the lower left quadrant is ultimately refined
because the grid point with score 15.3 has all of its children already and is
thus not refinable. Identifying and refining the grid point in the lower left is
critical to preserve the balance between the two areas of interest.
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Figure A.3.: Qualitative evaluation of the SDSS DR10 dataset for grid level 5. Comparison
of different values for λ. Here volume refinement (level penalized surplus
refinement) with 5 refinements per step was used. λ = 10−5 is the most
robost choice.
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Figure A.4.: Qualitative evulation of the SDSS DR10 dataset for grid level 5. Combined
strategies (dashed) compared to the regular ones (solid) for the reversed
combining test. The first 5 steps classification-specific refinement were done,
then 5 steps surplus refinement followed.
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Figure A.5.: Qualitative evaluation of the SDSS DR10 dataset for grid level 6. Only 3
refinements per step are performed for the respective strategies. Overall, zerocrossing-based refinement promotes the best classification-rate. Additionally,
grid points-based refinement performes surprisingly well.
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B. Additional Algorithms
Algorithm 6 Surplus Refinement
i ← index of the grid to be refined
g ← grid point to score
Gs ← set of grids, one for each class
As ← set of surplus vectors, one for each grid
function scoreGridPoint(i, g, Gs, As)
α ← Asi
j ← indexOf(g, Gsi )
score ← |αj |
return score
end function

. surplus vector for the i-th grid
. index into the grid for the grid point g
. absolute surplus for g

Algorithm 7 Utility for Child Grid Points
G ← the currently processed grid
g ← a grid point in G
d ← the current dimension
lef t ← true if the left child is wanted, false otherwise
function isLeftChild(g, d, lef t)
i ← index(g, d)
if (i + 1)/2 mod 2 = 1 then
return true
else
return false
end if
end function
function hasChild(g, G, d, lef t)
if lef t = true then
return hintLeft(g, G, d)
else
return hintRight(g, G, d)
end if
end function

. check for left child in dimension d
. check for right child in dimension d
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B. Additional Algorithms

Algorithm 8 Retrieving Parents and Children
G ← the currently processed grid
g ← a grid point in G
d ← the current dimension
lef t ← true if the left child is wanted, false otherwise
function getParent(g, G, d)
l ← level(g, d)
i ← index(g, d)
pl ← l − 1
pi ← (i + 1)/2
if pi mod 2 = 0 then
pi ← pi − 1
end if
p ← gridPointAt(pl, pi, G)
return p
end function
function getChild(g, G, d, lef t)
l ← level(g, d)
i ← index(g, d)
cl ← l + 1
ci ← 2i
if lef t = true then
ci ← ci − 1
else
ci ← ci + 1
end if
return gridPointAt(cl, ci, G)
end function
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. get the level for dimension d
. get the grid-index for dimension d
. the level of the parent
. the index of the parent

. get the grid point (pl, pi) from grid G

. get the level for dimension d
. get the grid-index for dimension d
. the level of the child
. the index of the child

Algorithm 9 Utility for Finding Geometric Neighbors
G ← the currently processed grid
g ← a grid point in G
d ← the current dimension
lef t ← true if the left child is wanted, false otherwise
function goUp(g, G, d, lef t)
if isLeftChild(g, d, lef t) 6= lef t then
return getParent(g, G, d)
else
p ← getParent(g, G, d)
return goUp(p, G, d, lef t)
end if
end function
function goDown(g, G, d, lef t)
if hasChild(g, G, d, lef t) then
c ← getChild(g, G, d, lef t)
goDown(c, G, d, lef t)
else
return g
end if
end function

. use if g is a leaf in direction lef t

. go further up the hierarchy

. use if g is inner point in direction lef t

. go further down the hierarchy
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B. Additional Algorithms

Algorithm 10 Find Geometric Neighbors
G ← the currently processed grid
g ← a grid point in G
function getGeometricNeighbors(g, G)
N ←∅
. neighbors in all dimensions
d ← dim(G)
. the dimension of the grid
for 1 ≤ j ≤ d do
Nj ← ∅
. neighbors with respect to the j-th dimension
lef t ← true
. find the left neighbor
if hasChild(g, G, j, lef t) then
c ← getChild(g, G, j, lef t)
. go down once in dir. lef t
n ← goDown(c, G, j, ¬lef t)
. go down as far as possible in dir. ¬lef t
Nj ← Nj ∪ {n}
else
i ← index(g, j)
. the index of g
if i > 1 then
. if not on the far left
n ← goUp(g, G, j, lef t)
. go up the hierarchy
Nj ← Nj ∪ {n}
end if
end if
lef t ← false
if hasChild(g, G, j, lef t) then
c ← getChild(g, G, j, lef t)
n ← goDown(c, G, j, ¬lef t)
Nj ← Nj ∪ {n}
else
l ← level(g, j)
i ← index(g, j)
if i < 2l − 1 then
n ← goUp(g, G, j, lef t)
Nj ← Nj ∪ {n}
end if
end if
N ← N ∪ Nj
end for
return N
end function
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. find the right neighbor
. go down once in dir. lef t
. go down as far as possible in dir. ¬lef t

. the level of g
. the index of g
. if not on the far right
. go up the hierarchy

