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15.11.2016

I hereby declare that this thesis is my own work and that no other sources have been used
except those clearly indicated and referenced.

München, November 18, 2016

iv

Johann Maier

Abstract

Classification is a frequently occurring task in the field of data mining and knowledge discovery. Various approaches to tackle this class of problems have been developed in the
past and successfully applied. However, standard implementations often struggle with
large and high-dimensional datasets. Therefore, we focus on sparse grid based variants
of popular classification models, such as algorithms based on stochastic gradient descent,
support vector machines and density estimation. Additionally, different refinement approaches for sparse grids are introduced and applied to optimize the derived classifiers.
Finally, we discuss results obtained by applying the models to different popular datasets.

Zusammenfassung

Klassifikationsprobleme treten im Bereich Data Mining und Knowledge Discovery besonders häufig auf. Es wurde bereits eine Vielzahl an unterschiedlichen Methoden entwickelt um diese Probleme zu lösen. Obwohl sich viele dieser Methoden bereits bewährt
haben, treten besonders im Umgang mit hochdimensionalen Daten Probleme auf. Aus
diesem Grund fokussieren wir uns in dieser Arbeit auf Dünngitter-Varianten von bekannten Klassifikationsmodellen wie Algorithmen basierend auf stochastischen Gradientenverfahren, Support Vektor Maschinen und Dichteschätzungsmethoden. Zusätzlich behandeln wir verschiedene Verfeinerungsstrategien für Dünne Gitter um die Modelle zu
optimieren. Abschließend werden Resultate aus numerischen Experimenten mit unterschiedlichen Datensätzen vorgestellt.
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1 Introduction
With the ever increasing generation and collection of data, the ability to efficiently make
use of large datasets has become more and more important. In this scope, the field Data
Mining and Knowledge Discovery has been established, which aims for extracting valuable information from the data. To this end, machine learning techniques are frequently
applied to tackle problems such as Classification. The goal is to build a model which is
able to predict the class affiliation for a certain observation. In order to construct such
classification models, a set of training data patterns is required as well as an algorithm
to fit the model to the data. A very popular approach is the so-called Support Vector
Machine, which remembers the most relevant training patterns throughout the learning
process and classifies new data by comparing it to these patterns. Another commonly applied technique is based on Density Estimation. Here, we try to find an approximation of
the probability density function, which describes the distribution of the data within the set.
Furthermore, gradient descent based methods can be applied to train classification models.
Another important aspect is the dimensionality of the data. Many algorithms available
today are not capable of handling high-dimensional data, despite the enormous computational power which can be exploited nowadays. Often the term curse of dimensionality
appears in this context, which refers to the poor scaling of the algorithms in the number of
dimensions. An effective way to overcome this issue is provided by sparse grids. In contrast to standard grid-based approaches, this technique significantly reduces the number
of grid points which allows to cope with high-dimensional data.
Today, in many data mining scenarios the amount of data is too large to process it all
at once, or the data is not accessible the whole time. Then, a certain class of algorithms
need to be applied, namely online-learning methods. These techniques process the data as
a stream, and therefore do not require the whole dataset to be available during the learning
process.
In the scope of this thesis, different online classification models based on sparse grids are
addressed and compared with respect to their qualitative and computational performance.
We start with an introduction to the foundations of sparse grids in Chapter 2, before the
concept of stochastic gradient descent is introduced in Chapter 3. In Chapter 4, we explain
the support vector machine and show how to combine it with sparse grids to construct
an efficient classifier. Then, we explain the sparse grid density estimation in Chapter 5
and describe an offline-online variant of density estimation based classification. In Chapter 6, various refinement strategies are introduced, Chapter 7 provides an overview of the
implemented functionalities. Finally, we present the findings of different classification experiments in Chapter 8.
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2 Sparse Grids
The sparse grids method represents a spatial discretization technique which is particularly
helpful to tackle high dimensional problems. Introduced by the Russian mathematician
Sergey A. Smolyak in 1963 [25], the method’s fundamental concept is the so-called hierarchical basis which defines a discrete function space. In the following chapter, the foundations of sparse grids will be explained. This involves the theory of hierarchical basis
functions and the tensor product construction of sparse grids. Moreover, modified basis
functions as well as adaptive sparse grids will be addressed. The content of this chapter is
based on [20] [12] [13] which are recommended readings for further details.

2.1 Hierarchical Basis
In the following we use the function space V defined on the d-dimensional unit cube Ω =
[0, 1]d as the underlying domain of the basis functions. Let us first restrict to the onedimensional space, i.e. d = 1. Then, the full grid Ωn on [0, 1] with discretization resolution
n ∈ N and mesh size hn = 2−n can be defined. The corresponding space Vn ⊂ V of
piecewise linear functions is spanned by the nodal basis constructed by the standard hat
function

1 − |x| if x ∈ [−1, 1] ,
(2.1)
φ(x) :=
0
otherwise
and we can derive hat basis functions through dilatation and translation as




x − i · hl
l
φl,i (x) := φ
=φ 2 ·x−i .
hl

(2.2)

The functions φl,i thus depend on a level l and an index i with 0 < i < 2l . They are centered
at grid points xl,i = i · 2−l and φl,i (x) 6= 0 holds within the local support (xl,i − hl , xl,i + hl ).
Figure 2.1 shows the resulting nodal basis up to n = 3. Considering the index sets

Il := i ∈ N : 1 ≤ i ≤ 2l − 1, i odd ,
(2.3)
we can define hierarchical subspaces Wl as

Wl := span φl,i : i ∈ Il
and we can write Vn as the direct sum over all hierarchical subspaces,
M
Vn =
Wl ,

(2.4)

(2.5)

l≤n

visualized in Figure 2.2 up to n = 3. Each function u ∈ Vn can now be represented as a

3
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Figure 2.1: One-dimensional nodal basis for n = 1, 2, 3.

linear combination of basis functions which reads
u(x) =

XX

αl,i φl,i (x) ,

(2.6)

l≤n i∈Il

where the coefficients αl,i ∈ R are denoted as the corresponding hierarchical surpluses
regarding the basis functions. An illustration of this linear combination for n = 1 is shown
in Figure 2.3. Let us now extend the hierarchical basis to the multidimensional space.
To this end, we introduce the multi-indices l = (l1 , ..., ld ) ∈ Nd and i = (i1 , ..., id ) ∈ Nd
where l denotes the level and i the index in each dimension. The full grid Ωn defined on
[0, 1]d then consists of grid points xl,i = (xl1 ,i1 , ..., xld ,id ) and for each xl,i there exists an
associated, d-dimensional, piecewise d-linear basis function φl,i constructed via a tensor
product approach,
d
Y
φl,i (~x) :=
φlj ,ij (xj ) .
(2.7)
j=1

The index sets for the d-dimensional space read

Il := i : 1 ≤ ij ≤ 2lj − 1, ij odd, 1 ≤ j ≤ d

(2.8)

and the subspaces Wl

Wl := span φl,i : i ∈ Il ,

(2.9)

respectively. Thus, the space Vn of d-dimensional, piecewise d-linear basis functions becomes
M
Vn =
Wl ,
(2.10)
|l|∞ ≤n

where |l|∞ := max |lj | denotes the discrete L∞ -norm. Figure 2.4 shows the 2-dimensional
1≤j≤d

basis functions of the subspace W(2,2) . Eventually, the d-dimensional function representa-
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Figure 2.2: One-dimensional hierarchical basis up to n = 3.

tion for each u ∈ Vn reads
u(~x) =

X X

αl,i φl,i (~x) .

(2.11)

|l|∞ ≤n i∈Il

For a full grid, this discretization method leads to a grid size of (2n − 1)d , i.e. the number of
grid points grows exponentially with O(2nd ). Especially for high-dimensional problems,
the resulting grids become too large to allow feasible computations. Hence, we aim for a
strategy to significantly reduce the number of grid points without considerably deteriorating the magnitude of error.

2.2 Sparse Grids
The principle of constructing (regular) sparse grids is based on the selection of those subspaces Wl from Vn , which are expected to contribute the most to the solution of the problem. If the function to approximate is sufficiently smooth, we can determine bounds for
the individual contributions of the subspaces [8]. Then we obtain the sparse grid space
(1)
Vn as
M
Vn(1) :=
Wl ,
(2.12)
|l|1 ≤n+d−1

where |l|1 :=

d
X

|lj | denotes the discrete L1 -norm. We can interpret this as a restriction to

j=1

subspaces which are located within a certain distance to W(1,...,1) , since all other subspaces
comprise only basis functions with very small support. The function representation for
(1)
u ∈ Vn has the form
X
X
u(~x) =
αl,i φl,i (~x)
(2.13)
|l|1 ≤n+d−1 i∈Il

5
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Figure 2.3: One-dimensional linear combination for n = 3 (left) and the corresponding
weighted hierarchical basis functions (right).
and we obtain the grid size of a (regular) sparse grid as
|Vn(1) |

=

n−1
X
k=0



d−1+k
2 ·
,
d−1
k

(2.14)

i.e. the sparse grid grows exponentially in O(2n · nd−1 ). So we achieved to strongly reduce
the number of grid points which enables us to efficiently deal with high-dimensional problems as well. Table 2.1 lists the resulting grid sizes for full and sparse grids of level n = 5
in various dimensions and confirms the findings above. Visualizations of sparse grids for
n = 5 in two and three dimensions are shown in Figure 2.5.
d

|full grid|

|sparse grid|

1
2
3
4
5

31
961
29, 791
923, 521
28, 629, 151

31
129
351
769
1, 471

Table 2.1: Comparison of full and sparse grids for n = 5 in various dimensions.
Besides the above presented approach of how to construct sparse grids, there are also
alternative ways such as the combination technique, which has been frequently applied to
solve partial differential equations. The idea is to start with a number of full but coarser
grids to discretize the function space and solve the corresponding systems independently.
A suitable combination of the single grids then yields a sparse grid solution, either regular
or dimensionally adaptive. The benefit of this method is that parallel computation can be
exploited and complicated operations are easier to perform on full grids [20].
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Figure 2.4: The corresponding 2-dimensional basis functions for the subspace W(2,2) .

2.3 Modified Basis Functions
A drawback of the standard hat basis functions is that they always evaluate to zero on the
boundary. In order to improve the accuracy of classification functions which are non-zero
on the boundary, we introduce a modified version of linear basis functions. To this end,
we set the level 1 basis function constant, i.e. φ1,1 (~x) = 1. Regarding higher levels, we extrapolate the outermost basis functions towards the boundary which descriptively means
to “fold up” these functions. All remaining basis functions stay unmodified, leading to the
definition



1(




1

2 − 2l · x if x ∈ [0, 2l−1
]



 0
else
φl,i (x) := ( l
 2 · x + 1 − i if x ∈ [1 −




 0
else



φ(2l · x − i)

if l = 1 and i = 1 ,
if l > 1 and i = 1 ,
1
, 1]
2l−1

(2.15)
if l > 1 and i =

2l

−1,

else .

To construct d-dimensional basis functions, we apply the tensor product approach again.
Figure 2.6 shows modified basis functions in one and two dimensions.
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Figure 2.5: Regular sparse grids for n = 5 in two and three dimensions.

2.4 Adaptivity
Regular sparse grids provide an optimal selection of grid points if the function to approximate meets certain smoothness conditions regarding the whole domain [20]. However,
if the problem at hand requires higher resolutions locally (due to steep regions, e.g.), we
have to expand the sparse grids by the possibility of adaptive refinement. This allows us
to specify areas of the grid (i.e. certain existing grid points) where additional grid points
should be added based on some suitable refinement criterion (e.g. local error observations) and thus to adapt the sparse grid structure to the actual problem. We denote this
procedure as refinement of a grid point. When refining a grid point, all non-existing hierarchical children and ancestors are added to the grid, see Figure 2.7. The grid points we
have to insert can be determined by traversing the current grid based on level l and index
i of the grid point to refine. In order to perform useful refinements, we need to formulate
an informative decision criterion indicating promising refinement candidates. We will introduce different approaches of refinement indicators in Chapter 6. Another aspect which
has to be considered is the number of grid points to refine within one refinement step.
Depending on the problem at hand, refining several grid points at once can be beneficial,
e.g. to avoid the refinement to focus on only a single feature. On the other hand, a broad
refinement may be infeasible because the resulting grids become too large. In particular,
when the problem is high-dimensional each grid point we refine might lead to numerous
new points. Therefore, only the refinement of a single point each step might be affordable.

8
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Figure 2.6: One-dimensional modified basis functions up to n = 3 (left) and twodimensional modified basis functions corresponding to the subspace W(2,2)
(right).

Figure 2.7: Example of spatially adaptive refinement. Refining the blue grid point in the
first image (left) yields four new grid points, resulting in the grid shown in
the second image (middle). After the second refinement (again considering the
blue grid point), we obtain the grid shown in the third image (right). In addition
to four new child points, we also obtain two missing ancestors (grey).

9
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3 Learning with Stochastic Gradient Descent
In this chapter, we address the stochastic gradient descent (SGD) method and how it can
be applied for solving classification tasks. To this end, we start with the standard gradient
descent method and then derive the stochastic approach. Finally, we construct an SGDbased classifier using sparse grids.

3.1 Gradient Descent Method
The gradient descent method is a frequently applied iterative optimization technique,
which utilizes information about the gradient of a function in order to determine its global
minimum. Assuming E(~
α) to be a differentiable function, the gradient reads


∂E ∂E
∂E T
∇α~ E =
.
(3.1)
,
, ...,
∂α1 α2
αd
Starting with some initial solution α
~ (0) we search for the minimum by computing
∆αi = −γ

∂E
, ∀i
∂αi

(3.2)

in each iteration and performing updates
(t+1)

αi

(t)

= αi + ∆αi

(3.3)

Here, γ determines the step size and the method converges once a minimum has been
reached (with respect to some convergence threshold). Note, that a found solution is not
necessarily the global minimum of the function and some tuning regarding the step size
might be required. If γ is chosen too large, the solution vector might be modified too drastically in each iteration and the desired minimum might be missed by the algorithm. On
the other hand, the convergence rate might be rather poor if γ is too small [3] [11]. Within
the scope of classification problems, we apply the gradient descent method to minimize
the function
m
1 X
Em (fα~ ) =
`(fα~ (xi ), yi ) ,
(3.4)
m
i=1

where the pairs (xi , yi ) denote patterns belonging to some training set of size m. The loss
function ` determines the cost of the prediction fα~ (xi ) compared to the actual label yi . The
objective is then to find the function fα~ which minimizes the loss, i.e. we need to compute
α
~ . This can be done by using the gradient descent method, yielding the update rule
m

α
~ (t+1) = α
~ (t) − γ

1 X
∇α~ `(fα~ (t) (xi ), yi ) .
m

(3.5)

i=1

11
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In each iteration, we update the current solution α
~ (t) using the averages of the gradient
evaluated at each training pattern (xi , yi ). Depending on the size of the training set and
fα~ , the gradient evaluations can become utterly expensive [7]. In the next section, we will
see an alternative approach of the gradient descent method which circumvents this issue.

3.2 Stochastic Gradient Descent
The stochastic gradient descent (SGD) method simplifies the gradient descent updates by
computing the gradient using only the information of a single randomly chosen training
pattern in each iteration,
α
~ (t+1) = α
~ (t) − γ∇α~ `(fα~ (t) (xk ), yk ) .

(3.6)

This way, we get an online learning algorithm which is hoped to show a similar behavior as (3.5) despite strongly simplified gradient estimations. Since this method uses only
one training sample for computing the gradient, it is considerably less expensive than
standard gradient descent. Furthermore, the method does not require information about
already seen data points, thus it can process the data as a stream. Especially when only
limited training time is available, SGD represents a promising learning algorithm [7]. A
slightly modified version of SGD is called the averaged stochastic gradient descent (ASGD)
method. Here, we perform the same updates as the SGD method does, but we average the
solutions according to
t
X
1
(t)
=
α
~ avg
α
~ (t) ,
(3.7)
t − t0
i=t0 +1

where t denotes the current iteration and t0 defines the iteration when to start averaging
Theoretical results show that ASGD converges optimally if γ decreases slower than t−1 , so
we use the learning rates
γ (t) = γ (0) (1 + γ (0) ηt)−3/4
(3.8)
with initial learning rate γ (0) and the step size η. The correct choice of γ (0) is important
to achieve good convergence rates and can be done using a small subset of the training
data [7].

3.3 SGD-based Classification
Let us now consider a regularized classification problem using the training set S with
|S| = m consisting of data points ~xi and their corresponding labels yi ∈ {−1, 1}. We can
model the problem as
!
m
2
1 X
(3.9)
min
yi − f (~xi ) + λkΛf k2L2 ,
f ∈V
m
i=1

with the loss (yi − f (~xi ))2 and regularization λkΛf k2L2 , which determines a trade-off between minimizing the loss and smoothness of the solution f [20]. We can represent the

12
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function f by involving the sparse grid method as
f (~x) :=

n
X

αj φj (~x) ,

(3.10)

j=1

and often the gradient of f is chosen as regularization functional,
Λf := ∇f .

(3.11)

However, for the described sparse grid approach we can simply measure the smoothness
based on the surpluses directly with
kΛf k2L2 := k~
αk22 ,

(3.12)

which yields quite similar results regarding classification tasks [20]. Plugging (3.12) and (3.10)
into (3.9) yields
!2
m
n
X
1 X
E(~
α) =
yi −
αj φj (~xi ) + λk~
αk22
(3.13)
m
i=1

j=1

and by computing the derivation with respect to αk we get
!
m
n
2 X X
∂E(~
α)
=
αj φj (~xi ) − yi · φk (~xi ) + 2λαk .
∂αk
m
i=1

For k = 1, ..., n, the gradient of E(~
α) reads


!
m
n
X
X
1
αj φj (~xi ) − yi · φ1 (~xi ) + λα1 
m



 i=1 j=1
!

 X
n
X

1 m

αj φj (~xi ) − yi · φ2 (~xi ) + λα2 

m
∇α~ E = 2 ·  i=1 j=1



..




.
!
 m

n
 X X

1

α
φ
(~
x
)
−
y
·
φ
(~
x
)
+
λα
j
j
i
i
n
i
n
m
i=1

(3.14)

j=1

(3.15)

j=1

and using matrix notation



1
T
B B α
~ − ~y + λ~
α ,
∇α~ E = 2
m

(3.16)

where (B)j,i = φj (~xi ) with j = 1, ..., n, i = 1, ..., m and ~y = (y1 , y2 , ..., ym )T . To combine
this with the SGD method, we evaluate the gradient (3.16) at a single data point (~xk , yk )
and obtain

~ (t) − yk ,
(3.17)
α
~ (t+1) = (1 − γ (t) λ)~
α(t) − γ (t)~bk ~bTk α
T
with ~bk = φ1 (~xk ), φ2 (~xk ), ..., φn (~xk ) which finally yields the classifier f determined by
α
~ . For the ASGD method we additionally compute
(t+1)
(t)
(t)
α
~ avg
=α
~ avg
+ µ(t) (~
α(t+1) − α
~ avg
)

(3.18)

13

3 Learning with Stochastic Gradient Descent
using the averaging rate
µ(t) =

1
.
max{1, t − t0 }

We refer to [7] and [20] for a more detailed description.
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(3.19)

4 Learning with Support Vector Machines
Support vector machines (SVM) are a well studied and commonly applied class of models to solve classification problems. The basic concept of SVM classificators is to find a
separating hyperplane located between class boundaries to enable class predictions. The
SVM algorithm was introduced by Vapnik and Chervonenkis in 1963 and later extended
to solve non-linear classification tasks as well [6]. In the following chapter, we will focus
on the widely popular soft-margin SVM [10] and the so-called kernel trick using sparse
grids. Furthermore, we will see how to train SVMs using online algorithms.

4.1 Support Vector Machine
Basically, the soft-margin SVM can be formulated in two different ways, the primal form
and the dual form. Both are equivalent, but the optimization problem is defined with respect to different sets of parameters. With both approaches we seek for a (d−1)-dimensional
separating hyperplane determined by the normal vector w
~ and bias w
~ 0 , which define orientation and position of the hyperplane. The resulting classifier reads
f (~x) = hw,
~ ~xi + w0

(4.1)

which evaluates to 0 for each point ~x located on the hyperplane. Assuming class labels
y ∈ {−1, 1}, we can classify data by evaluating

p(~x) = sign f (~x) .
(4.2)
If p(~x) is negative, the data point belongs to class −1, otherwise it is labeled as class 1 [4].
Figure 4.1 shows a one-dimensional hyperplane separating two-dimensional data. Since
we want to find an optimal hyperplane, which classifies as much data points correctly
as possible, we define an objective function that maximizes the margin, i.e. the region
bounded by the hyperplanes corresponding to the individual classes (see Figure 4.1). We
can maximize the margin by minimizing the Euclidean norm of the normal vector, i.e.
kwk
~ 22 . However, we do not require all data points to lie on the correct side of the margin,
instead, a penalizing term is applied. As a suitable penalizing function, the hinge loss

`h (~xi , yi ), w
~ = max{0, 1 − yi · f (~xi )}
(4.3)

can be applied, where `h (~xi , yi ), w
~ > 0 holds if |f (~x)| < 1 (i.e. the data point lies inside the margin). This leads us to the so-called soft-margin formulation of the SVM as a
minimization problem in primal form [10] [4], reading
!
m
X

1
min λkwk
~ 22 +
`h (~xi , yi ), w
~
.
(4.4)
m
w
~
i=1
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Figure 4.1: One-dimensional hyperplane (solid black line) that separates two classes. The
dashed grey lines represent the hyperplanes which bound the margin.

The SVM formulation can also be derived starting from a different perspective. One can
define the normal vector w
~ as
m
X
w
~=
βi yi ~xi ,
(4.5)
i=1

with βi ≥ 0. We denote the data points ~xi with corresponding βi > 0 as the support
vectors, which span the hyperplane. This leads us to another approach of how to solve
the classification task: Instead of solving the system (4.4) to obtain the normal vector w
~
directly, we search for the optimal coefficient vector β~ which ultimately yields w
~ as well.
Here, the system we have to solve is called the dual form and reads
max
~
β

m
X
i=1

m

|J|

1 XX
βi −
βi βj yi yj h~xi , ~xj i
2

(4.6)

i=1 j=1

and is subject to the constraints
m
X

βi yi = 0 and βi ≥ 0 ,

(4.7)

i=1

where J is the set of support vectors. Then we can write the classifier f (~x) as
*
f (~x) =

~x,

|J|
X
j=1

+
βj yj ~xj

+ w0 =

|J|
X

βj yj h~x, ~xj i + w0

j=1

which is equivalent to computing w
~ directly via the primal form [10] [4].
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4.2 Sparse Grid Kernels
The representations (4.1) and (4.8) of f use the standard inner product as similarity measure, which only allows to build a linear classification model. However, we often have to
deal with non-linearly separable data as well. In order to construct a classifier which can
represent a non-linear function, we apply the so-called kernel trick: We transform the data
into a higher-dimensional feature space F, where the data is linearly separable again. To
this end, we use so-called kernels as similarity measures in F[4]. In our scenario, a kernel
k is defined as a function
k :X ×X →R,
(4.9)
which allows to represent the normal vector w
~ as a linear combination of data points. This
holds for functions which fulfill the so-called Representer Theorem, details can be found
in [15] [23]. If we define the transformation ϕ : [0, 1]d → [0, 1]s as


φ1 (~x)
φ2 (~x)


ϕ(~x) =  .  ,
(4.10)
 .. 
φs (~x)
where φ1 , ..., φs are the basis functions of a sparse grid with size s, we can construct the
sparse grid kernel
D
E
k(~x, x~0 ) = ϕ(~x)ϕ(x~0 ) .
(4.11)
In [17], it has been shown that the sparse grid kernel is feasible for the use with SVM
classifiers. This enables us to restate the classifier f as
f (~x) =

|J|
X

βj yj k(~x, ~xj ) + w0

j=1

=

|J|
X

(4.12)
βj yj hϕ(~x), ϕ(~xj )i + w0

j=1

= hw,
~ ϕ(~x)i + w0 .
Using (4.12) we are now able to classify non-linearly separable data by constructing a kernel based on sparse grids. The derivation above is explained in detail in [17].

4.3 Online Support Vector Classification
So far, we know how to build the SVM classifier, but we are still missing an algorithm to
solve the respective systems (4.4) and (4.6). Therefore, we introduce the Pegasos method
from [26], which is a variant of the standard SGD method and enables us to perform onlinelearning. In the primal formulation, the function we want to minimize reads
m

E(w)
~ = λkwk
~ 22 +


1 X
`h (~xi , yi ), w
~ .
m

(4.13)

i=1
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Since we want to derive an SGD algorithm, we evaluate E(w)
~ at a single data point, yielding

E((~xi , yi ), w)
~ = λkwk
~ 22 + `h (~xi , yi ), w
~ .
(4.14)
Now we define δi as

(
γ i yi
δi ←
0

if yi f (x~i ) < 1
otherwise

and we obtain the Pegasos update
w
~ (t+1) = (1 − λγi )w
~ (t) + δi ϕ(x~i ) .

(4.15)

Applying this algorithm, we finally obtain the normal vector w
~ which defines the separating hyperplane and enables us to perform classification.
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In the previous chapters, we have seen how to construct classification models with SGD
and SVM algorithms utilizing sparse grids. In this chapter, we explain a third approach
based on density estimation. Initially, we briefly summarize the derivation of the classification problem using probability densities and sparse grids. Then, we introduce an
offline-online splitting technique based on matrix decompositions, before we address the
classification model using Bayes’ Theorem.

5.1 Sparse Grid Density Estimation
Considering the set of data points S = {x1 , ..., xm }, we want to approximate the underlying density function, starting with an initial guess f and using spline smoothing [14] to
derive the estimator
Z
2
fˆ = arg min
f (x) − f (x) dx + λkΛf k2L2 .
(5.1)
(1)

f ∈Vn

Ω

Here, λkΛf k2L2 again denotes a regularization term and Ω = [0, 1]d . We use the sparse grid
(1)

space Vn (2.12), which enables us to center the basis functions at grid points, in contrast
to standard kernel density estimation [9]. Thus, we can represent fˆ as
fˆ(x) =

n
X

(5.2)

αi φi (x)

i=1

and the system we have to solve reads
Z
Ω

fˆ(x)φj (x)dx + λ

Z

m

1 X
Λfˆ(x) · Λφj (x)dx =
φj (xi ) .
m
Ω

(5.3)

i=1

We can express this in matrix notation as
(R + λC)~
α = ~b ,

(5.4)

1
where (Rij ) = (φi , φj )L2 , (Cij ) = (Λφi , Λφj )L2 and bj = m
φj (xi ). As we use hierarchical
2
basis functions and sparse grids, we can choose k~
αk2 as the regularization functional, and
thus get C = I where I denotes the identity matrix. Through solving the system (5.4)
with the conjugate gradients (CG) method, we obtain the surplus vector α
~ which yields
the probability density function fˆ. For more details refer to [9].
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5.2 Offline-Online Splitting
Considering online-learning, solving (5.4) with the CG method can become extremely
expensive. However, since the matrices R and C do not depend on the number of data
points, we can precompute the matrix R + λC. Since we have to compute R + λC)−1~b in
each iteration to obtain α
~ , we store the matrix in decomposed form which allows to solve
the system efficiently. This way, we can split the computation of the density function into
an offline and an online phase. In the offline phase, we factorize the system matrix using
Cholesky decomposition. This requires the matrix R + λC to be symmetric and positive
definite. As this has been shown in [24], we can write the Cholesky decomposition of the
system matrix as
R + λI = LLT ,
(5.5)
where L is a lower triangular matrix and L0 is the transpose of L. In the online phase, we
load the stored matrix L and compute the density function via forward and back substitution
α
~ = (R + λI)−1~b = (LL0 )−1 b = L−T L−1~b
(5.6)
~c = L−1~b (forward substitution)
(5.7)
α
~ = L−T ~c (back substitution)

(5.8)

which enables us to compute α
~ efficiently, for details refer to [5]. Since we use a sparse
grid representation of the density function, we also want to apply adaptive refinement.
Whenever we modify the grid, an additional offline-step has to be performed. However,
we do not have to compute the Cholesky factorization from scratch again. The required
modifications are explained in detail in [24]. Furthermore, throughout the online-learning
process we have to modify the right-hand-side ~b in order to integrate information of new
data points into the computation of α
~ . Details can be found in [24] and [22].

5.3 Density Estimation based Classification
In contrast to the approaches introduced in Chapters 3 and 4 where we only need a single grid to build the classification model, we now have to compute a sparse grid density
function for each occurring class c ∈ K individually. In order to predict the class label for
a data point ~xi , we have to evaluate
h(x~i ) = max P (Y = c|x~i ) ,
c∈K

(5.9)

where we apply Bayes’ Theorem to obtain
P (Y = c|x~i ) =

P (x~i |Y = c) · p(Y = k)
,
P (~xi )

(5.10)

with prior class probability p [9]. To this end, we compute the class-conditional density
P (x~i |Y = c) using the approximated density functions, i.e.
P (x~i |Y = c) = fˆc (x~i )

(5.11)

Figure 5.1 shows an example of a two dimensional binary classification problem and the
resulting density functions.
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Figure 5.1: Illustration of a two-dimensional dataset (left) and the corresponding density
functions (middle, right).
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6 Refinement
As we have seen in Chapter 3, regular sparse grids always consist of a fixed set of grid
points, depending on the dimension of the data and the specified level of the grid. These
grid points are distributed across the whole domain and, depending on the problem at
hand, many points may lie in regions of low interest. Thus, instead of choosing a highlevel regular grid, a more promising strategy is to start with a regular grid with rather low
level, identify the crucial regions (e.g. decision boundaries) and refine the grid in these
regions only. Then it is possible to obtain higher classification accuracies compared to regular sparse grids although less grid points are spent. This strategy of course raises two
important questions: In which phase of the learning process should we perform refinements, and how can we determine the grid points to refine? In the following chapter we
will address both questions.

6.1 Periodic vs. Convergence-based Refinement
The simplest approach of how to decide when to schedule refinements we denote as periodic refinement. The idea is to specify a fixed number of iterations (in an online-learning
scenario: a fixed number of data points/batches to be processed) after which the next refinement step is to be performed. To this end, we simply have to keep track of the number
of already processed data mcur and check if
mcur mod mI = 0

(6.1)

holds, where mI denotes the interval length. This method however does not take any information about the learning algorithm into account. Thus, refinements might be triggered
despite the current instance of the grid has not yet been fit properly to the data because
not enough iterations have been performed. Therefore, we also want to investigate an alternative scheduling technique. Instead of refining in equidistant intervals, the idea is to
trigger refinements whenever we observe convergence regarding the learning algorithm
with respect to the current grid. This convergence-based refinement strategy has already
been used for SGD-based learning, in this work we want to apply it for SVM and density
estimation based learning too. First of all, we need a reliable measure to check for convergence throughout the learning process. For the SGD and SVM algorithms, we can directly
make use of the mean squared error (MSE),
m

1 X
mse :=
(yi − f (~xi ))2
m

(6.2)

i=1

or the averaged hinge loss,
m

hinge :=

1 X
max{0, 1 − yi · f (~xi )}
m

(6.3)

i=1
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as a suitable convergence measure. Regarding density estimation, we do not directly train
the model with respect to a loss function. Instead, the classification error
cerr := 1 −

pc
m

(6.4)

can be observed during the learning process where pc denotes the fraction of correctly
classified data points. As a proper set of data points to measure on, we extract a small
subset from the training data which we use for this purpose exclusively. The next step is to
figure out how we can use the measures above for checking convergence. When we perform online learning, we typically do not obtain a strictly monotonically decreasing curve
regarding the convergence rate. Thus, we use average values over the last k data points
to obtain a stable criterion. In order to check if the learning algorithm has converged, we
compute the averaged measures m̄1 and m̄2 at two consecutive points in time and verify,
if the difference is below a certain convergence threshold θ, i.e.
m̄1 − m̄2 < θ .

(6.5)

Due to possibly non-monotonically decreasing behavior, we might face the situation that
m̄1 − m̄2 < 0. In this case, we have to decide whether this has happened indeed for stochastic reasons or is caused by overfitting. We resolve this issue by additionally observing the
error measures regarding the training set. If the difference there is still positive, we have
likely run into overfitting and no refinement should be performed. Note, that computing
these error measures throughout the whole learning process can become quite expensive.
To ensure sufficiently fast learning, we can use smaller subsets of the respective data to
measure on or check for convergence only in specified intervals.

6.2 Refinement Indicators
Now that we know how to schedule refinements, we need to determine which grid points
are promising refinement candidates. A simple, straightforward approach which has frequently been applied is called surplus-based refinement. Here, we order the grid points
with respect to the absolute values of their corresponding surpluses, and refine the ones
with the highest values first. The underlying assumption is that the main contribution to
the linear combination of basis functions comes from only a few grid points with large
surplus values. These grid points are likely to be found in areas where we already know
grid points which correspond to high surplus values [20]. However, critical regions such
as decision boundaries might be missed, since high absolute values of surpluses do not
necessarily indicate these regions. Therefore, we focus on more sophisticated approaches
which use more information about the actual classification problem.

6.2.1 Combined-measure Refinement
The first example is a refinement indicator we will use for SVM-based classification. In
contrast to surplus refinement, we are now interested in grid points corresponding to small
surpluses. Basically, we can distinguish two cases which lead to small |wk |. The first one
is that there are hardly any data points located within the grid points’ support, because
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either its support is too small or the point lies outside of interesting regions. This implies
that the grid point is not a candidate for refinement. In the second case, the support of the
grid point covers a large number of data points, but the model predicts the classes very
differently there (i.e. there is no dominating class at that grid point). Then it is possible,
that additional grid points help to improve the classifiers’ accuracy in this area. To identify
these candidates, we define a measure which is small in the first case and large if the second
case holds,
|J|
X
~0 =
w
βj ϕ(x~j ) ,
(6.6)
j=1

~ 0 is large if ϕ(x~j ) 6= 0 for many ~xj
where J is the set of support vectors. An entry w~k0 of w
(i.e. many grid points lie within the support of the grid point). This gives us a first hint on
possible refinement candidates, but to narrow down the number we additionally compute
+

v~0 =

|I |
X

ϕ(x~i ) .

(6.7)

i=1

The set I + covers all support vectors from J which cause loss, i.e.
I + := {~xi ∈ J|`h ((~xi , yi ), w)
~ > 0} .

(6.8)

If v~k0 is large, the grid point is a candidate for refinement. Through combination of both
measures we obtain
|wk | + 
mk :=
,
(6.9)
(w~0 · v~0 )σ + 
k

k

and we refine the grid points with the smallest mk first. With  > 0 we prevent the denominator to become 0 and ensure that mk > 0, the parameter σ serves as a regulator for the
individual relevance of a grid point. For additional details, see [17].

6.2.2 Predictive Refinement
Regarding SGD learning, a suitable refinement indicator can be constructed by computing
the local squared error,
ei = yi − f (~xi )

2

n

2
X
= yi −
αj φj (~xi ) .

(6.10)

j=1

We then derive the contribution ck of a grid point’s basis function φk to ei according to [2]
as
m
m
X
ei · max{0, φk (~xi )} X
ck :=
·
ei · max{0, φk (~xi )} .
(6.11)
φ2k (~xi )
i=1
i=1
This approach directly addresses the loss (MSE) that we want to minimize [20], and we
assume that refining grid points with large ck will improve the MSE and thus the quality
of the model. In order to evaluate the measure ck for each grid point, we can use a portion
of the already processed data points. Finally, we select the grid pints with the highest
contributions ck as refinement candidates.
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6.2.3 Zero-crossing-based Refinement
As mentioned before, class boundaries are crucial regions when dealing with classification
problems. Thus, it can be very useful to discover their locations, in order to decide where
to refine the grid. If we apply density estimation based classifiers to solve the classification
task, we assume class boundaries to be located in regions where the density functions
intersect. The goal is to identify grid points near to class boundaries, which we achieve by
searching for zero-crossings of the difference function
fˆ∆ = fˆi − fˆj ,

(6.12)

where fˆi and fˆj are the respective density functions of two classes Ci and Cj . We then
evaluate fˆ∆ for pairs of grid points and compare the signs of the results. If the signs
are different, we have discovered a zero-crossing and the grid points are considered as
refinement candidates. To narrow down the amount of possible results, we compute the
score
!
q
q
ˆ
ˆ
ˆ
ˆ
s(x~k ) = max
|f∆ (x~k )||f∆ (x~l )| · |fi (x~k )||fj (x~l )|
(6.13)
x~l ∈N

for a grid point with coordinates x~k . Here, the set N covers all possible grid points, which
form a feasible pair with grid point k (i.e. a zero-crossing occurs). A detailed description
of the score function can be found in [18]. For the grid refinement, we eventually select
those grid points which yield the highest score.

6.2.4 Data-based Refinement
This approach tries to identify common class boundaries by constructing a set Hi of data
points for each class Ci . The data points contained in this set yield high function values
for each density function, which indicates that all classes have a high density in this areas.
We are then able to find refinement candidates by evaluating
s(x~k ) = |{p ∈ Hi |p ∈ support(x~k )}|

(6.14)

for the grid point with coordinates x~k . If a large number of data points from Hi lie within
the support of the grid point, it probably lies near to a class boundary. Thus, grid points
yielding a high score s(x~k ) are refinement candidates. An extensive explanation can be
found in [18].

6.2.5 Impurity-based Refinement
The refinement indicators we have seen so far, have already been applied successfully for
classification tasks in the past. In this thesis, we also want to introduce a new approach
using splitting criteria, which usually appear in decision tree construction. The idea is
to construct a measure that determines the impurity at a grid point, i.e. the amount of
differently classified data points. To this end, we define P (Ci ) as the fraction of data points
within the support of a grid point, which get assigned to class Ci by the model. A data
point ~xj lies in the support of a grid point, if
xjd ∈ [(id − 1)hld , (id + 1)hld ]
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holds for each coordinate xjd , using the grid point’s index i and level l where hld = 2−ld .
The next step is to select a suitable measure in order to obtain the impurity at grid point k
depending on the respective fractions Pk (Ci ). Possible measures are the Gini impurity
X
ginik = 1 −
Pk2 (Ci )
(6.16)
i

or the entropy impurity
entropyk = −

X

Pk (Ci ) log2 Pk (Ci ) ,

(6.17)

i

which can be used for an arbitrary number of classes [11]. For binary classification, the
DKM impurity [19]
p
dkmk = 2 · ( Pk (C1 ) · Pk (C2 ))
(6.18)
is another option. Figure 6.1 compares the measures above, considering a binary classification scenario. Here, the x-axis describes the fraction P with respect to one of the two
classes (considering binary classification, P (C2 ) = 1 − P (C1 ) holds). So we obtain a low
impurity if one class dominates (P close to 0 or 1) and a high impurity if both classes are
equally represented (P close to 0.5). Our goal is to minimize the impurity at each grid
point, thus we refine the grid points with the highest impurity first. Furthermore, one observes that the amplitudes of the measures can differ. Since we only intend to derive an
ordering of grid points based on their local impurity, the actual magnitude of these values is not important. However, the entropy measure is not defined for P (Ci = 0). Since
this situation is likely to occur, we rather use the Gini or DKM measure, where we do not
need to handle this case separately. We will apply this approach for the SVM and SGD
classifiers.
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Figure 6.1: Comparison of different impurity measures.
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7 Implementation
A major part of this thesis was the integration of the introduced classification algorithms
and refinement strategies into the SG++ framework[], which is a toolbox that allows to employ spatially adaptive sparse grids for a variety of applications. The framework already
contains implementations of sparse grids and grid based density estimation as well as
the predictive refinement indicator, the zero-crossings-refinement indicator and the databased refinement indicator. In the following, we briefly describe the new implemented
classes and their functionality.
LearnerSVM This class contains the implementation of the SVM algorithm using the
Pegasos method. It offers the method train to execute the learning process and options to
perform periodic or convergence-based refinement using the predictive or the impurity refinement indicator. When an instance of LearnerSVM is initialized, it automatically creates
a PrimalDualSVM object.
PrimalDualSVM In this class, the SVM is implemented based on the primal formulation.
Since we also need the set of support vectors for the grid refinement, the PrimalDualSVM
additionally stores these vectors. Furthermore, it contains methods to add new support
vectors, update the current normal vector and evaluate the classifier.
LearnerSGD Here, the SGD and ASGD algorithms are implemented. The class contains
a train method to perform the learning process, where periodic and convergence-based
refinement can be applied using the predictive refinement indicator or the impurity refinement indicator.
LearnerSGDE This class already existed and offers the functionality to perform sparse
grid density estimation. The implementation was extended by the method trainOnline,
which offers the possibility to perform the density based classification as an online-learning
algorithm using the CG method. Periodic and convergence-based refinement can be applied together with the zero-crossings-based refinement indicator or the data-based refinement indicator.
LearnerSGDEOnOff Here, the functionality to perform classification with sparse grid
density estimation as offline-online method using Cholesky decomposition is implemented.
As refinement strategy, periodic or convergence-based refinement can be chosen together
with the zero-crossings-based refinement indicator or the data-based refinement indicator.
This class uses multiple additional components which are listed below.
ForwardSelectorRefinementIndicator This class implements the combined-measure refinement indicator.
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ImpurityRefinementIndicator This class implements the impurity refinement indicator
using the Gini impurity.
ConvergenceMonitor Here, the convergence monitor is implemented. The ConvergenceMonitor object offers the method pushToBuffer which adds and maintains the current error
evaluations and the method checkConvergence, which determines when to schedule the next
refinement.
Additionally, the classes DBMatOffline, DBMatOnlineDE, DBMatDMSChol, DBMatDecompMatrixSolver,
DBMatDensityConfiguration,
DBMatDMSBackSub
and
DBMatDMSEigen have been transferred from libtool to SG++ , since they are required to
perform the density estimation with Cholesky decomposition.
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The main question we intend to answer in this thesis is which classification models performs best with respect to quality and computational performance. To this end, the following section provides results of numerical experiments in order to compare the classification accuracy and runtimes of our classification methods. For this assessment, we apply
the classifiers on different popular datasets, namely Ripley, Banana and SDSS-DR10. A
short description regarding the data will be given in the respective subsections.

8.1 Setup
For performing the experiments below we consider an online-learning scenario, processing only a single data point within each iteration. To avoid biased results due to the ordering of data points, we compute average values over 10 runs permuting the order of the
data stream. Within each run we perform a 5-fold cross-validation to evaluate the classifiers. This way, we only spend 80% of the training data on fitting the classifier while the
remaining subset (the validation data) provides the data points we need for checking the
convergence criterion. For the following experiments, we use MSE observations for the
ASGD classifier, hinge loss observations for the SVM classifier and accuracy observations
for density estimation approaches in order to evaluate the convergence criterion. Furthermore, we denote the density estimation based classifier using the CG algorithm as DE
method and the offline-online approach as DEOnOff method.

8.2 Ripley Dataset
This two-dimensional artificial dataset from [21] was generated using the mixture of two
Gaussian distributions. It comprises 250 data points for training and 1000 for testing, illustrated by Figure 8.1. The data contain 8% of noise and are not linearly separable, which
makes it a reasonable representation of real-world classification problems, despite its small
size.
Initially, we want to examine each classifier individually using the simple periodic refinement approach. Figure 8.2 shows the respective classification error using different refinement indicators. Each method starts with a regular sparse grid of level 3 which we refine
until a grid size of approximately 120 points is reached. For both the SVM and ASGD
classifier one observes that impurity-based refinement yields slightly better accuracy than
combined-measure and predictive refinement, respectively. The SVM then reaches a classification rate of 89.82%, ASGD is able to classify 90.26% of the test data correctly. Regarding density estimation, zero-crossings refinement seems to slightly outperform data-based
refinement. With the DE classifier we are able to achieve 90.98% accuracy, applying the
online/offline approach we obtain 90.61%. Generally, we can conclude that each tested
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Figure 8.1: The ripley dataset, consisting of 250 points for training and 1000 points for
testing.
combination of classifier and refinement indicator can handle the problem at hand quite
well, despite naively triggered refinements. Next, let us have a look at the results when
we trigger the refinements by applying the convergence monitor. Again, we choose a initial grid of level 3, but now we stop to refine if the grid has grown to a size of roughly
100 grid points. In Figure 8.3 the evolution of the error rate regarding convergence-based
refinement is plotted together with the error curve for a fixed grid of level 3 and the one
obtained by periodic refinement. Findings indicate that convergence-based refinement can
still improve the already fairly good results obtained with periodic refinement, although
less grid points are allowed to be spent. For example, DEOnOff classification now achieves
90.73% accuracy with an average grid size of only 90 points. Figure 8.4 visualizes the respective grids. Both approaches lead to refinements within the area of interest, but we
can easily observe a significantly coarser grid resulting from convergence-based refinement. However, the convergence rate is still similar to periodic refinement, meaning that
the same number of data points have to be processed. Finally, Figure 8.5 compares the
best results achieved for each classifier. Using convergence-based refinement, all methods
show a comparable convergence rate. The highest accuracy among all four classifiers we
obtain by the DE method, reaching 91.04%. Table 8.1 summarizes the best results for each
method using convergence-based refinement.
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Ripley dataset - accuracy [%]
SVM

ASGD

DE

DEOnOff

cm

imp

pred

imp

zero

data

zero

data

89.32

89.93

90.12

90.31

91.04

90.72

90.73

90.28

Table 8.1: The resulting accuracies for the ripley dataset using convergence-based
refinement.

Figure 8.2: Resulting error rates for the ripley dataset using periodic refinement.
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Figure 8.3: Comparison of periodic and convergence-based refinement for the ripley
dataset.
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Figure 8.4: Resulting grids for periodic refinement (left) and convergence-based refinement (right) using the DEOnOff method.

Figure 8.5: Comparison of the best results regarding each classifier. The highest accuracy
can be obtained with the DE method, reaching 91.04%.
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8.3 Banana Dataset
Now we want to investigate a more difficult classification task, which is known as the
banana dataset [16]. Here, the artificially generated and noisy data pose a challenge due
to overlapping class regions as can be seen in Figure 8.6. The set contains 5300 data points
of which we use 3000 for training and 2300 for testing.

Figure 8.6: The banana dataset.

Again, we compare the classification error regarding periodic and convergence-based refinements, findings are presented in Figure 8.7. For this task, using initial grids of level
3 again, we refine until the grids comprise about 350 points. Observing the error curves
regarding the SVM classifier, one can see that convergence-based refinement increases the
convergence rate of the learning phase compared to periodic refinement. However, since
the first refinement is not triggered until about 1000 processed data points, the different approaches require a comparable amount of iterations to reach the maximum accuracy. This
observation reveals a drawback of the convergence monitor, since the refinement intervals
might become fairly large at some points, requiring additional iterations for training. To
cope this issue, one needs to adjust the convergence threshold in a suitable way. On the
one hand it should be large enough to keep training time short, but on the other hand
we do not want to refine before convergence has effectively been reached. Thus, a feasible trade-off between the size of the convergence threshold and the number of iterations
spent on learning the data has to be determined. Concerning density estimation, the above
mentioned issue does not occur. However, convergence-based refinement does not yield
any considerable improvement regarding the convergence rate here. Yet, the final accu-
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racy can still be increased by applying convergence-based refinement, at least for ASGD
and DEOnOff methods. Table 8.2 lists the best results obtained for the different methods,
Figure 8.8 compares the respective error curves. Density estimation based methods yield
slightly better classification rates than SVM and ASGD, but convergence rates seem to be
quite similar.
Banana dataset - accuracy [%]
SVM

ASGD

DE

DEOnOff

cm

imp

pred

imp

zero

data

zero

data

88.53

88.26

88.61

88.32

89.12

88.91

88.99

88.93

Table 8.2: The resulting accuracies for the banana dataset using convergence-based refinement. Again, we obtain the best accuracy with the DE method, reaching 89.12%.
The error evolution dependent on the grid size when using the convergence monitor is
shown in Figure 8.9. Interestingly, the ASGD method shows the steepest decrease of the
error as the grid size approaches 1000 points. Thus, spending more grid points here might
still improve the solution. For the SVM method, the error seems to get worse at about
600 grid points if combined-measure refinement is used, while the solution can still be improved with impurity refinement. Moreover, the error also increases at certain moments
throughout the learning process for both refinement indicators. This might be caused
by the convergence monitor, which might not always determine the optimal moments to
schedule the next refinement step. Then, not enough data points can be processed between
two consecutive refinements, which can lead to a temporarily increasing error. Regarding
the DE method, zero-crossings-based refinement performs slightly better than data-based
refinement, especially when the grid size exceeds about 600 points. However, data-based
refinement seems to be more robust for the DEOnOff method. Figure 8.10 finally visualizes
the corresponding decision boundaries obtained by the different classifiers.
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Figure 8.7: Comparison of periodic and convergence-based refinement for the banana
dataset.
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Figure 8.8: Comparison of the best results regarding each classifier for the banana dataset.
Density estimation based classification outperforms the SVM and ASGD methods in this experiment.
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Figure 8.9: The resulting error rates for the banana dataset depending on the grid size.
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Figure 8.10: The resulting decision boundaries regarding the banana dataset for the SVM
method (upper left), the ASGD method (upper right), the DE method (lower
left) and the DEOnOff method (lower right).
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8.4 SDSS-DR10 Dataset
The Sloan Digital Sky Survey (SDSS) [1] provides various data of photometric measurements of astronomical objects. Here, we use a part of the data release 10 (DR10) to test our
classification methods. The set contains two classes, namely stars and quasars and each instance of the set is described by four brightness attributes. For our experiments, we extract
50000 data points to train the models and another 25000 to test on. Starting from a regular
sparse grid with level 4, we perform 10 refinement steps where 3 grid points are refined
each step, and we apply the convergence monitor to schedule refinements. Figure 8.11
shows the resulting evolution of the classification error dependent on increasing grid size.

Figure 8.11: A comparison of the error rates depending on the grid growth for the SDSSDR10 dataset.

In contrast to the experiments above, the ASGD method shows the best performance in
this task. With density estimation based methods, the error does not decrease until the
grid has grown to a size of about 600 points. Here, it might be beneficial to start with a
finer grid right away. However, when the grid size exceeds 1000 points, the convergence
rate is still considerably worse compared to ASGD. The SVM method is comparable to the
DEOnOff approach here, despite the steep error increase when the grid reaches a size of
1000 points. Again, this might be caused by too short intervals between the refinements.
Table 8.3 summarizes the final accuracies, the best result is obtained with ASGD reaching
90.51%.
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SDSS-DR10 dataset - accuracy [%]
SVM

ASGD

DE

DEOnOff

88.41

90.51

87.11

88.42

Table 8.3: Summary of the best accuracies for each classifier regarding the SDSS-DR10
dataset.

8.5 Computational Performance
In this section, we investigate the runtimes of the classification methods. First, we want
to compare the time which is required to perform one iteration of the respective onlinelearning algorithms. This includes the update of the current solution, error evaluations
required for the convergence monitor as well as performing the refinements. Figure 8.13
shows resulting runtimes for the banana dataset.
Here, we can make an interesting observation: Initially, the runtime per iteration increases
for all four methods due to the growing grid and therefore increasing costs for error computations. As soon as the refinement process is done (which happens before 10000 iterations have been performed), the time required per iteration decreases again for SVM,
ASGD and SGDEOnOff, and stays fairly constant until the learning process has finished.
Regarding the DE method however, the runtime per iteration remains high, although no
error evaluations and refinements are performed any more. This is caused by the fact, that
the DE method executes the CG algorithm in each iteration to compute the new solution,
which gets more and more expensive with increasing grid size. This clearly shows the
major drawback of the DE method in an online-learning scenario, since its runtime per
iteration is significantly higher than for any other method. This result is also reflected in
Figure 8.13, where only the time required for an update step (i.e. no error computation or
refinement) regarding the SDSS-DR10 dataset is shown. We can easily observe, that DE
runtime per update step is about two orders of magnitude higher than . If the dataset is
high-dimensional and contains many instances, the DE method can become infeasible in
an online-learning scenario.
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Figure 8.12: The resulting runtimes per iteration for the banana dataset.
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Figure 8.13: The resulting runtimes per update step for the SDSS-DR10 dataset.
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9 Conclusion
In this thesis, we basically focused on three major parts.The first part covered the theoretical foundations of the sparse grid method. We investigated the sparse grid construction
via hierarchical basis functions and the tensor product approach. Furthermore, we introduced three different classifier models, namely SGD-based classification, SVM-based
classification and density estimation based classification. For each method, we showed
how to utilize sparse grids within the respective algorithms in order to obtain efficient
classification models, which can handle high-dimensional data. In the second part, we focused on refinement strategies, which are applied to optimize the models. To this end, we
introduced two different concepts, namely periodic and convergence-based refinement.
Subsequently, various methods to find the most promising grid points for refinement with
respect to the different classifier models were explained. The final part eventually dealt
with the implementation and evaluation of the classifiers. We found that density estimation based models can considerably outperform the other approaches. However, if the
dimensionality and the size of the datasets increase, standard density estimation based
classification becomes very expensive, and we have to apply offline-online splitting methods to achieve feasible runtimes. SVM and ASGD methods are significantly faster than
density estimation based models, but often do not reach the same accuracy. The choice
of the best suited classifier is thus strongly dependent on the problem at hand. As an
additional component, grid coarsening could be integrated into the algorithms. Then we
would add and remove grid points in an alternating fashion, in order to optimize both
runtime and accuracy.

47

Bibliography
[1] https://www.sdss3.org/dr10/.
[2] The SG++ toolbox. Technische Universität München, 2016.
[3] E. Alpaydin. Maschinelles Lernen. Oldenburg, München, 2008.
[4] C. M. Bishop. Pattern Recognition and Machine Learning (Information Science and Statistics). Springer-Verlag New York, Inc., Secaucus, NJ, USA, 2006.
[5] F. Bornemann. Numerische lineare Algebra. Springer-Verlag, Berlin, Heidelberg, 2016.
[6] B. E. Boser, I. M. Guyon, and V. N. Vapnik. A training algorithm for optimal margin
classifiers. In Proceedings of the 5th Annual ACM Workshop on Computational Learning
Theory, pages 144–152, 1992.
[7] L. Bottou. Stochastic gradient tricks. In Neural Networks, Tricks of the Trade, Reloaded,
volume 7700, pages 430–445, 2012.
[8] H.-J. Bungartz and M. Griebel. Sparse grids. In Acta Numerica, volume 13, pages 1–43,
2004.
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[22] K. Röhner. Online data mining with sparse grids. 3rd Workshop on Sparse Grids and
Applications, Stuttgart, 2014.
[23] B. Schölkopf, R. Hebrich, and A. J. Smola. A generalized representer theorem. Most,
2111(2000-81):416–426, 2011.
[24] A. Sieler. Refinement and coarsening of online-offline data mining methods with
sparse grids. Technische Universität München, 2016.
[25] S. A. Smolyak. Quadrature and interpolation formulas for tensor products of certain
class of functions. Dokl. Akad. Nauk SSSR, 148(5), 1963. Transl.: Soviet Math. Dokl.
4:240-243, 1963.
[26] Z. Wang, K. Crammer, and S. Vucetic. Breaking the curse of kernelization: Budgeted
stochastic gradient descent for large-scale svm training. The Journal of Machine Learning Research, 13(1):1303–3131, 2012.

50

