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Abstract
The curse of dimensionality, i.e. the exponential dependency of the overall computational
effort on the number of dimensions, is still a roadblock for the numerical treatment of
high-dimensional problems, where “high” typically ranges from five to several hundred
dimensions. Especially data-driven problems are challenging due to the ever-increasing
size, complexity, and dimensionality of the underlying data. Prominent examples for the
latter are parametrized data in parameter identification or optimization, as well as classification. Sparse grids provide a versatile way to overcome the curse of dimensionality
to some extent.
In this thesis, the classical sparse grid approach has been extended to allow us to tackle
high-dimensional problems; to this end, spatially adaptive refinement, modified ansatz
functions, and efficient regularization techniques have been the main focus. To show
the universality of the adaptive sparse grid approach, different applications have been
studied. The main focus is on data-driven problems in classification and regression
tasks in the field of data mining, but also likelihood approximations in astrophysics
have been examined. In settings where high-dimensional problems feature low effective
dimensionalities, we are now able to tackle problems in more than 150 dimensions with
competitive results. Furthermore, a general and flexible toolbox has been developed,
allowing to use spatially adaptive sparse grids for various applications and within various
programming languages (Java, C++, Python, Matlab).
Several example applications show the competitiveness of spatially adaptive sparse grids
in different settings – the extension of the classical approach widening the scope to
problems in higher dimensionalities than it was feasible before. The adaptive sparse grid
toolbox, first of its kind, provides a flexible and modular basis for further applications
and is already used for first applications (inverse problems and option pricing, e.g.) by
other research groups.
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1. Introduction
The curse of dimensionality, i.e. the exponential dependency of the overall computational
effort on the number of dimensions, is still a roadblock for the numerical treatment of
high-dimensional problems. Especially data-driven problems are challenging due to the
ever-increasing size, complexity, and dimensionality of the underlying data. Prominent
examples for the latter are parametrized data in parameter identification or optimization,
as well as classification. The field of applications seeking for flexible and robust solutions
ranges from astrophysics and engineering via data mining to finance and medicine.
Unfortunately, standard approaches that resolve the parameter space with a mesh of
grid points fully suffer the curse of dimensionality when dealing with high-dimensional
problems. In this context, depending of course on the respective application, “too high”
often starts with five dimensions; for example, if the acquisition of data is very expensive
and therefore only few grid points can be afforded, or if a partial differential equation
(PDE) has to be solved for many time steps on a fine grid.
Due to this, only mesh-free methods seemed to be suitable for high-dimensional problems.
Typically, stochastic approaches, such as Monte Carlo methods for quadrature problems,
or techniques which work in a data-centered way, like Neural Networks in data mining
applications, have been employed. But today, new disretization schemes have come into
play, widening the scope to mesh-based techniques and bringing them back on stage.
Sparse Grids provide a versatile way to overcome the curse of dimensionality—at least
to some extent. Thereby, the mainstream of the work has been employing the so-called
sparse grid combination technique. In this work, the focus is instead on the direct,
spatially adaptive method, where we extend the classical sparse grid approach to be
able to deal with even higher-dimensional problems than before, widening the range of
dimensionalities that can be tackled. To this end, we especially consider modified ansatz
functions, spatially adaptive refinement, and efficient regularization techniques.
To make spatially adaptive sparse grids accessible for higher-dimensional problems, a
few ingredients are necessary:
• interesting and challenging real-world problems,
• problem-adapted sparse grid techniques which are suitable for high-dimensional
settings,
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1. Introduction
• and a flexible and modular software which provides the means to tackle a whole
range of applications.
Of course, these ingredients are highly interwoven. Problem-adapted techniques cannot
be developed without challenging problems, and an inflexible or inefficient sparse grid
code cannot be employed for different types of problems.
To address all of them, we follow an application-driven approach, exploring the potential
of spatially adaptive sparse grids for different problems with a range of dimensionalities
from five to more than 150 dimensions. The main focus is on data-driven problems
in classification and regression tasks in the field of data mining, but also likelihood
approximations in astrophysics and option pricing in finance have been examined. Some
of the real-world applications we present stem from cooperations with other groups which
have been established or strengthened during our work on this topic. In addition, a sparse
grid toolbox has been developed, providing a flexible and modular basis for spatially
adaptive sparse grid techniques in further applications. Consequently, we first introduce
the underlying techniques, methods, and general ideas before presenting different types
of applications, all of which are dealing with high dimensionalities.
To this end, Chap. 2 presents a short introduction to and overview of sparse grids and
their underlying ideas. The basic ingredients of sparse grids in high dimensionalities
are introduced, especially a proper treatment of non-zero values at the boundary and
corresponding suitable modifications of the basis functions that are employed, as well
as spatially adaptive refinement. Furthermore, we discuss typical sparse grid algorithms
and present a constructive scheme to derive local operations for the implementation of
different kinds of operators in the so-called UpDown scheme. The spatially adaptive
toolbox, which has been part of this work, is the topic of Chap. 3. There, we briefly
address some of the most interesting aspects.
Then we open the stage for a range of applications which we have tackled employing
spatial adaptivity. In Chap. 4 we start with a classical problem, interpolation, in a novel
application for sparse grids, speeding up the estimation of cosmological parameters in
astrophysics. While interpolation seems to be a simple problem from the point of view
of sparse grids theory, it proved to be a challenging real-world problem: Straightforward
approaches fail or lead to non-competitive solutions, numerical instabilities pose further
difficulties, and the number of grid points that are used is to be kept as small as possible,
as function evaluations are very costly. Nevertheless, sparse grids are the right weapon,
and problem-adapted techniques lead to competitive results.
Chapter 5 considers the problem of classification in data mining. There we deal with
tasks that are among the highest-dimensional problems which have been successfully
tackled without any dimensionality reduction by sparse grids until now. From the point
of view of sparse grid methodology, classification is very interesting and challenging as
the problems are often formulated in high-dimensional spaces, whereas their effective
dimensionality can be much lower. As one is not primarily interested in the represen-
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tation of functions, but in obtaining accurate manifolds separating regions belonging to
different classes, we studied the approximation of indicator functions on the search for
refinement criteria which are better suited for such tasks.
The following Chap. 6 addresses a closely related task, regression. But there, the aim is to
recover underlying functions everywhere as well as possible. In this context, we describe
two real-world applications, the photometric estimation of cosmological redshifts arising
in astrophysics, and the pricing of options in finance. Both of them exhibit distinct
characteristics, and thus different refinement strategies and basis functions have to be
employed.
Chapter 7 then considers the parallelization of sparse grid algorithms on multi-core
systems. To this end, we consider a PDE which is widely used in option pricing, the
Black-Scholes equation, the solution of which bases on the algorithmic building blocks
described in Chap. 2. We thus close with a parallel example addressing the first application for which the term sparse grids was coined, the solution of PDEs. Finally,
we end with concluding remarks in Chap. 8 and some examples and illustrations in the
Appendix which are complementing discussions in previous chapters.
Now, let’s get on to high dimensionalities!
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2. Sparse Grids
Standard grid-based approaches of representing a function f exhibit the curse of dimensionality, a term going back to [12]: Starting with a one-dimensional discretization
scheme which employs Ñ grid points (or, equivalently, degrees of freedom), a straightforward extension to d dimensions leads to Ñ d grid points. For reasonable Ñ , the
exponential dependency on the number of dimensions typically does not allow to handle
more than four-dimensional problems.
Sparse grids are able to overcome this hurdle to some extent, requiring significantly
fewer grid points than a full grid, while preserving the asymptotic error decay of full grid
interpolation with increasing grid resolution up to a logarithmic factor. They depend
on a hierarchical decomposition of the underlying approximation spaces. Sparse grids
have originally been developed for the solution of partial differential equations [128]
and have meanwhile been applied to various problems, see [24] and the references cited
therein. The underlying principle, a sparse tensor product decomposition, can be even
traced back in approximation theory to the Russian literature [6, 109]. Note that (nonadaptive) sparse grids are closely related to the technique of hyperbolic crosses [112] and
to ANOVA decompositions in statistics [118].
Recent work on sparse grids includes stochastic and non-stochastic partial differential
equations in various settings [116, 47, 121], as well as applications in economics [101, 67],
regression [54, 49], classification [25, 53], fuzzy modeling [76], and more. To this end,
the mainstream of the work has been employing the so-called sparse grid combination
technique [61], which we briefly address in Sec. 2.3.
In Sec. 2.1, we first introduce the sparse grid technique for the interpolation of functions
and provide some notations we require. We then discuss the treatment of non-zero
boundary values in Sec. 2.2, a suitable treatment of which is crucial when tackling higherdimensional problems. This is followed by a short intermezzo on different variants of
(non spatially adaptive) sparse grids
√ in Sec. 2.3, sketching the sparse grid combination
technique and the (what we call) h sparse grids. Afterwards, we are back again at the
ingredients of sparse grids in high dimensionalities, discussing adaptive refinement in
Sec. 2.4. Employing adaptivity allows to tackle high-dimensional problems, but enforces
to deal with complicated, nested algorithms, working in the hierarchical structure of
sparse grids. To this end, we have developed a scheme to systematically derive different
operations, which we present in Sec. 2.6. Finally, we finish with some remarks on the
issue of parallelization.
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2. Sparse Grids

2.1. Basics
In the following, we provide a brief overview of sparse grids, taking the interpolation of
functions as an example. As the general sparse grid technique has already been described
quite a few times, we intend to introduce only the basic principles and the notions we
require later on. For a detailed derivation of the characteristics of sparse grids we refer
to [24], which provides a broad overview and derivation of sparse grids. In the following,
we introduce hierarchical basis functions, formulate the interpolation on conventional
full grids, and derive the sparse grid case by selecting only the subspaces that contribute
most to the overall solution.
Before we start, let us introduce a few notations we will use later on: When dealing with
d-dimensional multi-indices ~l and ~k, we use relational operators component-wise,
~l ≤ ~k

⇔

lj ≤ kj , 1 ≤ j ≤ d ,

and we use the l1 -norm |~l|1 and the maximum-norm |~l|∞ ,
|~l|1 :=

d
X

lj ,

j=1

and |~l|∞ := max |lj | ,
1≤j≤d

and special multi-indices such as
~1 := (1, . . . , 1) and ~2 := (2, . . . , 2) .
As usual, we define for d-dimensional functions f : Ω → R the Lp -norm
Z
p
kf kLp :=
|f (~x)|p dx ,
Ω

for vectors ~x the discrete 2-norm
k~xk22

:=

d
X
j=1

|xj |2 ,

and denote with h·, ·iL2 the standard L2 -scalar product on the domain Ω. As we are
dealing with functions f with bounded weak mixed derivatives, we introduce the seminorm
~
|f |~l,2 := kDl f kL2 ,
with multi-index ~l and
~

~

Dl f :=

6

∂ |l|1
f.
∂xl11 . . . ∂xldd

2.1. Basics
f(x)

3

u(x)

2

2

1

1

0

0

h3

=2-3

u(x)=iii(x)

3

xi

1

0

0

1

Figure 2.1.: One-dimensional piecewise linear interpolation u(x), dashed, of a function
f (x), solid, (left) by a linear combination of hat basis functions (right). In
this example, we are not considering a suitable treatment of the boundary.

2.1.1. Interpolation on a Full Grid
We consider the piecewise d-linear interpolation of a function f : Ω → R. The function
f might be given only algorithmically, i.e., we might not know a closed form of f but we
need to be able to evaluate f at arbitrary points using a numerical code. As we want
to discretize our domain of interest Ω, we restrict Ω to a compact sub-volume of Rd . In
the following, we will consider the d-dimensional unit-hypercube, Ω := [0, 1]d . First, we
restrict ourselves to functions which are zero on the domain’s boundary ∂Ω.
To construct an interpolant u of f , we discretize Ω via a regular grid, obtaining equidistant grid points xi with the mesh width hn := 2−n in each dimension for some discretization or refinement level n, at which we evaluate and interpolate f . If we define
a suitable set of piecewise d-linear basis functions ϕi (~x), we can obtain u(~x) from the
space of continuous, piecewise d-linear functions Vn by combining them adequately as a
weighted sum of basis functions, i.e.
f (~x) ≈ u(~x) :=

X

αi ϕi (~x)

i

with coefficients αi . Figure 2.1 sketches the idea for a one-dimensional example, using
the standard nodal basis.
The curse of dimensionality, encountered when using a full grid, can be circumvented
by a suitable choice of basis functions: We need a basis where the relevant information
is represented by as few basis functions as possible. Most basis functions can then be
omitted as they contribute only little to the interpolation of f , reducing a full grid to
a sparse grid and allowing us to handle higher-dimensional functions than before. A
suitable basis can be found by a hierarchical construction as introduced in the following
section.

7

2. Sparse Grids

2.1.2. Hierarchical Basis Functions in One Dimension
Sparse grids depend on a hierarchical decomposition of the underlying approximation
spaces. Therefore, and first considering only the one-dimensional case which we will
later extend to d dimensions, we use the standard hat function,
ϕ(x) = max(1 − |x|, 0) ,

(2.1)

from which we derive one-dimensional hat basis functions by dilatation and translation,
ϕl,i (x) := ϕ(2l x − i) ,

(2.2)

which depend on a level l and an index i, 0 < i < 2l . The basis functions have local
support and are centered at grid points xl,i = 2−l i, at which we interpolate f . Introducing
the hierarchical index sets

Il := i ∈ N : 1 ≤ i ≤ 2l − 1, i odd ,
(2.3)
we obtain a set of hierarchical subspaces Wl ,
Wl := span {ϕl,i (x) : i ∈ Il } .

(2.4)

We can then formulate the space of piecewise linear functions Vn on a full grid with mesh
width hn for a given level n as a direct sum of Wl ,
M
Vn =
Wl ,
(2.5)
l≤n

see Fig. 2.2. Note that all basis functions of the same subspace Wl have the same size,
shape, and compact support, that their supports are non-overlapping, and that together
they cover the whole domain.
The interpolation u(x) ∈ Vn can then be written as a finite sum,
X
u(x) =
αl,i ϕl,i (x) ,

(2.6)

l≤n,i∈Il

where the so-called (hierarchical) surplusses αl,i are uniquely indexed by the same
level and index as the corresponding basis functions. Figure 2.3 shows the same onedimensional interpolation as before, but with hierarchical basis functions.

2.1.3. Higher-Dimensional Interpolation on a Full Grid
The basis functions are extended to the d-dimensional case via a tensor product approach,
d
Y
ϕ~l,~i (~x) :=
ϕlj ,ij (xj ) ,
(2.7)
j=1
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Figure 2.2.: One-dimensional basis functions ϕl,i and the corresponding grid points xl,i
up to level n = 3 in the hierarchical basis (left) and the common nodal point
basis (right).

u(x)=iii(x)

3
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1

1

0
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h3=2

-3

xi

1

0

ii(x)

0

1

Figure 2.3.: The same one-dimensional piecewise linear interpolation u(x) of f (x) as in
Fig. 2.1 (left), but this time using the hierarchical basis functions, and the
corresponding weighted basis functions (right).
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with the d-dimensional multi-indices ~l and ~i indicating level and index for each dimension.
The other one-dimensional notations can be transferred to the arbitrary-dimensional case
as well, consider, e.g., the index set I~l,
n
o
I~l := ~i : 1 ≤ ij ≤ 2lj − 1, ij odd, 1 ≤ j ≤ d ,

(2.8)

o
n
W~l := span ϕ~l,~i (~x) : ~i ∈ I~l .

(2.9)

the subspaces W~l,

the space Vn of piecewise d-linear functions with mesh width hn in each dimension,
M
Vn =
W~l ,
(2.10)
|~l|∞ ≤n

leading to a full grid with (2n − 1)d grid points, and to the interpolant u(~x) ∈ Vn ,
u(~x) =

X

α~l,~i ϕ~l,~i (~x) .

(2.11)

|~l|∞ ≤n,~i∈I~l

Figure 2.4 shows 2-dimensional examples for the basis functions of the subspaces W~l,
which correspond to anisotropic sub-grids with mesh-width hlj in dimension j characterized by the multi-index ~l.
For sufficiently smooth f and its interpolant u ∈ Vn , we obtain an asymptotic error
decay of
kf (~x) − u(~x)kL2 ∈ O(h2n ) ,
but at the cost of
nd
O(h−d
n ) = O(2 )

function evaluations, encountering the curse of dimensionality.

2.1.4. Sparse Grids
Starting from the hierarchical representation of Vn by a direct sum of subspaces W~l, we
can now select those subspaces that contribute most to the overall solution of the full-grid
interpolation (2.11). If the function we want to approximate fulfills certain smoothness
~
conditions—the mixed second derivatives D2 f have to be bounded—this can be done
a priori as we can derive bounds for the contributions of the different subspaces. The
optimization problem can be formulated as a continuous knapsack problem, and we
obtain the sparse grid space
M
W~l ,
(2.12)
Vn(1) :=
|~l|1 ≤n+d−1
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···
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..
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Figure 2.4.: Basis functions of the subspaces W~l for |~l|∞ ≤ 3 in two dimensions.
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leaving out those subspaces from the full grid space Vn with many basis functions of
(1)
small support, and sparse grid interpolants u(~x) ∈ Vn ,
X
u(~x) =
α~l,~i ϕ~l,~i (~x) .
(2.13)
|~l|1 ≤n+d−1,~i∈I~l

(The concrete choice of subspaces depends on the norm in which we measure the error;
the result above is optimal for both the L2 -norm and the maximum-norm.) Note that
in the one-dimensional case, the sparse grid space equals the full grid space.
Figure 2.5 shows the selection of subspaces and the resulting sparse grid for n = 3, i.e.
(1)
the sparse grid space V3 . Compared to the full grid for the same discretization level
n (the full grid space V3 would also comprise the gray subspaces in Figure 2.5), this
reduces the number of grid points (and therefore function evaluations and unknowns)
with respect to both the L2 -norm and the maximum-norm significantly from O(h−d
n ) to
−1 d−1
),
O(h−1
n (log hn )

whereas the asymptotic accuracy deteriorates only slightly from O(h2n ) to
d−1
O(h2n (log h−1
),
n )

see [24] for detailed derivations. Figure 2.6 shows sparse grids in two and three dimensions for level n = 6 each.

2.2. Boundary Treatment
Until now we have only considered functions that are zero on the domain’s boundary
δΩ. To allow for non-zero values on the boundary, usually additional grid points located
directly on δΩ are introduced. To this end, an extra level, l = 0, can be introduced with
two (overlapping) one-dimensional basis functions ϕ0,0 and ϕ0,1 with indices i = 0 and
i = 1, see Fig. 2.7. Employing the same tensor product construction (2.7) and direct
sum (2.12) as before, we obtain a modified set of subspaces W̃~l and the sparse grid space
with level 0 boundary functions
M
Vn0B(1) :=
W̃~l ,
(2.14)
|~l|1 ≤n+d−1

which results in the two-dimensional and three-dimensional sparse grids of level n = 3
in the same figure. Note that this implies that negative values for n can occur (for
n = −d + 1 we spend one grid point for each corner of Ω), but we have the advantage
that for the same value of n we obtain the same set of interior grid points as before.
Note further that in two dimensions there are twice as many grid points on the boundary
as on the grid’s main axes. In higher-dimensional settings thus almost all grid points are
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l1=1

l1=2

l1=3

l1

l2=1

l2=2

(1)

V3
l2=3
l2

Figure 2.5.: The two-dimensional subspaces W~l up to l = 3 (h3 = 1/8) in each dimension.
The optimal a priori selection of subspaces is shown in black (left) and the
(1)
corresponding sparse grid of level n = 3 for the sparse grid space V3 (right).
For the full grid, the gray subspaces have to be used as well.

Figure 2.6.: Sparse grids in two and three dimensions for level n = 6.
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l =1
.

x1,1
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2,1
l =2
x2,1

.
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Figure 2.7.: One-dimensional hierarchical basis functions ϕl,i with two basis functions
located on level 0 on the boundary (left) and the corresponding two- and
three-dimensional grids of level n = 3.
located on the boundary and few in the inner part. Usually, and to mitigate this effect,
the same discretization on the boundary as on the corresponding hyperplane through the
grid point on level one, x~1,~1 , is enforced. This can be thought as not spending an extra
level 0 (which leads to additional subspaces) but rather collating the basis functions on
level 0 and 1, as indicated in Fig. 2.8 (left). Defining the sparse grid space with boundary
functions the same way,
M
VnB(1) :=
Ŵ~l ,
(2.15)
|~l|1 ≤n+d−1

we obtain the same discretization on the boundary as on the grid’s main axis (middle
and right).
B(1)

Still, using the sparse grid space Vn , this approach results in many more grid points
(1)
than for Vn . To give an idea, we compare the number of grid points for grids of level
n = 5 in several dimensions in Tab. 2.1. This shows that it is not sufficient to just
consider the asymptotic behavior in very high-dimensional applications: Asymptotically
(1)
B(1)
0B(1)
−1 d−1
for large n, |Vn |, |Vn |, and |Vn
| are all in O(h−1
), but for very high
n (log hn )
dimensionalities we are not able to even start to interpolate any more spending grid
B(1)
points on the boundary. In d dimensions, the basis for Vn
(with only one single
interior grid point) contains already 3d basis functions, rather than a single one, e.g.
Especially in settings where a very high accuracy close to the boundary is not required
(Chap. 4), where the underlying function does not change too much towards the boundary (Chap. 5, 6), where extrapolating is the best we can assume (Chap. 6), or where
an adaptive selection of grid points is used in any case, it can be advantageous to omit
the grid points on the boundary, and modify the interior basis functions instead to extrapolate towards the boundary of the domain, see the discussions for the problems in
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Figure 2.8.: One-dimensional hierarchical basis functions ϕl,i with level 1 being extended
by two extra level 0 basis functions located on the boundary (left) and the
corresponding two- and three-dimensional grids of level n = 3.

d

0B(1)

|Vn

|

B(1)

|Vn

|

(1)

|Vn |

1
33
33
31
2
385
257
129
3
3,809
1,505
351
4
35,585
7,681
769
5
324,033
36,033 1,471
6
2,912,257
159,489 2,561
7
25,986,369
676,161 4,159
8 230,926,593 2,772,225 6,401
9
> 2 · 109 11,064,033 9,439
10 > 1.8 · 1010 43,186,689 13,441
Table 2.1.: Number of grid points for the different types of sparse grids of level n = 5.
With increasing dimensionality, employing grid points on ∂Ω spends almost
all grid points on ∂Ω.
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W(2,3)

Figure 2.9.: The modified one-dimensional basis functions ϕl,i which are extrapolating
towards the boundary (left). They are constant on level 1 and “folded up” if
adjacent to the boundary on all other levels. As an example in two dimensions, we show the basis functions of W(2,3) .
the respective chapters. Therefore, we modify the basis functions (2.2) as follows: On
level 1, we have only one degree of freedom; the best guess towards the boundary is to
assume the same value, leading to a constant basis function. On all other levels, we
extrapolate linearly towards the boundary, “folding up” the uttermost basis functions.
All other basis functions remain unchanged, yielding

1
if l = 1 ∧ i = 1 ,


 


1
l

2
−
2
·
x
if
x
∈
0,

2l−1

if l > 1 ∧ i = 1 ,

0
else




(2.16)
ϕl,i (x) :=
1
2l · x + 1 − i if x ∈ 1 − 2l−1
,1

l

if
l
>
1
∧
i
=
2
−
1
,


0
else




l
ϕ x·2 −i
else .
Examples of the modified one-dimensional piecewise linear basis functions are shown in
Fig. 2.9. The d-dimensional basis functions are obtained as before via a tensor product of the one-dimensional ones. Together with adaptive refinement, they provide the
foundations enabling sparse grid techniques to tackle problems in higher dimensionalities as described for the respective applications in the following chapters, see especially
Sec. 5.1.2 on how to tackle really high-dimensional problems in classification.

2.3. Variants of Sparse Grids
Having introduced grid points on the boundary, we have all prerequisites settled to give
a short overview of non-spatially adaptive variants of sparse grids.
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Figure 2.10.: The tableau of subspaces of the sparse grid combination technique in two
dimensions leading to a regular sparse grid. Adding the interpolants obtained for the blue subspaces and subtracting those of the red ones leads
to a regular sparse grid interpolant of level 4 (left), and to a dimensionally
adaptive sparse grid (right).
The most commonly used approach dealing with sparse grids is the so-called combination
technique [61] (sometimes also denoted as sparse grid collocation scheme). The combination technique is based on the fact that, when interpolating a function, the sparse grid
solution can be obtained via a linear combination of solutions on coarser, anisotropic,
but full grids. To this end, let
M
V~l :=
Ŵ~k
~k≤~l

be the full grid space of level ~l, u~l ∈ V~l the interpolant of some function f , and


d−1
X
k d−1
u(~x) :=
(−1)
k
k=0

X

u~l(~x) .

|~l|1 =n+(d−1)−k

Figure 2.10 (left) shows the tableau of subspaces for n = 4 and d = 2 (i.e., adding
interpolants with |~l|1 = 5 and subtracting the ones with |~l|1 = 4).
The combination technique has been extended to allow for dimension-adaptive refinement [63]. This enables to adapt to the underlying function in an a posteriori way,
spending more grid points in dimensions of higher relevance, and enlarging the range of
dimensionalities that can be handled. A two-dimensional example is depicted in Fig. 2.10
(right), spending a finer discretization width in direction x1 .
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For interpolation, the exact sparse grid solution is obtained. In non-interpolation tasks,
e.g. when solving PDEs or regularized regression problems, the combination technique
and the direct sparse grid technique may exhibit different characteristics. Examples have
been found where the combination technique does not converge [48], and the so-called
optimized combination technique has been developed and employed to circumvent this
[64, 65, 54].
Nevertheless, the combination technique has widely been used, as it is much simpler to
implement than working with the hierarchical sparse grid basis directly, since full grids
d−1
are common in many applications. Additionally, the O(d (log h−1
) partial solutions
n )
−1
of size O(hn ) can be obtained completely in parallel, and efficient out-of-the-box tools
like multigrid methods can be used to solve them. Furthermore, even complicated operators can easily be realized on full grids, in contrast to the direct sparse grid technique
where sophisticated algorithms are necessary even for simple operators to keep efficiency
(cf. Sec. 2.6).
On the other hand, extending to higher-dimensional settings requires to use adaptive
methods. The combination technique only allows dimensionally adaptive approaches,
whereas the direct sparse grid technique has the advantage that it can be used in a
straightforward way to explore and exploit the domain fully adaptively. Note that employing dimensional adaptivity using the combination technique can become costly if a
system of linear equations has to be solved for every possible new subspace to determine
which one to take next.
√
A second variant are the (as we call them) h sparse grids [81]. It has been shown that
for the solution of certain classes of (elliptic) PDEs another selection of subspaces than
for classical sparse grids maintains the error bounds of full grids. If we define a level set
n
o
√
( h)
~
(2.17)
Ln := l : lk ≤ n ∧ lr ≤ dn/2e ∀ r 6= k, 1 ≤ k ≤ d
for a certain level of discretization n, we can then define the
as
√
M
Ŵ~l .
Vn( h) :=

√

√
( h)

h sparse grid space Vn

(2.18)

√
~l∈L(n h)

√
Figure 2.11 (left) depicts the set of subspaces in two dimensions for n = 4; the name h
sparse grids is motivated
√ by the fact that for the selection of the subspaces a minimal
discretization width of hn is enforced in all dimensions but one. For certain types of
problems, the full grid error rate of O(h2n ) can be achieved this way.
Considering the resulting sparse grid, see Fig. 2.11 (bottom), it can be imagined why this
set of subspaces can be better suited for certain classes of problems than classical sparse
grids. The grid structure prevents very narrow basis functions on high discretization
levels from having a negative influence in regions far away from their corresponding grid
point and thus introducing high
√ frequency oscillations. For other problems for which
these effects are desirable, the h grids will spend too many degrees of freedom.

18

2.3. Variants of Sparse Grids

l1=1

l1=2

l1=3

l1=4

l1

l1=1

l2=1

l2=1

l2=2

l2=2

l1=2

l1=3

l1=4

l1

–
+
l2=3

l2=3

l2=4

l2=4

l2

l2

√
Figure 2.11.: The tableau of subspaces of the h sparse grid technique in two dimensions
(left) and the resulting sparse grid (bottom). Whereas in one dimension
the level reaches up to n, the level in all other √
dimensions is restricted
to n/2 which results in a discretization width of hn in those directions.
Employing the combination technique to this set of subspaces, only three,
but larger (partial) problems have to be solved (right).
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|grid|

−1 d−1
sparse grids
O(h−1
)
n (log hn )
−1 d−1
sparse grid combination technique O(d(log hn ) ) × O(h−1
n )
√
−d/2
h sparse grids
O(hn )
full grids
O(h−d
n )

error
d−1
O(h2n (log h−1
)
n )
2
−1 d−1
O(hn (log hn ) )
O(h2n )
O(h2n )

Table 2.2.: Cost and error bounds for different types of grids. The requirements at the
underlying problem’s characteristics differ.
√
As before, the h grid solution can be obtained by a combination of (partial) solutions
on coarser, full, and anisotropic grids, see Fig. 2.11 (right) which is used in [81]. Then
only three subproblems have to be considered in the two-dimensional example, and only
four in three dimensions. Note that the dimensionally adaptive sparse grid combination
technique could select exactly the same set of subspaces for suitable problems and that
spatial adaptivity addresses the aforementioned problems as well.
√
For the h sparse grid combination technique, the advantages obtained by working on
full grids as addressed before hold as well. Furthermore, most proofs on sparse grids
simplify significantly as only regular grids of two sizes have to be dealt with. Whereas
convergence rates of full grids can be obtained for certain classes of problems, the subgrids
that have to be dealt with are larger than for the conventional combination technique,
and the resulting sparse grid contains a higher number of grid points in general, which
limits the range of dimensionalities that can be tackled. Note that there is no room for
adaptivity be it dimensionally or spatially adaptive.
Finally, we summarize both the cost bounds (caused by the number of degrees of freedom
that have to be dealt with) and the error bounds in Tab. 2.2. Note that different
(smoothness) assumptions about the underlying problems apply.

2.4. Adaptivity
Functions which do not meet the smoothness requirements or which show significantly
differing characteristics (comprising steep regions as well as flat ones as the classification
problems in Chap. 5, e.g.) can be tackled as well, if adaptive refinement is used. The
sparse grid structure (2.12) defines an a priori selection of grid points which is optimal if
certain smoothness conditions are met and no further knowledge about the function in
question is known or used. An adaptive (a posteriori) refinement can additionally select
which grid points in a sparse grid structure should be refined next, due to local error
estimation, e.g., adapting to the special characteristics of the problem at hand.
To refine a promising grid point, often all 2d children in the hierarchical structure (the

20

2.4. Adaptivity

Figure 2.12.: Starting with a regular grid of level 2 (left), we refine one grid point (indicated in red), creating all children in the hierarchical tree of basis functions (middle), and repeat this once more (right). For most sparse grid
algorithms it is necessary that for each grid point all hierarchical ancestors
exist; if they are missing, they have to be created recursively (gray grid
points).

grid points where the corresponding supports are one half of the support associated with
the current grid point) are added to the current grid, if they haven’t been created yet,
see Fig. 2.12. We will use this strategy throughout this work. Note that it usually has to
be ensured that all missing parents have to be created, as most algorithms working on
sparse grids depend on traversals of the hierarchical tree of basis functions, cf. Sec. 2.6.
Alternatively, the hierarchical children of all possible refinement candidates, i.e. grid
points for which not all children exist yet, could be considered to create only those
which will contribute most to the problem’s solution. But already in the one-dimensional
regular sparse grid case there are as many potentially new grid points to be considered
as there are in the current grid. Thus, in applications where function evaluations are
expensive to obtain as for the cosmological application in Chap. 4, or if a system of
linear equations would have to be solved adding each possible refinement candidate as
for classification and regression in Chap. 5 and 6, this is not feasible, and it is better to
build our criterion from the information at hand about the already existing grid points.
Working in the hierarchical basis, a straightforward refinement criterion is to refine those
grid points with the highest absolute value of the corresponding surplusses first. In the
representation of a function as an infinite sum of our ansatz functions, we hope to have
the main contribution from comparatively few terms with big surplusses. Therefore, we
try to identify them, and it is likely to find them in grid points from coarse levels, next to
grid points that are known to correspond to big surplusses. Especially for applications
which do not meet the sparse grid smoothness assumptions, however, this criterion has
to be modified with respect to the properties of the function to be represented, or to
how the quality of an approximation is measured. We illustrate this for discontinuous
functions such as we deal with in the task of classification in Chap. 5.
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Considering the one-dimensional interpolation example in Fig. 2.3, taking the absolute
value of the surplus into account would be a good choice if we had spent basis functions
on the boundary. But without them, the refinement criterion would be misled by the
function’s jump at the boundary (as we assume zero Dirichlet boundary conditions), and
only refine towards the domain’s boundary, neglecting the inner part. Special care has
to be spent here—perhaps by better suited ansatz functions, or (if the quality of approximation next to the domain’s boundary does not matter in our problem) by simply
stopping the algorithm from investing too many grid points in these irrelevant regions.
If additional knowledge about the problem at hand is available, it can be used in the
criterion for adaptive refinement, allowing to adapt better to problem specific characteristics or to minimize the error of the respective optimization problem, see the examples
in Chap. 4 and 6.
Depending on the problem at hand, it can be critical not to refine only a single grid point
per refinement step as this can lead to a refinement which is too greedy and gets stuck
in single features of the problem; we show the effects of different refinement strategies
in this regard in both Chap. 4 and 6. In real-world tasks such features can occur even
in problems which are considered to be very well-behaved, for example via numerical
instabilities in an underlying external simulation code as in the example in Chap. 4.
In higher dimensionalities, a broad refinement of several grid points at once might not
be affordable any more. Then a single grid point refinement has to suffice, or a more
heuristic strategy has to be used, enforcing a maximum grid level n, for example.
Of course, for every refinement criterion problems can be constructed for which it utterly
fails, but for all examples we considered, even standard criteria for refinement proved to
be rather robust.

2.5. Further Types of Basis Functions
Besides the classical piecewise d-linear basis functions and their modified counterparts
which we introduced in Sec. 2.2, we realized three more types of basis functions in
our adaptive sparse grid toolbox so far, namely piecewise d-polynomial, wavelet, and Bspline basis functions. The first ones, introduced in [23], allow higher-order interpolation
on sparse grids; the latter two have been created in regard to financial applications as
addressed in Sec. 6.4 where special requirements in the resulting sparse grid function
are sought after. For both wavelet and B-spline basis functions, we have to deal with
overlapping supports for basis functions within the same subspace.
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Piecewise d-polynomial Basis Functions
For the piecewise d-polynomial basis functions, we only sketch the underlying idea and
refer to [23, 24] for further reading. The one-dimensional basis functions are hierarchical
piecewise polynomials of arbitrary degree p. They are based on Lagrangian polynomials
with support points at grid points. The basis functions ϕl,i (x) are defined with the same
support [2−l (i − 1), 2−l (i + 1)] as before with



ϕl,i 2−l i = 1 and ϕl,i 2−l (i − 1) = ϕl,i 2−l (i + 1) = 0 .
Up to now, all ingredients are provided to define local piecewise polynomials of degree
p = 2. For higher degrees, more support points are necessary, of course. As we do not
want to introduce new degrees of freedom, but rather to keep to the sparse structure
of the grids we are dealing with, further support points have to be ancestors in the
hierarchical structure of basis functions. Note that this implies p ≤ l + 1; for the two
basis functions ϕ2,i , i = 1, 2 on level 2 we can spend at most degree 3 defining the
Lagrangian polynomial through the support points
(0, 0), (0.5, 0), (1, 0), and (x2,i , 1) .
Note further that we have to include the grid points x0,0 = 0 and x0,1 = 0 in the hierarchy
of basis functions.
Whereas the basis functions’ polynomials are defined on the whole domain Ω, the basis
functions are set to zero outside [2−l (i − 1), 2−l (i + 1)], see Fig. 2.13 for basis function
ϕ3,7 (x) = −512/21(4x − 3)(x − 1)(2x − 1)x
of degree p = 4 and the hierarchy of its ancestors. Descending one level, the polynomial
5
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x1,1

3

x2,3
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x3,7
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x2,1

x1,1

x2,3 x3,7 x0,1

Figure 2.13.: Piecewise polynomial basis function ϕ3,7 (x) of degree p = 4 (left) and the
hierarchy of its ancestors (right).
degree can be increased by one; usually, it is limited by some constant in each dimension
for practical reasons.
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To be able to use them in higher-dimensional adaptive settings, we need to modify the
basis functions with i = 1 and i = 2l − 1 adjacent to ∂Ω to extrapolate towards the
boundary as we did in the piecewise linear case. This can be done simply by omitting
the boundary support points x0,0 and x0,1 and by reducing the polynomial degree by
two. Figure 2.14 shows both the classical and the modified piecewise polynomial basis
functions up to level 3 of (maximum) degree p = 4 and p = 2, respectively.
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.
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Figure 2.14.: One-dimensional piecewise polynomial basis functions of (maximum) degree p = 4 for up to level 3 (left) and p = 2 for their modified counterparts
(right).

The d-dimensional basis functions are derived as before by a tensor product of onedimensional ones. Note that the polynomial degree can be different in each dimension.
The piecewise d-polynomial basis functions have the advantage that higher-order convergence can be reached than in the piecewise d-linear case: Provided that a higher degree
of smoothness of f is given, i.e.
~

Dp~+1 f
is bounded, the order of approximation is increased in the p-regular case (i.e. the same
polynomial degree in each dimension) to

−1 d−1
O hp+1
.
n (log hn )
Using the polynomial basis functions, adaptivity in both the discretization h and the
polynomial degree p could be employed. As we have integrated them into our sparse
grid toolbox just recently, we haven’t made use of this, yet.
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Mexican Hat Basis Functions
Dealing with financial problems (see Sec. 6.4), we considered basis functions for which
the first few continuous derivatives exist and which have zero curvature (the second
derivative has to be zero) at the boundary. Therefore, we replace the hat functions by
smooth functions:
Based on the standard Mexican hat wavelet, we define

2
ϕ(x) := 1 − x2 e−x

(2.19)

out of which we obtain one-dimensional hierarchical basis functions ϕl,i by translation
and dilatation,
ϕl,i := ϕ(2l x − i) ,
(2.20)
see Fig. 2.15 (left) for the basis functions up to level 3. These functions have the global
support [0, 1]. This has severe implications to our algorithms that rely on a hierarchical
structure of our basis: each basis function has to vanish on all grid points of coarser
levels (so that we can compute the interpolant level by level) and should vanish on all
other grid points of the same level (so that we can compute each coefficient of one level
individually).
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l =1
.

.
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.
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.
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3,7

.

x3,1 x3,3 x3,5 x3,7

Figure 2.15.: One-dimensional Mexican hat basis functions up to level 3 (left) and their
modified counterparts (right).

We therefore have to restrict the support of the basis functions somehow. First, we
restrict the one-dimensional functions to the interval [2−l (i − 2), 2−l (i + 2)] of length
4hl . This recovers the hierarchical structure (since ϕ(−1) = ϕ(1) = 0) and restricts the
interaction of basis functions of the same level to couplings with at most two neighboring
functions. Of course, this violates the smoothness at the end points of the new supports,
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but this introduces only a small error as ϕ(±2) = −3 e−4 is fairly small. In the highdimensional case, we furthermore allow only interactions between the direct neighbors
in each of the d coordinate directions; evaluating a Mexican hat sparse grid function, we
consider only the 2d direct neighbors for each basis function we would evaluate in the
classical piecewise d-linear case. For standard sparse grid algorithms which are based on
one-dimensional traversals of the d-dimensional basis functions, this introduces a factor
of only 3 in run-time. The violation of the smoothness condition turns out to be tolerable
in our real-world applications; the approach presented here meets the main goal to have
interpolants whose derivatives can easily be computed.
To fulfill the boundary requirement, we linearly extrapolate the basis functions adjacent
to ∂Ω from where the second derivative is zero. For the basis function with index 1 on
level l, ϕl,1 , this is at



√
1 √
( 22 − 6) + 1 2−l =: xcut 2−l ≈ 1.560232 · 2−l .
4

(2.21)

A few calculations lead to the function ϕllin ,
ϕllin (x)



√ 2 √
√ 
√ 

1 √
1
exp − ( 11 − 3)
22 − 5 6 2l x − 1 − 16 + 4 33 ,
:=
4
8

≈ −1.380333 2l x − 1 + 1.274615
(2.22)

which linearly extrapolates ϕl,1 towards the boundary on [0, xcut ), and we can thus define
modified Mexican hat basis functions as

1
if l = 1 ∧ i = 1 ,


 −l
 

lin

ϕ
(x)
if
x
∈
0,
2
x

cut
l

if l > 1 ∧ i = 1 ,

ϕ
(x)
else
l,i
mod



ϕl,i (x) :=
, (2.23)
ϕllin (1 − x) if x ∈ 1 − 2−l xcut , 1

l

if
l
>
1
∧
i
=
2
−
1
,


ϕl,i (x)
else



ϕl,i (x)
else .
see Fig. 2.15 (right). Again, the multi-dimensional basis functions are derived as hitherto,
but with the simplification described above.

B-spline Basis Functions
A second set of overlapping basis functions addressing the requirements mentioned above
are the basis functions which we introduced in [92]. For the regression problems in
Chap. 6, they proved to be much better suited than the Mexican hat basis functions
(they introduce less wiggles, e.g., as they are strictly positive), and they already have
local support.
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Using the Cox-de Boor recursion, we obtain B-splines N p (x) of degree p with support
[0, p + 1] as
(
1, if 0 ≤ x ≤ 1 ,
N 0 (x) :=
(2.24)
0, else ,
p + 1 − x p−1
x p−1
N (x) +
N (x − 1) ,
(2.25)
N p (x) :=
p
p
see Fig. 2.16.
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Figure 2.16.: B-splines N p (x) of degree p with support [0, p + 1].
They can alternatively be derived using the convolution operator
Z x
Hf (x) :=
f (y) dy
x−1

as defined in [36], with which we obtain
N p (x) = HN p−1 (x) , p > 0 .
This directly implies that a (weighted) sum of functions N p of degree p is p − 1 times
continuously differentiable.
Defining hierarchical basis functions ϕpl,i of degree p by translation and dilatation,


p+1
p
p
l
ϕl,i (x) = N 2 x +
−i ,
(2.26)
2
we obtain a hierarchical basis of B-spline basis functions with overlapping support. It
can be shown that each basis function on level l can be obtained by a linear combination
of the nodal point basis of level l +1 (considering basis functions with grid points outside
of Ω as well). Note that we obtain the classical piecewise linear basis for p = 1.
The basis functions have local support
 −l

2 (i − 1) − 2−l−1 (p − 1), 2−l (i + 1) + 2−l−1 (p − 1) ,
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thus for
2−l−1 (p − 1) ≤ 2−l ⇔ p ≤ 3

they overlap only with their direct neighbors, and for

2−l−1 (p − 1) ≤ 2−l+1 ⇔ p ≤ 5
they have only influence on the neighboring basis functions’ “hierarchical” support (i.e.
the support of the piecewise linear basis functions). When evaluating a B-spline sparse
grid function, we therefore have to consider for p ≤ 5 only the direct neighbors of the
basis function which we would consider for non-overlapping basis functions. For p > 5
and higher-dimensional settings, we once more have to allow only interactions between
the direct neighbors in each of the d coordinate directions which is again no severe
restriction as the error is numerically small.
To obtain modified basis functions extrapolating towards the boundary, we define
d(p+1)/2e

ψlp (x)

:=

X

(k + 1)ϕpl,1−k (x) ,

(2.27)

k=0

i.e. adding further basis functions from outside of Ω. The one-dimensional modified
B-spline basis can then be introduced as

1
if l = 1 ∧ i = 1 ,


 p
ψl (x)
if l > 1 ∧ i = 1 ,
ϕpl,imod (x) :=
.
(2.28)
p
ψ
(1
−
x)
if
l > 1 ∧ i = 2l − 1 ,

l

 p
ϕl,i (x)
else .
Few calculations show that for p ≤ 5 the second derivatives are zero on the boundary,
and for higher degrees they deviate only by a difference which is numerically small and
can thus be neglected in the regression tasks in Chap. 6. In Fig. 2.17 we show both the
B-spline basis functions and their modified counterparts up to level 3.
Both the Mexican hat and the B-spline basis functions with degree p > 3 are not wellsuited for determining the hierarchical surplusses in classical sparse grid interpolation
as the basis functions are non-zero at the neighboring grid points of the same level; the
B-splines with degree p ≥ 2 are even non-zero at grid points of the next coarser level.
But they can be used in data-driven settings such as the regression tasks in Chap. 6
where the surplusses are determined by solving a system of linear equations for which
only evaluations of weighted basis functions are required.
To give an indication why they can perform better if a higher degree of smoothness of the
underlying function can be assumed, we show the sum of four unscaled basis functions,
u(~x) = ϕ(3,1),(7,1) (~x) + ϕ(3,2),(5,1) (~x) + ϕ(3,3),(3,5) (~x) + ϕ(3,3),(1,7) (~x) ,
using the modified linear, the modified polynomial, the modified Mexican hat, and the
modified B-spline basis functions in Fig. 2.18. Both types with overlapping supports do
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Figure 2.17.: One-dimensional B-spline basis functions up to level 3 (left) and their modified counterparts (right).
not exhibit the singularities (sharp edges) of the piecewise linear and polynomial ones,
and, as it can be observed for the financial problem in Sec. 6.4, they extrapolate better
in regions where few information about the underlying function is available due to their
less local support.

2.6. Algorithms on Sparse Grids
Algorithms working on sparse grids which allow the use of adaptivity usually have to efficiently exploit the tensor product structure of the underlying sparse grid. The main idea
is that the application of a linear operator derived in d dimensions can be decomposed
into multiple applications of corresponding one-dimensional linear operators.
The scheme of applying a one-dimensional operator to all one-dimensional sub-grids of
a d-dimensional grid in a certain dimension is called the unidirectional principle, and
has first been described in [7]. It is usually repeated for all dimensions, one after the
other, working on updated values in each step. Figure 2.19 (left) depicts the idea for
a two-dimensional regular sparse grid of level 4. First, for example, one-dimensional
operators are applied 15 times in x1 -direction (those starting at a grid point on level
n = 4 are trivial), then in x2 -direction, working on updated values. In the same figure,
we show the same principle in the tableau of subspaces (right), which better depicts the
algorithmic structure, descending recursively in level and dimension.
The probably simplest algorithms in this respect are the hierarchization and dehierarchization, i.e., the transformation of a vector containing function values at all grid points
to the vector of hierarchical surplusses and vice versa. For operators that are more com-
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Figure 2.18.: The sum of four unscaled basis functions using the modified linear, the
modified polynomial, the modified Mexican hat, and the modified B-spline
basis functions (row-wise from left to right).
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l1

l2

Figure 2.19.: The unidirectional principle depicted for a regular sparse grid of level 4 in
two dimensions (left) and using the tableau of subspaces (right). A linear
one-dimensional operator is applied for each one-dimensional subgrid in the
first dimension (black) and in the second dimension (gray).

plicated, such as obtained for the classical sparse grid approach for classification and
regression (Chap. 5 and 6) or the solution of a partial differential equation (PDE) via a
Ritz-Galerkin finite element approach (Sec. 7.2), the one-dimensional applications have
to be split into so-called Up- and Down-parts, resulting into the algorithmically slightly
more complex UpDown scheme.
While the idea of the UpDown scheme is not new (see, e.g., [128, 22, 8]), it is typically
a challenge even for simple operators to obtain the correct local operations for an implementation. Explanation schemes that work for the piecewise d-linear basis can fail
for the modified linear basis and vice versa. In this section, we present a general and
constructive approach which allows to systematically construct and derive the local operations needed in the UpDown scheme. It is new in the sense that it can be employed
for different types of basis functions, for operators that are more complicated than the
standard Laplacian and even for non-symmetric ones.
Note that implementing the UpDown scheme can still be tedious and cumbersome (especially the search for errors in the d-dimensional case). Therefore we formalized and
verified the UpDown algorithm for a simple operator [68] in Higher Order Logic using
the interactive theorem prover Isabelle [89], a description of which goes beyond the scope
of this thesis.
In the following, we derive and explain the UpDown scheme at the example of a simple
operator. To this end, we focus especially on the one-dimensional case, as it serves as
the building block for the multi-dimensional setting, and explain how to constructively
derive the one-dimensional operations. Being able to compute them, we can employ
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them easily in the multi-dimensional case.

2.6.1. Basic Scheme
Consider the application of a symmetric (stiffness) matrix to a vector,
A~
α,

(2.29)

with matrix entries aj,k = a(ϕj (~x), ϕk (~x)), a given bilinear form a(., .), a coefficient
vector α
~ , and a corresponding sparse grid basis {ϕj }1≤j≤N . This task or subtask can
be found in the classical sparse grid approach for classification and regression (Chap. 5
and 6) and is obtained solving financial PDEs (Sec. 7.2), e.g.
For reasons of simplicity, we consider as an example for the bilinear form a(., .) the
L2 -scalar product,
Z
ϕj (~x)ϕk (~x) d~x .
(2.30)
a(ϕj (~x), ϕk (~x)) :=
Ω

The matrix A may have non-zero entries aj,k if the supports of the basis functions ϕj
and ϕk overlap. For the common nodal point basis, this results in a sparse structure of
A, as there are only interactions between basis functions belonging to neighboring grid
points. In one dimension, e.g., this results in a tridiagonal matrix.
Unfortunately, going to the hierarchical basis results in a significant fill-in of A. While the
basis functions have disjoint supports within the same level, they overlap with all basis
functions that have a hierarchical relationship with respect to each coordinate direction,
resulting in a densely populated matrix. To calculate A · α
~ or to solve A~
α = ~b for some
right-hand side ~b in an efficient way, e.g., the matrix A must not be assembled directly.
Instead, only applications of the matrix A to the vector
~ are to be used. Therefore,
PN α
we directly compute the row-wise entries (Ax)j = k=1 αk aj,k for j = 1, . . . , N , which
can be achieved in linear time with respect to N by recursive runs through the sparse
grid data structure, the UpDown scheme. This is equal to computing the bilinear form
(1)
of basis function j and a sparse grid function u(~x) ∈ Vn (2.13) with the vector of
hierarchical coefficients α
~ , i.e. a(ϕj (~x), u(~x)).

2.6.2. The One-Dimensional Case
First, we consider the one-dimensional case, neglecting the basis functions on level 0
which have to be handled separately as a special case. Let the basis functions ϕj be
ordered in any way so that j < k if basis function ϕj has a smaller level (is hierarchically
higher) than ϕk ; a breadth-first traversal of the binary tree of basis functions suffices, for
example. We depict the hierarchical relation between the one-dimensional basis functions
in Fig. 2.20 (left).
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Figure 2.20.: Hierarchical parent–child relations in one dimension, level 3, (left), and
in two dimensions, level 4, (right). In one dimension, the hierarchical
structure is a binary tree; in d dimensions, it is a “d-dimensional binary
tree of d-dimensional binary trees”.

The matrix-vector product can be then computed in one sweep through the binary tree
of basis functions, and is typically realized recursive in the level, see Listing 2.1 for C++style pseudo code. On the way from the root node down the tree, the contributions of

void recurse1D(level type l, index type i) {
// computations on the way down for current grid point xl,i
...
if children exist (l, i) {
recurse1d(l + 1, 2i − 1) // descend to left child
recurse1d(l + 1, 2i + 1) // descend to right child
}
// computations on the way up for current grid point xl,i
...
}
// start
recurse1D(1,1)

Listing 2.1: One-dimensional sweep through the tree of basis functions.

all hierarchically higher basis functions (those towards the root) can be gathered for ϕj ,
on the way back up the contribution of all hierarchically lower ones, and in either one of
them the contribution of itself. In other words, we can split the (Ax)j into three parts:
all interactions of ϕj with all hierarchically higher and lower basis functions, and with
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itself,
(A~
α)j = a (ϕj (x), u(x)) = a ϕj (x),

N
X

!
αk ϕk (x)

k=1

!
= a ϕj (x),

X

αk ϕk (x)

!
+ a (ϕj (x), αj ϕj (x)) + a ϕj (x),

k<j

X

αk ϕk (x)

.

k>j

(2.31)
Correspondingly, we can split
A~
α = Adown α
~ + Adiag α
~ + Aup α
~,

(2.32)

with Adown being the lower triangular, Adiag the diagonal, and Aup the upper triangular
parts of A. In the following, we neglect the diagonal part Adiag , as it is trivial to compute
and could be done iterating over all grid points in an arbitrary order. First, we describe
the Down-part, Adown α
~ , which can be explained in an intuitive way, before deriving the
Up-part, which is rather less intuitive. Note that, in the arbitrary-dimensional case, we
will have to treat the Up- and Down-parts separately anyway.
Using the piecewise liner basis functions, the requirements and calculations that are
necessary to compute (Adown α
~ )j when arriving at ϕj during a tree-traversal are simple
P to understand: The function u restricted to hierarchically higher basis functions,
k<j αk ϕk (x), is linear on the support of ϕj (x). All we need to know are the function
values uleft at the left and uright at the right boundary of the support [2−l (i−1), 2−l (i+1)]
of basis function j with level l and index i, leaving
X
αk ϕk (x)) = hl /2(uleft + uright )
(2.33)
a(ϕj (x),
k<j

trivial to compute. Both uleft and uright can be obtained via a dehierarchization (the
transformation from the hierarchical to the nodal point basis) on the way down the tree
starting at the root node. For a further recursive descend, the function value of u(x) at
the grid point xl,i itself can be determined as αj + (uleft + uright )/2, see Fig. 2.21.
Unfortunately, computing (Aup α
~ )j is much less intuitive, as u restricted to hierarchically
lower basis functions is not linear on the support of basis function j. In the following,
we therefore show our constructive derivation scheme that can be easily extended and
adapted to different kinds of hierarchical basis functions and operators.
To achieve this, we consider level-wise operations for the Down-step, extract the operations that are performed in one call of the recursive function for a given basis function
or grid point j, and transfer them to the Up-step. Let Dl−1→l be the level-wise dehierarchization decomposition [127], i.e., Dl−1→l is an N × N matrix that dehierarchizes from
level l − 1 to level l, leaving all other entries untouched, then
~u := Dn−1→n · · · D2→3 D1→2 α
~
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Figure 2.21.: One-dimensional dehierarchization for grid point j, i.e. computing uj out
of the surplus αj and the function values uleft and uright at the support’s
boundary.
computes the function values ~u at the grid points out of the corresponding hierarchical
surplusses α
~ for a basis of level n with 2n − 1 basis functions.
P
Let Bl be the N ×N Matrix that computes the a(ϕj , k<j αk ϕk (x)) for all basis functions
on level l (and the identity for all others), requiring only the dehierarchized values of
hierarchically higher basis functions. Be I and 0 the N × N unit and zero matrices.
Then we can write Adown as

 
 
 Dn−1→n 0
D1→2 0
I
down
A
= 0 I
...
.
(2.35)
Bn
I
B2 I
0
Examples for Dl−1→l and Bl for our choice of basis functions and bilinear form are

 0

1
0

1

0

1

D2→3


1/2
= 1/2


1/2
1/2



h2 /2

,
B
=
h2 /2

3



1
1
1/2
1/2

1
1
.

.

h2 /2
h2 /2



 . (2.36)


0
0
h2 /2
h2 /2

0
0
.

.

.

.

Both Dl−1→l and Bl contain at most two non-zero entries (apart from the diagonal) for
each row corresponding to a basis function of level l, as the values uleft and uright have
to be accessed (for the grid points next to the boundary, only one neighbor exists).
The rightmost matrix in (2.35) extends the coefficient vector by a zero vector of the
same length. We denote the first half of the 2N × 1 vector by ~u and the second by ~t,
uj and tj being associated to the j-th basis function. Level-wise, the coefficients are in
place transformed into dehierarchized values, and the integrals are written to the second
(target) part of the vector. At the end, the leftmost matrix selects only the target part
of the vector. Note that, similarly, additional temporary values can be introduced in the
same way. Note further that this scheme works for adaptively refined grids, too, as long
as the hierarchical structure is still a binary tree. We then just have less entries in the
Dl→l+1 and Bl+1 matrices, leaving out the missing basis functions.
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The operations that have to be computed locally during the tree-traversal at grid point
j with level l and index i correspond to rows j of the matrices Dl−1→l and Bl . They can
be written as
 new  


uleft
1
uleft
 
 unew
  uright 
1
right 
 new



ucurrent   1/2 1/2 1
 ucurrent 
 new  = 


(2.37)
 
 t
  tleft  ,
1
left 
 new



 tright  
1   tright 
new
hl /2 hl /2
1
tcurrent
tcurrent
where uleft and uright are the (already dehierarchized) values corresponding to the“parents
to the left and to the right”, i.e. to the grid points located at the boundaries of the current
basis function’s support, and ucurrent denotes the current surplus (as the j-th value hasn’t
been overwritten yet). Accordingly, the t-entries are the corresponding entries of the
second part of the vector where the value of the Down-calculations is to be stored. Note
that one of the uleft and uright corresponds to the grid point of the direct ancestor, the
other to one of the ancestor’s ancestors (or the boundary value, respectively, which in
our case of homogeneous boundary conditions is simply omitted).
On the way to obtaining the local computations for the Up-part, we can now make use
of the fact that Aup is just Adown transposed,
 
  T
 T
 D1→2
0
Dn−1→n BnT
B2T
up
down T
.
(2.38)
...
A =A
= I 0
0
I
I
0
I
The two parts of the intermediate 2N × 1-vector now change their roles: the upper
half contains the target values (which we will, again, denote by ~t), the lower part the
surplusses (denoted by ~u).
Locally, we obtain in matrix notation
 new  


tleft
1
1/2
hl /2
tleft
 tnew
  1 1/2


hl /2
right 
 new

  tright 
 tcurrent  



1
 new  = 
  tcurrent  ,
 u
 
  uleft 
1
left 
 new



 uright  
  uright 
1
1
ucurrent
unew
current

(2.39)

which are just the transposed operations of those in the Down step. (Note that ~t and ~u
exchanged their positions.)
This scheme, starting with level-wise local operations for Adown (2.33), writing them
in a matrix notation (2.35), transposing them (2.38), and finally obtaining the local
operations for Aup (2.39) during a tree-traversal of the data structure, can be used for
different types of basis functions, with or without grid points on the boundary. The
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operations can be directly implemented if the current values of the parents to the left
and to the right of the basis function considered can be directly accessed. (Alternatively,
they can be abstracted for an efficient implementation to allow two parameters for the
left and right function values on the way down, and two return values on the way back
up again.) See Appendix A for some more examples.
Due to its generality, this scheme can be applied to different types of operators, e.g.
to a(ϕj , ϕk ) := hx2 ϕ0j , ϕ0k iL2 . Furthermore, even non-symmetric operators can be dealt
with. Consider the bilinear form
a(ϕj , ϕk ) := hxϕj , ϕ0k iL2 ,
one of the sub tasks arising for the solution of the Black-Scholes PDE (7.3) in Sec. 7.2.
Whereas the local operations of the Down step can be derived in a straightforward
way, the local operations for Up cannot be obtained by transposing the Down ones, as
hxϕj , ϕ0k iL2 6= hxϕ0j , ϕk iL2 . Here, the following consideration helps: If we additionally
derive the local Down operations for a(ϕj , ϕk ) := hxϕ0j , ϕk iL2 , we can transpose them to
obtain the desired Up operations.

2.6.3. The d-Dimensional Case
Due to the tensor product structure of the underlying basis in the d-dimensional case,
we can decompose the application of the matrix A into one-dimensional applications as
considered before. In two dimensions, this can be easily seen: All basis functions on
each of the one-dimensional subgrids in dimension x2 have the same one-dimensional
basis function in x1 -direction in common, consider the scheme of subspaces in Fig. 2.19
(right) once more.
Choosing the L2 -scalar product as the d-dimensional bilinear form we obtain a decomposition into identical one-dimensional bilinear forms
a(ϕj (~x), ϕk (~x)) := hϕj (~x), ϕk (~x)iL2 =

d
Y
r=1

hϕjr (xr ), ϕkr (xr )iL2 ;

(2.40)

employing the L2 -scalar product of the gradients results in different versions of onedimensional operators depending on the dimension,
a(ϕj (~x), ϕk (~x)) := h∇ϕj (~x), ∇ϕk (~x)iL2
d
X
Y
=
hϕ0jr (xr ), ϕ0kr (xr )iL2
hϕjs (xs ), ϕks (xs )iL2 .
r=1

(2.41)

s6=t

On a full grid it is therefore sufficient to treat all dimensions separately in an arbitrary
order; the one-dimensional matrix has to be applied for each of the one-dimensional
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l1

2

1

2

1

l2

Figure 2.22.: Propagation of contributions: Up(x1 )→Down(x2 ) from basis function 1 to
basis function 2 works (top left), Down(x1 )→Up(x2 ) from basis function
2 to basis function 1 fails as grid points are missing (bottom left). In the
tableau of hierarchical subspaces, the corresponding subspaces are missing
(right).

subgrids, starting both Up and Down schemes from each grid point of the remaining (d−
1)-dimensional grids. Unfortunately, the sparse grid structure complicates everything.
To be able to compute the bilinear form of ϕj with a basis function ϕk , the contribution
of ϕk has to be “propagated” somehow to basis function ϕj , which is achieved via either a
grid point that is a common ancestor or a common descendant (or, if one is a descendant
of the other, directly via the grid points in between). On a full grid, for two basis
functions with overlapping support, both exist. As on a sparse grid in general only the
common ancestor exists, the contributions have to be propagated via them.
To achieve this, we can no longer treat both Up and Down parts in one sweep through
the one-dimensional (sub-)tree of basis functions; we have to treat them separately.
Figure 2.22 shows this for a two-dimensional sparse grid. If both Up and Down are
first applied in x1 and then in x2 direction, we can propagate the contribution of basis
function 1 to basis function 2, but not vice versa. Therefore, the tree traversals have to
be reordered, and all Ups have to be computed before any Down. Then all intermediate
contributions can be stored at the common ancestors.
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Altogether we obtain the UpDown scheme shown in Fig. 2.23 and Listing 2.2, which
allows to use linear operators on spatially adaptive sparse grids in linear time with
respect to the number of grid points. Using the algorithms and techniques described
in this section to build the one-dimensional Ups and Downs, even complex PDEs such
as the Black-Scholes PDE addressed in Sec. 7.2 can be tackled using finite elements on
spatially adaptive sparse grids.
UpDown(1):
Up(d)

+

Down(d)

UpDown(d):
Up(d)
UpDown(d-1)

UpDown(d-1)

+

Down(d)

Figure 2.23.: Up (left) and Down (middle) in the first dimension for a two-dimensional
sparse grid, showing the one-dimensional tree traversals, and the algorithmic structure of the UpDown scheme (right), recursing in the dimension
d.

2.7. Parallelization
It is a necessity for modern tools in computational science to be able to exploit the
possibilities of commodity and high-performance computing systems. Whereas parallelization schemes for full grid methods can often be derived in a straightforward way for
both shared and distributed memory systems, this is a challenge for algorithms which
are highly nested and multi-recursive as it is the case for most sparse grid algorithms.
Nevertheless, there are a few departure points. For data-driven applications, parallelizations can often be directly obtained by partitioning the data at hand, of course. For
sparse grid algorithms such as the UpDown scheme addressed in the previous section,
more thoughts have to be spend. In the case of operators such as the Laplacian we obtain
a sum of d d-dimensional operations which can be computed in parallel (2.41). But even
the UpDown scheme itself can be employed to exploit the power of modern multi-core
systems. The parallelization of sparse grid algorithms on multi-core systems is the focus
of Chap. 7, where we are dealing with complex algorithms obtained for the solution of
the Black-Scholes PDE. The results show that fine-grained parallelism is possible using
adaptive sparse grids.
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Vector updown(Vector α
~ , int d) {
// create result vector ~b and auxiliary vector ~c
Vector ~b(N), ~c(N)
// recursion in remaining dimensions d, . . . , 1 :
if (d > 1) {
~b = updown( up(~
α, d), d − 1 )
~c = down( updown(~
α, d − 1), d )
~b = ~b + ~c
}
// d = 1, end of recursion:
else {
~b = up(~
α, d)
~c = down(~
α, d)
~b = ~b + ~c
}
return ~b
}

Listing 2.2: The UpDown scheme, computing ~b=updown(~
α, d).
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3. Spatially Adaptive Sparse Grid
Toolbox SG++
In this section, we address the spatially adaptive sparse grid toolbox that has been
developed as part of this work. Although we address only some of the most interesting
aspects (and those very briefly), we want to point out the importance of suitable (efficient
and flexible) software when we want to explore real-life applications for sparse grids. On
the one hand, we have a quite complex algorithmic skeleton that is common for a broad
range of applications, while on the other hand, each application has its own challenges
and needs special considerations, like new types of ansatz functions. The acceptance
of adaptive sparse grid techniques is therefore heavily determined by the time that is
needed to develop at least a working prototype for a given application. Hence, sparse
grids are also a challenge in software development, which justifies the lot of time, effort,
and thoughts that we have spent designing and implementing the toolbox.
Dealing with different kinds of problems in a spatially adaptive way, ranging from interpolation via approximation to the solution of PDEs, a main motivation behind the
development and all considerations was to create a toolbox which can be used in a very
flexible and modular way by different users in different applications. This involves, of
course, and in contrast to single-user single-purpose codes, quite a bit of overhead such
as revision management for file formats, automatic generation of documentation, and
much more. The sparse grid toolbox combines for the first time three crucial features,
as it enables to use spatially adaptive sparse grids for various applications, allowing to
adapt to the special requirements of real-world problems, while providing a skeleton for
the complex algorithmical parts for fast prototyping.
The main features of the sparse grid toolbox are efficiency and flexibility, both of which
can sometimes be nasty rivals, for example if the reusability of an algorithm for different
purposes requires extra data structures or control mechanisms, thus slowing down special
algorithmic variants. To ensure performance at run-time, we decided to use C++ for
all performance critical parts. As the toolbox is based on C++ (and as it has been a
complete redesign after the first purpose-built implementation), we codenamed it SG++ .
We tried to keep an eye on the efficient implementation of the main sparse grid algorithms
in C++, up to the reordering of if-statements to better support hardware-based branch
predictions, e.g. Furthermore, we aimed to exploit the computing power of current
commodity hardware, enabling the use of multi-core systems (cf. Chap. 7).
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Considering flexibility, we have spent a great deal in ensuring modularity, reusability and
the separation of data structures and algorithms. Figure 3.1 shows the general design
structure of SG++ . Starting with a given application, the type of the sparse grid can
be selected for to meet the problem’s special requirements, to ensure a suitable choice
of basis functions and a proper treatment of the domain’s boundary, e.g. Furthermore,
the implementation of the data structure of the underlying sparse grid is encapsulated.
This provides the means to realize custom data structures that are well-suited for the
problem at hand; one could optimize for the speed of function evaluations in interpolation
settings, e.g. Another building block allows to create, refine, and delete grid points,
and to conveniently specify refinement criteria. Correspondingly, a module allows to
employ operations such as the evaluation or integration of sparse grid functions. Finally,
there is a whole range of operations working on sparse grids, as well as (templatebased) algorithmical building blocks that enable to quickly implement typical sparse
grid algorithms.

Sparse Grid

Grid Storage

(type basis-dependent)

data structures

Generation
create/refine/delete

Evaluation
evaluate/interpolate/
integrate

Algorithmical
building blocks

Operations
(de)hierarchization/
matrix applications/...

Figure 3.1.: The general design structure of the spatially adaptive sparse grid toolbox
SG++ , organizing distinct functionalities in exchangeable modules.
To name some aspects we consider to be of special interest and representative in more
detail:
• We encapsulated the sparse grid data structures to be able to exchange different realizations. So far, we have employed a hash-based realization of the data structure
[59]: A hash function allows to map a level-index pair (~l,~i), identifying a grid point,
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to an index, e.g. to access its corresponding surplus in an array of coefficients. This
has the advantages of being very storage efficient and easy to implement, and the
underlying data can be easily copied without having to replicate the whole data
structure.
In contrast, pointer-based realizations of the tree-based data structure require a
lot of storage per grid point for pointers to parents, siblings, and children; and
employing adaptivity makes it a tedious task to keep track of all hierarchical relations.
However, a hash-based implementation has its disadvantages: Depending on the
application, we have observed that up to more than 80% of the computing time
is spent hashing keys, resolving collisions, and memory access. Especially the
latter poses a problem: the cache-based memory access of CPUs assumes a certain
data locality. As hash functions map the keys to the hash values as evenly as
possible, this “randomizes” memory access and thus causes cache misses. To face
this problem, we provide the means of substituting data structures that are better
suited for certain tasks. Note that data structures for sparse grids are ongoing
research [43, 35].
• Adaptive refinement criteria are specified as functor objects. This concept enables
to pass an object realizing a problem-adapted refinement criterion as a functor
to a general refinement method. The general method then uses the functor to
determine which grid points to refine and takes care about the creation of the
respective grid points and all their missing ancestors (see Sec. 2.4 for a discussion
on adaptive refinement).
• Most standard sparse grid algorithms are based on some version of the unidirectional principle (cf. Sec. 2.6). To support this, we provide a template-based
class which employs arbitrary one-dimensional operators (passed as functors) to
all one-dimensional subgrids in a certain dimension. This simplifies the realization
of typical algorithms such as the (de)hierarchization or UpDown schemes.
To ensure flexibility from a user’s point of view, the SG++ toolbox can be used as a library
from within different programming environments. Besides the obvious use from within
C++, we have used sparse grid functionality in classification tasks in Java, enabling to
integrate adaptive sparse grid classification in the WEKA toolkit [123]. For financial
applications it has been integrated into Matlab, and for data-driven tasks (as well as for
unit-testing), we have used it in Python. In classification, e.g., Python enables to read
and preprocess data available in different formats in a simple and easy way, without
having to worry about data types or string handling; then the sparse grid algorithms
can be called, ensuring a fast execution in (C++-based) binary code.
Note that the integration of new functionality has been application-driven. This explains
for example, why we have integrated B-spline basis functions for financial regression
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problems and why we have not yet considered pre-wavelets.
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4. Efficient Cosmological Parameter
Sampling (Interpolation)
The first problem we address deals with an interesting task from astrophysics, the estimation of cosmological parameters, which has originated from a cooperation with the
Max-Planck-Institute for Astrophysics over the last few years (to be published). From
the point of view of sparse grids theory, it is rather simple, as we are essentially dealing
with the interpolation of a (theoretically) non-noisy function. Nevertheless, it proved to
be a “nice” real-world problem, and the requirements of the application make it a challenging task to deal with: Straightforward approaches fail or lead to non-competitive
solutions; special considerations have to be spent regarding the choice of basis functions,
the domain of interest, and the criteria for adaptive refinement, which can all be motivated due to the characteristics of the problem itself. Furthermore, similar difficulties
will be encountered when dealing with (Gaussian) densities in other applications, and
identical or related solution strategies will possibly prove to be useful dealing with them.
In the following, we start with a short description of the problem in Sec. 4.1 and discuss
some of the difficulties arising when interpolating Gaussian densities in Sec. 4.2. The
problem-adapted choice of basis functions and results for regular sparse grids are presented in Sec. 4.3, and the adaptive extension with a well-suited criterion for adaptivity
in Sec. 4.4, followed by a summary of the key issues in Sec. 4.5.

4.1. The Problem
The cosmic microwave background (CMB) radiation has been emitted “just” after the Big
Bang (around 400,000 years later) and has played an important role in the acceptance
of the Big Bang theory as standard. While its existence for the Big Bang theory had
been predicted already around 1950 by George Gamow and others, it had not been
observed until 1965, when Arno Penzias and Robert Wilson accidentally stumbled over
it, measuring completely isotropic radiation in the microwave band which was originating
from outside of our galaxy [95]. Since the statistical properties of the CMB depend on
the parameters of the cosmological model, the CMB can be used to infer information
about these parameters.
Recent, high-precision measurements of the CMB radiation by satellite missions, such as
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COBE, WMAP, and Planck, allow cosmologists to determine several parameters of the
general standard model of cosmology using the power spectrum of the CMB. Parameters
include the densities of the vacuum energy, and of baryonic and dark matter; a description of all parameters used can be found in Appendix B.1. The main two bottlenecks
in the parameter estimation are the calculation of the theoretical temperature powerspectrum of the CMB (Cl -spectrum) using Boltzmann codes such as CMBFAST [106],
CAMB [80], or CMBEASY [37], and the evaluation of the likelihood using the official
WMAP likelihood code [124]. Figure 4.1 shows a schematic diagram of the main steps:
first, the theoretical spectrum is computed for a given set of parameters; then, it is evaluated against the empirically observed spectrum, and the likelihood of the observation
of the theoretical spectrum given the choice of parameters is returned.

Parameters

Model

CMBEASY
Theoretical
Cl-spectrum

WMAP
code

ℒ

Current observations

Figure 4.1.: Schematic diagram of the main steps in cosmological parameter estimation
using the CMB power spectrum.

For a particular cosmological model, one is interested, e.g., in the marginal distributions
of the parameters. If the likelihood L was given in an explicit form, integrating in all
but one dimension would provide the marginal distribution for the remaining one. As
this is not the case, typically Markov Chain Monte Carlo (MCMC) methods are used
instead, randomly drawing points with approximately the same distribution. If the data
set obtained is large enough, it can be projected; the one-dimensional histograms then
provide a good approximation of the original solution. Unfortunately, the (sequential)
function evaluations for many parameter combinations are costly and time-consuming.
Therefore, there exist several methods to speed up the calculation of the power spectrum [73, 75, 62] or the WMAP likelihood function L [104, 42, 4]. These methods are
based on different techniques, such as analytic approximations, polynomial fits, and
neural networks, which are all trained using a set of training points, for which the real
power spectra and likelihood values have to be calculated. Once the codes are trained
for a particular cosmological model, they can be used to evaluate the power spectrum
or the likelihood function in every subsequent parameter estimation run, which significantly speeds up the MCMC simulations used for parameter estimation. Due to the
ever-growing amount of available data, a fast evaluation of the likelihood is becoming of
increasing importance, being especially the main bottleneck when combining CMB data
with data-sets whose likelihood is less expensive to evaluate. The Planck Surveyor mission [111] will be the upcoming challenge, gathering CMB data with a higher resolution
than ever before, and resulting in even longer evaluation times for the likelihood.
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In the following, we approximate the WMAP log-likelihood function ln L in the spirit
of CMBfit [104] and Pico [42], which work with polynomial fits, and CosmoNet [4], an
approach based on neural networks. As we are dealing with 6 or more parameters, the
curse of dimensionality prohibits the use of standard grid-based techniques, encouraging
the use of sparse grids.
Rather than fitting a sparse grid to a set of function evaluations, we directly interpolate
the function in question, with several advantages over the previous approaches. First
of all, we can use the results of sparse grid approximation quality, guaranteeing the
convergence of the interpolation towards the original function with increasing number
of grid points. In contrast, polynomial fits to a set of training points run the risk of
creating unphysical wiggles if the polynomial degree of the fitting function is chosen
too high with respect to the amount of training points available. Using the sparse
grid approach, piecewise polynomials of low degree are sufficient, as we are not fitting
certain evaluation points, but rather interpolating a function. Increasing the accuracy
is therefore equivalent to evaluating at more sampling points.
Second, once we have chosen the volume in which we want to interpolate the function
in question, the sparse grid structure itself determines a priori the location of potential
sampling points (which can additionally be refined in an adaptive manner a posteriori). This makes it unnecessary to assemble a set of training points beforehand (e.g.
by running MCMCs as it is done by [42]). The generation of the sampling points and
the construction of the interpolant can be strongly parallelized, which makes the sparse
grid approach an ideal candidate for high-performance computing, the use of computational grids such as D-Grid and the usage of grid-toolkits like GridSFEA as in [97], and
the utilization of current and future commodity hardware with multi- and many-core
chipsets. The time needed to construct the interpolant is therefore determined almost
only by the time it takes to evaluate the likelihood at the sampling points. We do not
need additional training time as in the case of [4] or in the regression tasks addressed in
Chap. 6.
Theoretically, another advantage would be that the projection of sparse grid interpolations can be done in a very fast and straightforward way. This would allow to use
sparse grids for sampling posteriors and projecting them directly, without having to use
a Markov Chain approach in order to marginalize the posterior. Given that MCMCs
need to determine the points sequentially and can therefore not be parallelized (apart
from running several chains at the same time), an alternative that can be run in parallel
would be highly desirable.
To substitute the MCMCs in cosmological parameter estimations, we would have to
sample the posterior L directly rather than its logarithm. Since, in general, the logarithm
of a probability density function is considerably more well-behaved than the function
itself, [104], [42], and [4] all operate in log-space to speed up the generation of MCMCs
instead. As the convergent phase of the interpolation with sparse grids sets in rather
late when interpolating Gaussian functions (and thus the WMAP likelihood, which is
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close to a d-dimensional Gaussian), we had to restrict ourselves to the log-likelihood
ln L and thus to accelerating MCMCs, too; some reasons for this will be discussed in
the following section.

4.2. Remarks on the Interpolation of Gaussians
For the L2 -norm (similar estimates hold for the L∞ -norm), the error interpolating a
function f with a piecewise multi-linear regular sparse grid interpolant u of level n is
known to be
2 · |f |~2,2 −2n
·2
· A(d, n) ∈ O(h2n · nd−1 ) ,
(4.1)
kf − ukL2 ≤
12d
with
A(d, n) =


d−1 
X
n+d−1
k

k=1
p
~

|f |p~,2 = kD f kL2 =
Dp~ f =

Z

nd−1
+ O(nd−2 ) ,
(d − 1)!
1/2
p
~ 2
D f d~x
, and
=

Ω

|~
p |1

∂
f,
. . . ∂xpdd

∂xp11

see [24] for a detailed derivation. This holds for sufficiently smooth functions. As
Gaussian density functions are arbitrarily smooth, on a first look the interpolation with
a sparse grid function should not provide exceptional difficulties. Unfortunately, this is
only the case in one dimension or if the variance is rather high. For d ≥ 2 and densities
with a low variance, spending more grid points can lead to higher errors. Even worse,
in higher dimensions the convergent phase can set in too late for practical applications.
The likelihood L is close to a d-dimensional Gaussian (a product of one-dimensional
normal distributions). It is a rather thin peak lying somewhere within the domain of
interest. Later on, we will translate and scale the domain such that the the peak is
roughly centered within the unit-hypercube. To analyze the behavior mentioned above,
we can therefore consider the interpolation of functions
(

2 )
d
Y
1
1 xk − µ k
(d)
exp −
, f (d) ∈ C ∞ ,
(4.2)
f (~x) :=
√
2 σk π
2
σk
k=1
whose covariance matrix is a diagonal matrix. In the following, we choose as marginal
mean values µk := 0.5, k = 1, . . . , d, to center the maximum in the middle of our domain
Ω := [0, 1]d , and for the variances σk of the marginal distributions we choose σk := 1/16
to obtain a reasonably peaked, symmetric distribution, see Fig. 4.2 for a two-dimensional
example, f (2) .
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Figure 4.2.: A two-dimensional, symmetric Gaussian density function with mean µ = 0.5
and variance σ = 1/16 of both marginal distributions.
As the exponential function decays quickly towards the boundary ∂Ω (already the values
of the one-dimensional function for x = 0 and x = 1 are in the range of the machine
precision), we can completely neglect the boundary for our sparse grid interpolation and
use the classical hierarchical basis (2.2). Figure 4.3 shows Rthe absolute values of the
interpolation error measured in the L1 -norm, kf (d) − ukL1 = Ω |f (d) − u| d~x, for regular
sparse grids in several dimensions and up to level 9. Whereas in low dimensions the
error volume converges quickly, we still obtain a volume of about 2.6 for level 9 in six
dimensions. Note that the error is significantly higher than 1, the density’s volume.
Having to spend 471,041 (costly) function evaluations to obtain such an unacceptable
result renders the interpolation with regular sparse grids impossible in real-world settings. In our case, we would have to spend more grid points in six dimensions to reach
the beginning of the convergent phase than we can afford to spend altogether to be still
competitive.
Employing the somehow universal counter-curse, adaptivity, in a straightforward way
does not help to improve the error convergence. Figure 4.4 shows the absolute value of
the error’s volume for roughly the first 470,000 grid points in six and nine dimensions (the
range of dimensions we are interested in). To this end, we used a simple, solely surplusbased refinement strategy, refining one grid point at a time; the overall performance is
similar to the one observed for regular sparse grids. Whereas we can see some kind of
error convergence in six dimensions, convergence does not even start in nine dimensions.
Note that the behavior does not change if we use a criterion for adaptive refinement
which directly targets the error by refining the grid points with the highest contribution
to the interpolant’s volume; only the peaks in the plot occur at different places.
Before the start of the convergent phase, it can be seen that the error oscillates or
even increases, similarly as it is the case for regular sparse grids (Fig. 4.3). In fact, the
interpolant’s volume changes its sign seven times in the adaptive six-dimensional setting.
Even though we interpolate a function which is strictly positive (as densities should be)
and we are thus greater than zero at all grid points, the interpolant can spend more
of its volume below zero than above. This can impose rather harsh restrictions when
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Figure 4.3.: The interpolation error (absolute value of the volume) for regular sparse
grids in several dimensions and up to level 9.
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Figure 4.4.: The interpolation error (absolute value of the volume) for adaptive sparse
grids in several dimensions and d = 6, 9.
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Figure 4.5.: Sparse grid interpolants of level 2 (left) and 4 (right), showing areas where
the interpolant is negative.

interpolating density functions, as densities should never be lower than zero.
If the sparse grid interpolant is greater than zero at all grid points, but negative inbetween, this has to be caused by a superposition of several basis functions with a
negative surplus. In fact, this behavior can already be observed for a regular sparse grid
of level 2 in two dimensions. Figure 4.5 illustrates this effect: The surplus of α(1,1),(1,1) is
about 40.74, those on level 2 in one dimension about −20.36, adjusting the function value
of the interpolant at the grid points on the grid’s main axes to about 0.01. Considering
the point (0.75, 0.25), which is not a point of the sparse grid of level 2, there is less
contribution of the basis function on level 1, as it decays quadratically, but the two
overlapping basis functions on level 2 contribute with half their maximum value, leading
to a mainly negative interpolant with an error volume of about −10.17.
In our 2d example, going from l = 2 to l = 3 compensates for the four dips, while
introducing new ones. On level 4, there are still negative dips present, see Fig. 4.5,
which require even more grid points to compensate for. The higher the dimensionality,
the stronger those effects, and the more basis functions overlap.
Furthermore, using higher-order basis functions (piecewise polynomial basis functions)
does not help to overcome this problem. On the contrary, they lead to an initial phase
which is even worse, and thus to a higher offset in the initial error. To sketch the reasons,
just consider the two-dimensional setting shown above with piecewise bi-quadratic basis
functions, see Tab. 4.6: The basis function on level 1 results in a higher initial error due to
its convex shape. The basis functions on the next level thus have an even lower surplus,
and additionally they decay slower towards the boundary, leading to a stronger overlap
than for the piecewise bi-linear basis functions. Of course, as soon as the interpolation
enters the convergent phase, the higher convergence rates obtained for higher polynomial
degrees are very helpful. Unfortunately, the convergent phase could not be reached in
higher dimensionalities with a reasonable number of grid points. We therefore had to
restrict ourselves to the interpolation of the logarithm of the likelihood, which is better
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Figure 4.6.: The sparse grid interpolant of level 2 using piecewise bi-quadratic basis functions (left), and the corresponding contributions α(1,1),(1,1) ϕ(1,1),(1,1) ,
α(1,1),(2,1) ϕ(1,1),(2,1) , and α(2,3),(1,1) ϕ(2,3),(1,1) , indicating their decay towards
the boundary via point (0.75, 0.25) which is not a point of the sparse grid
of level 2 (right).

suited for the interpolation with sparse grids.
The symmetric, peaked (with respect to our domain of interest) multi-dimensional Gaussian behaves much worse than expected, even though it is arbitrarily smooth and the
same error bounds than for other functions apply. A reason is, that, in contrast to
polynomial functions, e.g., differentiating introduces fore-factors, while preserving the
function itself. Thus, the mixed second derivative |f |~2,2 in (4.1) introduces factors that
depend exponentially on the dimensionality d. We therefore derive an error bound depending on kf (~x)kL2 rather than on |f |~2,2 :
Assuming that f is symmetric, i.e., f (d) with mean µ1 = . . . = µd := µ and deviation
σ1 = . . . = σs := σ, we can write


2
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depending on ~x.
As constant factors can be ignored for derivations, we can restrain ourselves to consider
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Thus, and making use of the fact that we can assume σ to be sufficiently small for peaked
Gaussians, we can bound |f (~x)|~2,2 as
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(4.3)

In our setting, we have Ω = [0, 1]d , µ = 0.5, and, as we are dealing with peaked Gaussians,
we can assume σ := 2−r for some r > 2, yielding
|f (~x)|~2,2 ≤ 24rd 2−2d kf (~x)kL2 .

(4.4)

Substituted in (4.1), we finally obtain

24rd · kf kL2 −2n
·2
· A(d, n) ∈ O(24rd · 24−d · h2n · nd−1 ) ,
24d
with the d-dependent term 24rd · 24−d rather than 12−d as in (4.1).
kf − ukL2 ≤

(4.5)

For σ = 2−4 (r = 4) as in our example above we obtain fore-factors that are dominating
the error bound significantly, e.g.,
216d /24d ≈ 4 · 1020 ,
216d /24d ≈ 8 · 1030 ,
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d = 6,
d = 9.

4.3. Interpolating the WMAP Log-Likelihood Surface
Of course, this is only an upper bound, but it gives an indication of why the interpolation of d-dimensional Gaussians with piecewise d-linear sparse grids is not feasible in
applications where only reasonable numbers of grid points can be spent, and why it
depends heavily on the dimensionality d. In contrast, the interpolation of the logarithm
of a d-dimensional Gaussian is “well-behaved”, and few basis functions can be enough to
obtain small errors, as we demonstrate for ln L in the following.

4.3. Interpolating the WMAP Log-Likelihood Surface
We now construct an interpolation of the WMAP log-likelihood, ln L. In order to adapt
the problem to our interpolation approach, we first use a 6-dimensional set of so-called
normal parameters introduced in [104], which are a transformation of the usual cosmological parameters such that the major axes of the Gaussian align with the coordinate
axes (roughly transforming the coordinate system to the principal components); see
Appendix B.1 for a detailed description. The logarithm of the likelihood is then wellapproximated by a sum of one-dimensional parabolas in the different parameters, a fact
that we will take advantage of by using the modified piecewise d-linear basis-functions
described in (2.16). For this set of normal parameters, we obtain an accurate interpolation already for a comparably low refinement level. This is shown for the 6-dimensional
model as well as for a 7-dimensional extension, using the running of the spectral index
as an additional parameter.
However, as a subsequent step we demonstrate that the parameter transformation is not
essential for obtaining a good interpolation. By investing more grid points, we obtain
an accurate interpolation as well when using directly the 6- and 7-dimensional standard
parameter set, which is usually used in cosmological parameter sampling. This approach
shows the advantage of sparse grids of being rather generic. Furthermore, we are not
restricted to the parameter range in which the transformation to normal parameters can
be inverted.

4.3.1. Generation of Test Set and Choice of Interpolation Range
For choosing the parameter range in which to construct the interpolation, we followed [42]
to be able to produce comparable results. To this end, we have run MCMCs containing
about 50,000 points at a temperature of T = 3. That is, in the Metropolis algorithm
we choose the transition
n probability 1a(x,oy) from a point x in the chain to a new point
y to be a(x, y) := min (L(y)/L(x)) T , 1 . Using this transition probability with T = 1
results in the usual Metropolis algorithm, whereas choosing T = 3 allows us to explore a
larger parameter range than with the regular algorithm. These chains cover the region
with about (ln Lmax − ln L) . 25, which we will refer to as the 25 log-likelihood region.
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One parameter, the optical depth to the last scattering surface, τ , which can be determined from the CMB polarization, is not well-constrained by the WMAP polarization
data due to their low signal-to-noise ratio. Therefore, when running the MCMCs at
T = 3, we had to restrict τ to the physically meaningful range τ ≥ 0. This restriction
corresponds to Z ≤ 1 for the normal parameters. In the case of the normal parameters
in 7 dimensions, we had to additionally restrict the intervals to h2 ≤ 0.52 and h3 ≥ 0.38,
which is the range in which the parameter transformation is invertible. Furthermore, we
chose to restrict our set of points to be within the 25 log-likelihood region around the
peak.
In order to roughly center our intervals at the maximum of the log-likelihood function,
we have determined the latter using a few runs of a simple simplex search.1 The interval
boundaries were then defined as the box centered at the maximum which contains all
points of the above-described chains. Note that we have also used this set of points as
a test set for comparing our interpolation with the real log-likelihood.

4.3.2. Choice of Basis Functions
We use the modified basis functions as introduced in (2.16), which are well-suited for
our problem. First, the region close to the domain’s boundary is less important in our
setting than the center of Ω: We center the domain of interest roughly at the maximum
of the log-likelihood function ln L and determine the boundary such that it includes the
25 log-likelihood region (see Sec. 4.3.1).
Towards the boundaries of our intervals, the likelihood is then effectively zero and thus
no great accuracy is needed in these regions. Therefore, we do not want to spend too
much work on ∂Ω. Using the modified boundary functions, we extrapolate (d-linearly)
towards ∂Ω, see the discussion of the modified basis functions above.
Second, the modifications are especially well-suited if the function to interpolate can be
separated into a sum of one-dimensional functions. Assume that the likelihood L was a
perfect product of one-dimensional Gaussians,
2 −...−a (x −µ )2
d d
d

L(~x) = c · e−a1 (x1 −µ1 )

,

(4.6)

centered at (µ1 , . . . , µd )T . Then the interpolation of the log-likelihood ln L reduces to d
one-dimensional problems,
ln L(~x) = ln c +
1

d
X

fk (xk ) ,

(4.7)

k=1

We were running several simplex searches and chose the result with the highest value of the loglikelihood. The runs did not all converge to exactly the same point, which we think was due to
numerical issues (the log-likelihood was presumably not completely convex, which could be due to
the dips we will mention in Sec. 4.4).
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with
fk (xk ) = −ak (xk − µk )2 ,

(4.8)

separating into a constant term plus a sum of functions that are constant in all directions
but one.
Keeping in mind that the one-dimensional basis function on level 1, ϕ1,1 (x), is constant
(cf. Fig. 2.9), this simplifies the interpolation task. The d-dimensional basis function on
level ~1, ϕ~1,~1 (~x), serves as an offset. (Only if (µ1 , . . . , µd )T is the center of Ω, α~1,~1 ϕ~1,~1 (~x)
exactly expresses ln c.) Additionally, it is sufficient to spend only grid points on the main
axes of the sparse grid (level 1 in all dimensions but one) to approximate the remaining
one-dimensional contributions fk (xk ) arbitrarily well:
!
d
X
X
Y
u(~x) = α~1,~1 ϕ~1,~1 (~x) +
α~~ ϕlk ,ik (xk )
(4.9)
ϕ1,1 (xj ) .
| {z } k=1 l ,i l,i
1≤j≤d,j6
=
k
ln c
{z
}
| k k
fk (xk )

Of course, L is not a perfect product of one-dimensional Gaussians; grid points that
do not lie on the sparse grid’s main axes account for the additional mixed (correlated)
terms of ln L. Given that in sparse grids a large amount of points lie on the main axes,
this mechanism works very well—the better, the less correlation between the different
parameters exists.
In order to take as much advantage as possible of the effects described above, we introduce a parameter transformation in the following section, for which the new parameters are less correlated. However, the fact that the interpolation using the standard
parameters—which have much stronger correlations—works as well, spending just more
grid points, will show that the sparse grid approach does not depend on this argumentation: Sparse grids can make use of such properties but do not rely on them.

4.3.3. Results for Regular Sparse Grids
We have interpolated the log-likelihood of the WMAP 5 year data in the 6-dimensional
normal parameter space described in Sec. B.1. The same has been done for a 7dimensional model, in which we have chosen the running of the spectral index of the
primordial power spectrum, α, as an additional parameter. Constructing the interpolation can be arbitrarily parallelized, according to the available computational resources.
For the 6-dimensional model, we plot the absolute error of the log-likelihood, (u − ln L),
against the negative WMAP log-likelihood, (− ln L), for the points in the test set in
Figure 4.7. We have used an interpolation on a sparse grid of level n = 5 (consisting of
2,561 grid points) in the left panel, and of level n = 6 (consisting of 10,625 grid points)
in the right panel. One clearly sees the improvement in accuracy when increasing the
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Figure 4.7.: Absolute error of the interpolation with respect to the real log-likelihood in
6 dimensions for an interpolation with a sparse grid of level 5 (left) and of
level 6 (right) for normal parameters.
grid level from n = 5 to n = 6. Figure 4.8 shows the same plot for the 7-dimensional
model, for grid level n = 6 (18,943 grid points) in the left panel and n = 7 (78,079 grid
points) in the right panel. We again see the improvement in accuracy with increasing
refinement level. However, the additional parameter α is quite strongly correlated with
many of the other parameters, whereas the correlations between the normal parameters
in 6 dimensions are reduced to a minimum. We therefore have to increase the grid level
by one in 7 dimensions, in order to obtain results comparable to the 6-dimensional ones.
In both figures, we note a systematic negative offset of the interpolation with respect
to the real function, which becomes less severe for the higher refinement levels. This
offset is due to the fact that we construct a d-linear interpolant of a convex function,
which systematically lies below the function. This could be easily coped with by adding a
small offset to α~1,~1 after the interpolation, or, even better, by using piecewise polynomial
instead of the piecewise linear basis functions. We leave the usage of piecewise polynomial
basis functions, which promise to be well-adapted to the log-likelihood, for future work.
Note that we have restricted the plot range to [-2,2], because only 0.1% or less of the
points lie outside this range.2 Almost all of these points lie in corners of Ω due to
relatively strongly correlated parameters. (Note that we need a minimum grid level of
d + 1 in d dimensions to be able to spend at least one grid point on each diagonal of Ω.)
These are the regions in parameter space where the 25 log-likelihood range around the
peak extends to the interval boundaries. Due to the extrapolation we use close to the
boundaries, we obtain relatively large uncertainties in those regions, which do not affect
the one-dimensional projections of the likelihood function, though. The uncertainties
can be further reduced, spending (adaptively) more grid points in those regions, see also
the discussion about adaptivity in Sec. 4.4.
2

In 6 dimensions, the number of points outside this range is 0.02% (0.003%) for n = 5 (n = 6); in 7
dimensions, it is about 0.1% for both grid levels.
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Figure 4.8.: Absolute error of the interpolation with respect to the real log-likelihood in
7 dimensions for an interpolation with a sparse grid of level 6 (left) and of
level 7 (right) for normal parameters.

For the 6-dimensional interpolation with a sparse grid of level 6, 2.5% of the test points
have an absolute error > 0.25 in the log-likelihood, and 0.03% of the test points have an
absolute error > 1. In 7 dimensions and for refinement level 7, the corresponding numbers
are 9% and 0.5%, respectively. This is a higher level of accuracy as reached by Pico [42],
for which about 90 per cent of the points in a region reaching out to 25 log-likelihoods
around the peak have been calculated with an absolute error below 0.25. However, we
note that these numbers for Pico are valid for a 9-dimensional parameter space, whereas
we work in 6- and 7-dimensional spaces and leave the extension to higher-dimensional
models to future work. But we also note that in all settings where a systematic offset in
the interpolation error can be observed, it is sufficient to reduce the offset to improve our
results significantly, in particular for interpolations on lower levels (see, e.g., the scatter
plot for the 6-dimensional model and grid level 5, Figure 4.7).
We have projected both the interpolation and the WMAP likelihood function using
MCMCs of about 150,000 points, and compare the results for the 6-dimensional model for
grid level n = 5 in Fig. 4.9. We reproduce the projected one-dimensional likelihood curves
almost perfectly—with only 2,561 grid points. The results for the 7-dimensional model
for n = 6 are shown in Fig. 4.10. Again, the one-dimensional curves are reproduced with
great accuracy. The visual comparison of our results with the projected one-dimensional
likelihoods obtained by CosmoNet [5, 4] shows that we reproduce the original curves with
a higher accuracy than the latter. Note also that our interpolation is constructed in a
rather wide region, encompassing about 25 log-likelihoods around the peak, whereas in
[4] the region in which ln L was fitted covers only 4σ around the peak for the combined
likelihood of CMB and LSS. This corresponds to a region of about 8 log-likelihoods
around the peak for the combined likelihood, and even less when using only the CMB
likelihood.
Consider now the interpolation of the WMAP likelihood surface using directly the standard parameters, which are used by default when doing cosmological parameter sampling
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Figure 4.9.: Comparison of the one-dimensional projections of the 6-dimensional WMAP
5 year likelihood (solid) and its interpolation (dashed) using a sparse grid
of level n = 5 (consisting of only 2,561 grid points) for normal parameters.
The curves match almost perfectly (but around the peak for h2 ).
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Figure 4.11.: Absolute error of the interpolation with respect to the real log-likelihood
in 6 dimensions for an interpolation with a sparse grid of level 6 (left) and
of level 7 (right) for standard parameters.
with the MCMC driver from CMBEASY [38]: {wm , wb , h, τ, ns , ln(1010 As )−2τ }, to which
we again add α as an additional parameter in the 7-dimensional case. Working with these
parameters has the advantage that we do not have to restrict ourselves to the parameter
range in which the parameter transformation is invertible. However, the problem is now
less adapted to our choice of basis functions, due to the stronger correlations between
the different parameters. We therefore pay the price of having to increase the grid level
by one in this case in order to reach an accuracy as good as before. We show the absolute error of the log-likelihood, (u − ln L), against the negative WMAP log-likelihood,
(− ln L), for the 6-dimensional model for grid level n = 6 (10,625 points) and n = 7
(40,193 points) in Figure 4.11,3 and for the 7-dimensional one for n = 7 (87,079 points)
and n = 8 (297,727 points) in Figure 4.12.4 For the 6-dimensional (7-dimensional) interpolation with a sparse grid of level n = 7 (n = 8), the fraction of test points with
absolute error > 0.25 in the log-likelihood is 6% (20%), and 0.5% (2.5%) for an absolute
error > 1. Again, the one-dimensional projections of the 6-dimensional case for level
n = 6 and of the 7-dimensional case for level n = 7 are very similar to the ones in Figure
4.10, and are thus not shown.
We have tested the evaluation time of our interpolation by evaluating a sparse grid
interpolant of level 6 in 6 dimensions for 2,000,000 points randomly chosen from within
Ω. On a conventional desktop computer (Intel chipset, 2.8 GHz), this took about 92 µs
per point, including the random generation of the point. In 7 dimensions on the same
level we have twice as many grid points and one dimension more, which doubles the
evaluation time to 189 µs. For CosmoNet and Pico, the evaluation of a 6-dimensional
model is specified to take about 10 µs and 250 µs, respectively [4]. Note that we do
not know on which hardware the evaluation times of CosmoNet and Pico have been
3

Here, about 0.3% (0.2%) of the points in the test set lie outside the chosen plot-range for the grid of
level n = 6 (n = 7).
4
About 1% of the points in the test set lie outside the chosen plot-range for the grid of both level
n = 7 and level n = 8.
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Figure 4.12.: Absolute error of the interpolation with respect to the real log-likelihood
in 7 dimensions for an interpolation with a sparse grid of level 7 (left) and
of level 8 (right) for standard parameters.

measured, which makes a comparison hardly possible. Note further that our code to
evaluate a sparse grid function is not optimized for fast evaluation times and that there
is still room for improvement. In any case, for all of these codes the bottleneck in
cosmological parameter sampling is now the MCMC algorithm itself rather than the
evaluation of the likelihood, at least with the MCMC driver used in this work [38].
Note that in 7 dimensions, we need significantly more grid points than in 6 dimensions,
since the additional parameter α strongly correlates with the other parameters, and
we thus need to increase the grid level by one to obtain good results. As the storage
requirements are rather low, this mainly increases the number of evaluations that are
needed for constructing the sparse grid interpolation. As already stated before, though,
the construction of the interpolation can be arbitrarily parallelized, according to available
computational resources, so that this should not be an issue. To store the interpolant
for a regular sparse grid in d dimensions for level l with N grid points, we would only
need N doubles for the coefficients and two integers to remember both d and l, leading
to (N + 1) · 8 Bytes. For adaptively refined sparse grids, we additionally have to store at
least which grid points have been refined, requiring slightly more storage. For current
hardware architectures, the size of the memory is therefore not a limiting factor for our
application.
We have shown in this section that the interpolation of the log-likelihood with regular
sparse grids provides excellent and competitive results in both 6 and 7 dimensions, even
when interpolating in the rather wide range covering about 25 log-likelihoods around
the peak. The memory requirements to store the sparse grid are rather low and the
evaluation times are very fast. We have demonstrated that the one-dimensional projections of the interpolants match the original ones almost perfectly, and that the scatter
plots of the errors exhibit only a small fraction of grid points with higher errors. For
standard parameters, more grid points have to be spent to obtain the same accuracy
than for normal parameters, as the latter ones correlate less. In the next section, we will
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therefore focus on an adaptive extension of the method used so far to further reduce the
number of grid points that are required.

4.4. Employing Adaptivity
As it has already been mentioned, the log-likelihood is not a perfect sum of onedimensional functions. The different parameters contribute differently to L and correlate more or less with each other. It is therefore reasonable, especially when using
the standard parameters which correlate more, to adaptively explore such dependencies,
spending more grid points in critical regions and less grid points elsewhere. In this section, we demonstrate the utility of adaptivity for the interpolation of ln L with sparse
grids. We start by specifying how to refine, we derive a suitable criterion that can be
used to specify where to refine as well as to measure the quality of an interpolation,
and we finally provide results that show how adaptivity can improve the interpolation
obtained for regular sparse grids.
Employing adaptivity, one can attempt to either obtain better results fixing roughly the
number of grid points used, or to achieve a similar accuracy using less grid points. In the
following, we show results for the former, tackling the 7-dimensional example using the
standard parameters on level 7 with 78,079 grid points presented above. We start with a
regular sparse grid of some low level and refine grid points, creating all 2d children in the
hierarchical structure (if possible) each, until the grid size exceeds 78,000 grid points.
In settings where the contributions of the dimensionalities differ significantly, it can
be useful to start with level 2 to allow dimensional adaptivity, neglecting unimportant
dimensions; here, the grid points on low levels will be created in any case, so we can
start with a sparse grid on level 5, e.g., to save on the number of adaptive steps.
Choosing a suitable refinement criterion, it can be determined whether to refine in a
broad way (close to regular sparse grids) or in a more greedy way in the sparse grid’s
hierarchical tree structure. It is reasonable to take the surplusses of the grid points into
account as they contain the local information about the functions, i.e., if the function
has a high gradient locally. Furthermore, they decay quickly with increasing level-sum
in the convergent phase. The mere surplus-based criterion, refining the grid points with
the highest absolute value of the surplus first, is known to tend to minimize the L2 -norm
of the error. As we do not spend grid points on the domain’s boundary, and as we
are extrapolating towards the boundary, the biggest surplusses per level can be found
for the modified basis functions which are adjacent to the boundary. A mere surplusbased criterion will therefore only refine towards the boundary. This reduces the error
especially for sampling points with a high error in the scatter plots, as they are located
towards the boundary of the domain.
In the following, we theoretically derive a refinement criterion which is better suited to
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our problem than the purely surplus-based one. In order to maximize the information our
interpolation contains about the real likelihood, we attempt to minimize the KullbackLeibler distance dKL [79, 56] between the interpolation and the likelihood function,
Z
L(~x)
d~x
dKL :=
L(~x) ln
exp(u(~x))
Z
=
L(~x) (ln L(~x) − u(~x)) d~x ,
(4.10)
which is defined for two normalized probability distributions L and exp(u). Let us now
derive the refinement criterion we obtain from minimizing dKL . Assume that we have
already computed an interpolation u(~x) with N grid points, then the Kullback-Leibler
distance dKL when evaluating the function at an additional point ~xN +1 is changed by


Z
old
new
old
new
L(~x) ln L(~x) − u (~x) − ln L(~x) + u (~x) d~x
dKL − dKL =
Z


=
L(x) uold (~x) − unew (~x) d~x
" N
#
Z
N
+1
X
X
L(~x)
=
αi ϕi (~x) −
αi ϕi (~x) d~x
i=1

Z
=

i=1

L(~x) [αN +1 ϕN +1 (~x)] d~x .

(4.11)

If we refine the interpolation around the grid point that contributed most to the KullbackLeibler distance, we can hope to converge towards the minimum of dKL fastest. In order
to obtain a suitable refinement criterion, we have to simplify the formula in (4.11) considerably. We thus assume the likelihood L(~x) as well as the basis function ϕN +1 (~x) to
be locally constant on ϕN +1 ’s support, obtaining
old
dnew
xN +1 ) |αN +1 | ,
KL − dKL ≈ VN +1 L(~

(4.12)

where VN +1 is the volume covered by the basis function ϕN +1 (i.e. its support), and we
have used ϕN +1 (~xN +1 ) = 1.
With (4.12), we have derived an estimation of the contribution of a basis function to
dKL , which is a reasonable refinement criterion in our setting. In addition to the surplus
of the grid point, |αN +1 |, it takes into account the value of the likelihood L(~xN +1 ) at the
grid point, and the volume of the basis function VN +1 . The likelihood takes care of the
fact that we would like to be more accurate where the likelihood is higher. The regions
of very low likelihood are less interesting for us—the likelihood being already very close
to zero beyond a difference of about 20 log-likelihoods.
Experiments showed that the adaptive refinement works very well without the volume
factor, especially if several grid points are refined at the same time. Both ways, using
a volume factor and multiple refinement, prevent the interpolation from refining too
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deeply (to very high grid levels) locally in the parameter space. However, this effect
sets in earlier for the latter one, which we have therefore been using, and which will be
discussed later on.
We further choose to introduce a temperature T again, which allows us to weight the
likelihood with respect to the surplus and thus to influence how much to refine close to
the maximum. The refinement criterion we used in this study is thus


L(~x~l,~i )
Lmax

1/T
|α~l,~i | ,

(4.13)

where we have divided the likelihood by its peak value, Lmax , (which we have already
obtained determining the interpolation domain) because the WMAP code returns the
log-likelihood only up to a constant offset, so that we do not know the correct normalization of L. For T = 1, refinement takes place only very close to the maximum as L
decays quickly; a temperature of T = 6 showed to provide good results within the whole
domain of interest.
The Kullback-Leibler distance dKL can also be used to measure the quality of our interpolation: The distance between the real likelihood and our interpolation should be
as small as possible. However, as we have already mentioned above, we do not know
the normalization of the WMAP likelihood function. Therefore, dKL is not necessarily
positive and thus loses its property of being a useful measure of the ‘closeness’ of the
two functions. We thus use a slightly modified version,
Z
dbKL := L(~x)| ln L(~x) − u(~x)| d~x ,
(4.14)
as a measure of the quality of our interpolation, instead of the actual Kullback-Leibler
distance. It can be easily calculated from an MCMC with T = 1 obtained for L, by
simply averaging the absolute errors | ln L(~xi ) − u(~xi )| over all points in the chains. Furthermore, we quote this value averaged Rover a chain of T = 3 (exploiting the interpolation
1
domain better), which corresponds to L(~x) T | ln L(~x) − u(~x)| d~x .
Refining only one grid point per refinement step often causes adaptivity to get stuck
in a single, special characteristic of the function. Interpolating ln L with our choice of
basis functions, all grid points are likely to be created only in the direction where the loglikelihood decays fastest, or around one of the local dips we will address later on. Refining
more than one grid point at the same time helps to circumvent such effects, resulting in a
broader refinement scheme; see Fig. 4.13 for a comparison of several adaptive refinement
strategies, starting with a regular sparse grid of level 2 and refining until at least 30,000
grid points have been reached. (Due to technical issues we restricted the maximum
level-depth to 31.) For the first two columns, a mere surplus-based refinement scheme
has been used. The grid in the first column has been created refining one single grid
point per refinement step, until a final grid size of 30,217 after 1,387 iterations. It can be
clearly seen, that adaptivity ran into the region of steepest descent, leading to a mean
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squared error (MSE) of about 1.19 and to dbKL = 1.02 on a T = 1 MCMC. For the
second grid (middle left), the top 100 grid points have been refined each, requiring only
19 refinement steps to create 39,001 grid points. There, a broader refinement helped
to better explore the underlying function, reducing the MSE to about 0.96 and dbKL to
0.92.
For the two right two grids we proceeded same-wise, but used the Kullback-Leibler
criterion (4.13) with T = 6. For the middle right one, 30,003 grid points have been
created after 2,142 refinement steps, leading to a high MSE of 181,082 and to dbKL =
364.20. It can be seen that a greedy likelihood-based criterion refines only in the single
dimension in which the likelihood decays slowest, see the whole range of projections in
Appendix B.3. The fourth adaptive grid (right) has been created refining 100 grid points
per step, leading to a broader refinement and to a grid size of 30,389 after only 17 steps.
This reduces the MSE to 3.73 and dbKL to 1.26, and, due to the likelihood-based criterion,
explores the region around the peak very well. Still, the error is higher than those using
the surplus-based criterion, which is due to the fact that L decays very quickly, and
that—we are extrapolating towards the boundary—the data points further away from
the peak contribute with high errors. Refining more steps, the likelihood-based criterion
will outperform the surplus-based one, reducing the error further away from the peak as
well.
Figure 4.14 shows the scatter plot for an adaptively refined sparse grid in 7 dimensions.
Starting from a regular grid of level 5, we refined 100 grid points each according to the
refinement criterion (4.13) with T = 6, the same refinement we used for the grid in the
right column in Fig. 4.13. Needing only about as many grid points (78,551) as for the
regular sparse grid of level 7, Tab. 4.1 shows that we obtain results which are close to
those of a regular sparse grid of level 8 with almost 4 times as many grid points. We
provide the mean squared error as well as dbKL for both T = 1 and T = 3 chains for
regular sparse grids of level 7 and 8, and for the adaptively refined case. We also quote
how many points exhibit an absolute error larger than 1 or 0.25 for the T = 3 chains.
We present the histograms of the adaptively refined model in Fig. 4.15. They are very
close to those of the regular grid of level 8 (not shown here) and the regular grid of level
6 for normal parameters in 7 dimensions shown in Fig. 4.10.
We would like to mention that, due to numerical problems, the current version of CMBEASY produces local, unphysical and sometimes rather high dips. This problem is
already known and will be corrected in the next release. For stochastic approaches, this
is not a big problem, though: The dips are local and just cause some noisy evaluations.
But it poses a problem for numerical approaches if a grid point hits a dip. Then it can
happen that spending more grid points can even deteriorate the results. For our regular
grid in 6 dimensions using the standard parameters, e.g., increasing the level from 7 to 8
caused a higher overall error on the chain-data used for the histograms, as especially two
new basis functions close to the peak caused an error of up to 12 of the log-likelihood
for all evaluations affected by those basis functions, see Fig. 4.16.
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Figure 4.13.: A comparison of grid projections for adaptive sparse grids with different
refinement strategies in seven dimensions for standard parameters (see also
Appendix B.3 for a complete set of projections). We project all grid points
to the coordinate planes; in the bottom left square, τ is the first, wm the
second coordinate axis, e.g. Pure surplus-based refinement starts with a
regular grid on level 2 each, refining until a grid size of at least 30,000
points was reached. The left two refinement strategies are surplus based,
the two right ones based on the Kullback-Leibler criterion (4.13) with T =
6. Surplus-based refinement with only one grid point per refinement step
explores only few features (left); refining 100 grid points each leads to a
broader refinement scheme (middle left). Likelihood-based refinement with
only one grid point per refinement step explores only the single dimension
in which L decays slowest (middle right); refining 100 grid points each
explores the region around the peak very well (right).
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Figure 4.14.: Absolute error of the interpolation with respect to the real log-likelihood
in 7 dimensions for an interpolation with an adaptively refined sparse grid
for standard parameters.

level 7
level 8
adaptive

err > 1, T=3

err > 0.25, T=3

MSE, T=1

MSE, T=3

dbKL , T=1

dbKL , T=3

4.2%
2.3%
1.8%

50.5%
19.3%
23.6%

0.087
0.017
0.027

0.532
0.210
0.202

0.256
0.091
0.110

0.354
0.193
0.204

Table 4.1.: Comparison of errors of regular sparse grids of level 7 and level 8, respectively,
and an adaptively refined sparse grid using approximately as many grid points
as contained in the regular grid of level 7. Shown are the number of points
with an absolute error larger than 1 or 0.25 in the T = 3 chains, the MSE
for chains of T = 1 and T = 3, and dbKL , which denotes the absolute value of
the error averaged over chains of T = 1 and T = 3.
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WMAP 5 year likelihood (solid) and its interpolation (dashed) using an
adaptively refined sparse grid for standard parameters, with 78551 grid
points, about the same number than for a regular sparse grid of level n = 7.
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Figure 4.16.: One-dimensional cut for parameter t through an interpolant of ln L with a
regular sparse grid in 6 dimensions, level 8, for normal parameters; the grid
resolution for parameter t is 2−6 , the other parameters are fixed at the grid
point with Z = 0.75, h2 = 0.5, h3 = 0.375, ΘS = 0.5, A∗ = 0.5 (parameters
scaled to [0, 1]d ). One of the extreme, unphysical dips can clearly be seen.
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Fortunately, dips can be detected automatically due to the hierarchical structure of the
sparse grid and the smoothness of ln L, using a criterion that is once more based on the
surplusses. Furthermore, it is not a severe problem when using adaptivity, as adaptivity
localizes the effects of the dips automatically. One just has to take care not to spend
too many grid points to compensate for the dips.
The adaptive results are already promising, but there is still room for a lot of improvement. Even better refinement criteria than those used so far could be employed. Using
not only piecewise linear functions, but rather piecewise polynomials, and applying adaptivity in both the mesh-width and the polynomial degree is very promising; especially
the extrapolation properties towards the boundary would be improved, and less grid
points would be needed to obtain the same accuracies.

4.5. Summary
In this chapter, we have explored the utility of interpolating the WMAP log-likelihood
surface using sparse grids. We demonstrated that the results are excellent and competitive to other approaches regarding speed and accuracy, and we discussed advantages
over fitting the likelihood surface with polynomials [42, 104] or neural networks [4]:
The interpolation based on sparse grids converges towards the exact function in the
limit of the grid level going to infinity. We can therefore reach an arbitrary accuracy
by simply increasing the amount of work we spend. In the case of a polynomial fit,
this is not guaranteed since increasing the polynomial degree runs the risk of becoming
unstable.
In order to construct the sparse grid interpolation, we do not need to sample a set of
training points using MCMCs beforehand, since the sampling points are determined by
the sparse grid structure which is given a priori. Once we have chosen the volume of
interest, the time for constructing the interpolation is dominated by the evaluation of
the likelihood function at the grid points. We do not need additional training time as
for neural networks [4] or in the case of sparse grid regression (Chap. 6), for example.
Constructing the interpolation can thus be done almost arbitrarily in parallel, only
limited by the computational resources that are available.
As the sparse grid technique is rather general and not restricted to certain classes of
functions (even Gaussian densities could be tackled spending enough work), the choice
of sampling points and basis functions is not tailored to a single problem as for neural
networks, where the properties of the network such as the topology have to be chosen
problem-specifically (often in a heuristic way). The sparse grid interpolation technique
as well as the extensions and considerations can therefore be readily applied to other
problems in astrophysics and cosmology, and will be useful in further tasks, where an
accurate interpolation of a function is needed.
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The excellent performance of the sparse grid interpolation can be further improved, leaving future research to do: It can be applied to models with more than seven parameters
by spending more computational effort. Further modification of the basis functions, for
example allowing for a piecewise polynomial interpolation (which we have not made use
of yet for this application), promises better convergence rates and higher accuracies.
We have demonstrated the usefulness of employing adaptivity, increasing the accuracy
for the same amount of function evaluations compared to the interpolation on regular
sparse grids. To this end, we have derived an adaptivity criterion which is well-motivated
by the application which we are addressing. It takes into account the characteristics of
the interpolated function, spending more grid points in the relevant regions. Employing
adaptive refinement schemes in both mesh-width (as demonstrated here) and polynomial
degree could further increase the accuracy of the interpolation.
Furthermore, we have addressed problems arising for the interpolation of Gaussian density functions. Even though they are arbitrarily smooth, one might not be able to reach
the convergent phase in practical applications which sets in rather late for peaked Gaussians. We have demonstrated that this is due to the hierarchical sparse grid structure
and caused by overlapping basis functions. We have studied this effect for an analytical
symmetric d-dimensional Gaussian function, and showed that the norm of the function’s second mixed derivative in the error bound introduces coefficients which depend
exponentially on the dimensionality d.
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Today, an ever increasing amount of data is created, selected, and stored, often automatically or semi-automatically. Typical examples are medical data sets or data sets
collected in commerce or e-commerce, in astrophysical sky-surveys, or via geological observations as in tsunami warning systems. Correspondingly, one can currently observe
a shift of focus from merely compute-driven to data-driven problems in computational
science and engineering. Data-driven problems are particularly challenging due to the
size, complexity, and dimensionality of the underlying data. Therefore, it is natural to
explore sparse grids in this context.
In this chapter, we thus deal with classification, one of the tasks arising in the broad
field of data mining, with the aim to learn from given data to be able to predict class
assignments for new data. In contrast to most other applications in this work, we are
not primarily interested in the representation of functions, but in obtaining accurate
separation manifolds that are discriminating the data space into regions belonging to
different classes. From the point of view of sparse grid methodology, classification is
very interesting and challenging: The problems are often formulated in high-dimensional
spaces, whereas the problem’s effective dimensionality can be much lower.
Up to now, classification tasks are among the highest-dimensional problems which have
been successfully tackled without any dimensionality reduction by sparse grid methods.
In the following, we present in Sec. 5.1, first, an outline of the context of classification,
second, the classification problem as we will consider it, i. e. as a scattered data approximation problem, and, third, the modifications of the standard sparse grid approach
that allow us to tackle surprisingly high-dimensional problems, especially the choice of
basis functions, the choice of regularization, and adaptive refinement. In Sec. 5.2, we
show numerical results in up to 166 dimensions for several frequently used benchmark
data sets. Furthermore, we present some observations studying the approximation of
non-smooth indicator functions, and, as an example for an improved adaptive grid refinement, results for an edge-detection strategy in Sec. 5.3. Finally, Sec. 5.4 summarizes
the most interesting aspects of spatially adaptive sparse grids in classification tasks.
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5.1. The Problem
We are considering data mining, which deals with the application of algorithms to gain
models, structures, or patterns out of, potentially large, data sets. It is a core step in the
process of knowledge discovery in data bases. Knowledge discovery in general combines
aspects of several disciplines, such as statistics, data bases, and machine learning, with
the aim of extracting new and (hopefully) useful information out of data bases. Other
steps are, for example, to identify the problem itself (which does not have to be easy
in business applications, e.g.); to gather meaningful data and to (pre-)process it in a
suitable way; and to evaluate and interpret the results which are provided by a suitable
model (integrating it into business processes and verifying it in a real-world setting,
measuring the response ratio of a modified direct mailing campaign, e.g.), see Fig. 5.1
for one possible categorization of the knowledge discovery process. Our interest is, of
problem
identification

data
acquisition,
processing

Data
Mining

evaluation,
interpretation
of results

Figure 5.1.: One scheme (of many) to depict and to categorize main steps in the process
of discovering knowledge in a data-driven way.
course, to build new models based on sparse grids, and thus in the field of data mining;
we therefore assume that a meaningful data set S is provided, and we evaluate the
performance of our sparse grid models against alternative techniques for the given data
set and not in a real-world setting.
Data mining techniques themselves can be differentiated, depending on the purpose of
the models that are to be built and on the kind of information they depend on, into two
main types:
• Descriptive models aim to describe patterns arising in the data or to group data in
a meaningful way. Trying to detect similarities or anomalies in data set can help to
find information, even though it is not clear what to look for. Typical techniques
include clustering or data segmentation methods.
• Predictive models forecast values on new, previously unseen data based on a given
set of data points (training data). Thus, and in contrast to most descriptive models,
a certain target attribute is required, the values of which have to be known for
the set of data that is used to build the model from. The values of the target
attribute can be a distinct number of categorizations (class values) as in the case
of classification, or a continuous function value as in regression tasks.
In the following, we consider classification as one type of predictive modeling; regression
problems are further addressed in Chap. 6. Classification algorithms try to assign a
“correct” class label k ∈ K to all data points in some d-dimensional feature space Ω.
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The prediction is based on a set S of m pre-classified data points for training,
S := {(~xi , yi ) ∈ Ω × K}m
i=1 ,
with pre-classified meaning that the actual class labels are known and have been obtained
during the data collection process or via a manual, human-based classification.
The accuracy of the prediction of some classifier can then be estimated on a second,
disjoint testing set with pre-classified data. The testing set should not be used for
building the classification model, i.e., the tuning of the model’s parameters has to be done
either on a subset of the training data or on a separate set of data used for validation.
Note that the terms “correctness” and “accuracy” have to be seen in a relative context, as
real-world data sets usually exhibit a significant amount of noise; it is known, e.g., that
the human error rate for the classification of hand-written digits is about 2%, depending
on the quality of the data set [108].
If there is no separate set of data available to test on, and especially if the overall amount
of pre-classified data is very limited, usually k-fold cross-validation is used to determine
an estimate of the classifier’s quality on the data. To this end, the data set is divided
into k different, equally sized subsets. Then k times, one of the k subsets is used to test
on, the other k − 1 of them are used to train on. Thus, each data point is used once for
testing and not for training. The overall accuracy is finally determined as the arithmetic
mean of the accuracies of the k folds.
There are plenty of methods for classification. Some are oriented at how we describe
our own decision processes, like decision trees; some aim to mimic how the human brain
works, such as Neural Networks; and others, as Bayesian Networks, are motivated from
a statistical or probabilistic point of view, e.g. To name some popular ones [123]:
• Classical decision trees and their variants have been amongst the most successful
methods [103]: They are very intuitive and correspond to human decision processes, and the resulting models are easily understandable. Attributes are usually
considered independently, leading to if-then-else rules such as “if the temperature
is above 40◦ C then it is sunny”. Famous examples are the ID3 algorithm [98] and
its successor, the C4.5/J4.8 algorithm [99, 123] which maximizes the information
gain.
• Related are rule-based classifiers, such as Prism [27] and Decision Tables [77], which
identify rules that discriminate data points belonging to a certain class as well as
possible from other data points, aiming to maximize the probability of the class
assignment.
• Instance-based or memory-based learning methods do not learn in advance. If the
class assignment of a new data point is asked for, they compare the new instance
(often distance-based) with the training data points which have to be kept in
memory. The k-nearest neighbor (k-NN) algorithm is a simple, but widely used
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technique, assigning the most common class amongst its k nearest neighbors of the
training data.
• Bayes classifiers are probabilistic classifiers which are based on Bayes’ theorem,
assuming that all attributes are independent random variables. Examples are socalled Naive Bayes methods and algorithms making use of Bayesian Networks.
• There is a whole class of different classification methods that can be directly used
to represent functions. They include Neural Networks (NN), Support Vector Machines (SVM), Radial Basis Function Networks (RBFNs), and, last but not least,
the classification using sparse grids.
• Finally, there are a range of meta-classifiers, esp. Boosting and Bagging (bootstrap
aggregating) methods, which are based on a (weighted) combination of several,
usually simple models; the Random Forests algorithm [17] makes use of several
decision trees, e.g.
There are plenty of approaches to categorize the different kinds of techniques or models
that are used. We do not intend to provide a complete coverage but rather give an idea
of the context our approach fits into. Further details on both general techniques as well
as special models and algorithms can be found in [83, 103, 123], e.g.

5.1.1. Classification as a Scattered Data Approximation Problem
Employing sparse grids, our classification technique has to deal with function representations. We thus consider the problem of classification as a scattered data approximation problem, cf. [120]: An unknown function f : Rd → T in some function space V ,
depending on a set of d parameters (or features), is to be reconstructed—or at least
approximated. All further knowledge we have about f is a set of so-called training data,

S = (~xi , yi ) ∈ Rd × T

m
i=1

,

i. e., data points ~xi of which the target values yi ∈ T are known. We denote with xi,d the
value of the d-th attribute of ~xi . We assume that S has been obtained by some given
sampling of f , and that the sampling process was disturbed by an unknown amount of
noise. The goal of the reconstruction of f is therefore not to interpolate the training
data (as in Chap. 4), but to generalize well enough to give good predictions on new,
previously unseen data.
We are dealing with finite sets of data points, therefore the interesting part of the feature
space can be normalized to fit in Ω := [0, 1]d without loss of generality. (Note that it
can be advantageous to additionally center the mean or median to the middle of Ω,
especially for small data sets.) In the case of binary classification, which is of our main
interest, we restrict the function values to the two class labels ±1, i. e., T = {−1, +1},
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yielding training data (~xi , yi ) ∈ [0, 1]d × {−1, +1}. (In the related task of regression we
would set T = R, cf. Chap. 6)
As we restrict ourselves to reconstructions fN of f in some subspace VN ⊂ V of finite dimensionality N , we introduce a basis Φ = {ϕi (~x)}N
i=1 that spans VN . The reconstruction
fN can then be written as a linear combination with coefficients αi ,
fN (~x) =

N
X

αi ϕi (~x) .

(5.1)

i=1

To deal with noise and to obtain a well-posed, uniquely solvable problem, we employ
Tikhonov-style regularization [113], enforce a certain smoothness of fN , and obtain as a
regularization network ansatz [118] a variational problem. Following [53], we are solving
the regularized least squares problem
!
m
1 X
!
2
2
fN = arg min
(yi − fN (~xi )) + λ||∇fN ||L2 .
(5.2)
m i=1
fN ∈VN
P
xi ))2 guarantees closeness of fN to the trainThe cost or error function m1 m
i=1 (yi − fN (~
ing data, whereas the regularization operator ||∇fN ||2L2 incorporates the smoothness
assumption in classification: Data points which are close to each other are very likely
to have a similar function value. The trade-off between error and smoothness can be
influenced by choosing appropriate values for the regularization parameter λ, which can
be achieved for example with cross-validation techniques [2, 57]. Note that other classification methods, such as neural networks or support vector machines, can be formulated
as the same approach, choosing different error and smoothness functionals [41].
Minimization (setting the derivations with respect to αi to zero) then leads to a system
of linear equations,


1
1
T
BB + λC α
~ = B~y ,
(5.3)
m
m
for the coefficient vector α
~ of fN with respect to Φ. The matrix C,
(C)ij = h∇ϕi (~x), ∇ϕj (~x)iL2 ,
corresponds to the smoothness functional; the matrices B and B T ,
(B)ij = ϕi (~xj ) ,
to the error function. The vector ~y is the vector of the class labels yi . To set up the linear
system, we have to select VN (that should contain a good approximation to the original
problem) and suitable basis functions ϕi (that should allow an efficient computation of
α
~ ).
Conventional classification algorithms which base on function representations mainly
choose global basis functions associated to data points to reconstruct f , trying to adapt
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to the data with as few ansatz functions as possible. But due to the high degree of
data dependency, they typically scale at least quadratically or even worse in the number
of training data m. The same holds for all other classification algorithms that depend
somehow on a comparison of data points, such as instance-based classifiers; therefore,
variants have been developed, such as the -approximate nearest neighbor search which
returns the nearest neighbor only up to a certain factor, but reduces the search time
from linear to logarithmic factors depending on the underlying data structure.
To obtain an algorithm scaling only linearly in m, we discretize the feature space and
employ basis functions associated to grid points. Of course, conventional mesh-based
methods fully suffer the curse of dimensionality, which is why they are usually not
considered in scattered data approximation surveys (see the argumentation in [120]),
and which is why it is straightforward to make use of sparse grids in this context.
In this regard, the first approach [53] (and therefore the mainstream of the classificationrelated work so far) has been been based on the so-called combination technique [61]
(cf. Sec. 2.3). In the context of data mining, it has been used not only for classification, but also for regression and semi-supervised learning, see, e. g., [53, 66, 52, 49, 54].
But even though the combination technique has been extended to allow for dimensionadaptive refinement [63], there is no straightforward way for a spatial and therefore
arbitrary (with respect to the sparse grid structure) local refinement.
Our approach, employing the direct sparse grid discretization scheme, enables an algorithmically more complicated, but fully adaptive discretization approach to classification.
So far, we have already shown a few preliminary and promising results [25, 97, 96], and
first studies on variants of the classification problem, such as semi-supervised learning,
have been undertaken [126]. In the following, we present which modifications to the
standard approach enable us to compute a wide variety of classification problems.

5.1.2. Reaching to Higher Dimensionalities
Even though sparse grids allow to overcome the curse of dimensionality to some extent—
about 10–15 dimensions are not out of scope any more in many settings—problems in
even higher dimensionalities still need further consideration. Frequently, not all dimensions are equally important in real-world settings; there, dimensionally adaptive sparse
grids have been successfully employed, spending less grid points in less important directions [50].
Following the direct sparse grid discretization approach, we can use spatial (local) adaptivity in a straightforward way. This can further reduce the number of unknowns that
are needed to solve a problem up to some required accuracy. Using a suitable adaptivity
criterion, more work can be spent in those regions of the feature space that are most important. In our machine learning settings, the advantage over pure dimension-adaptive
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(regular) refinement can become quite relevant, as the spatial adaptivity can avoid improving the accuracy in only some part of the feature space, but at the same time losing
everything due to overfitting in other regions (see the example in Sec. 5.2.2).

Boundary Treatment and Choice of Basis Functions
In classification, it is reasonable to employ spatial adaptivity in any case: The underlying functions feature steep regions (where the class assignment changes) as well as flat
ones (within parts of the feature space belonging to the same class). Furthermore, the
problem-independent a priori refinement by restricting grid points to the sparse grid
structure can be adapted by an a posteriori refinement to exploit the special characteristics of the problem at hand. However, to tackle even higher-dimensional problems,
further considerations have to be made: The number of grid points that is needed for
even very coarse grids as well as the cost for the application of the standard regularization operator C depend exponentially on the dimensionality, even if the underlying
problem’s inherent dimensionality is low.
Regarding the number of grid points, as we usually have to allow non-zero boundary
conditions, we have to spend two more degrees of freedom in the one-dimensional hierarchical scheme for the grid on level 1 (which up to now only used ϕ1,1 ), namely
the basis functions with level 0 and indices 0 and 1. This leads in the d-dimensional
case to 3d unknowns for the initial grid and introduces an exponential dependency on
the dimensionality that is significant for practical computations. For example, the sim(1)
ple 10-dimensional sparse grid V2 consists of 21 points; employing grid points on the
boundary results in 452,709 points instead. For a problem in 100 dimensions, we could
not even start computing the solution, even if there is only one relevant dimension,
cf. Sec. 2.2.
Therefore, grid points on the boundary have to be omitted. Instead, the basis functions
adjacent to the boundary have to be modified. A good choice, as we restrict ourselves to
the piecewise d-linear case for classification, is to use the modified piecewise linear onedimensional basis functions (2.16), extrapolating linearly towards the boundary [96, 25]
(see Fig. 2.9): in the setting of classification it is reasonable to extrapolate towards the
boundary. Simply spoken: if we assume that data points belonging to the same class
are somehow clustered together, the class assignment towards the boundary will be the
same than the one of the last cluster on that way, cf. Sec. 5.2.1.
The modified linear basis functions can be as powerful as the classical linear ones with
grid points on the boundary. The same function space can be obtained by using additionally for each subspace W(l1 ,...,ld ) the (modified) basis functions associated with those grid
points from W(l1 +1,...,ld +1) which are adjacent to the boundary. For d = 2 and l1 = l2 = 2,
this results in the grid in Fig. 5.2 (right).
Considering the modified basis, adaptivity can take care of the boundary functions:
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Figure 5.2.: V2 with common hat basis functions (left) and modified basis functions
(right).
They are automatically created wherever needed. This allows to start with only O(d)
basis functions (one center point and one pair of points for probing in each coordinate
direction); a suitable refinement will then create grid points where it is really necessary.

Choice of the Regularization Operator
The application of the stiffness matrix C resulting from the regularization functional
||∇f ||2L2 in (5.2) is algorithmically complicated and multi-recursive (see Sec. 2.6), but it
can be applied to a vector in O(2d N ) Operations. This is clearly linear in the number
of unknowns N ; nevertheless, the algorithmic complexity depends exponentially on the
dimensionality. Therefore, a simpler functional has to be used, exploiting the inherent
smoothness of the hierarchical basis which is known to be spectrally close to the Laplacian [60]. Examining several regularization operators ([15], see below), we found out that
choosing the Euclidean norm of the (hierarchical) coefficient vector yields very similar
results in classification tasks.
Note that not even a scaling of the coefficients of different levels is necessary. This is due
to the hierarchical structure of the basis (as functions on lower levels are generally nonzero for more data points and are therefore more often penalized by the error functional)
and works only in the explicit sparse grid basis. For the combination technique, examples
that do not work using this regularization term can be easily constructed; there, data
points have only local influence for fine mesh widths, cf. [54].
Now the minimization problem reads
arg min
fN ∈VN

and results in the linear system
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Figure 5.3.: Training (left) and testing (right) accuracies for different regularization functionals and values of the regularization parameter λ with a regular sparse
grid of only level 5. A large, artificial, two-dimensional checkerboard data
set has been used with 40,000 points for training and 20,000 to test on;
cf. Sec. 5.2.1.
with I being the identity matrix. The system matrix is still symmetric
and positive

T
d
definite. The matrices B and B can be applied in O m(log N ) for regular sparse
grids, λI obviously in O(N ). Furthermore, the matrix-vector multiplications can be
parallelized easily partitioning the data points, see the discussion on parallelization in
Chap. 7.
To give an idea of the dependency on different types of regularization, we show training
and testing accuracies for two data sets, a selection of four regularization matrices and
a range of values for the regularization parameter, 10−6 ≤ λ ≤ 100 , using the modified
linear basis functions addressed above, see Fig. 5.3 and 5.4. Here, we do not want to
get into the details of the data sets (which we cover later on), but mention a few typical
observations.
As regularization functionals we show results for, apart from the Laplacian C and the
identity matrix I, two diagonal matrices C 0 and C 00 , the first one penalizing basis functions on higher levels by their level-sum,
(C 0 )i,i := |~li |1 ,
and the second one using the row-sum of the Laplacian as diagonal entries,
(C 00 )i,i := (C~1)i ,
a matrix for which the Laplacian has to be applied only once (to the vector ~1) per
iterative solution of the linear system.
For the first data set, regularization is almost superfluous, and high accuracies can be
obtained for small values of λ, thus without any significant regularization (see Fig. 5.3):
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Figure 5.4.: 10-fold training (left) and testing (right) accuracies for different regularization functionals and values of the regularization parameter λ with a regular
sparse grid of only level 3. The rather small, six-dimensional Bupa liver
medical data set has been used, comprising only 345 noisy data points;
cf. Sec. 5.2.3.

The two-dimensional, artificial data set (arranging the class assignment in a 4×4 checkerboard pattern) is rather large: there are 40,000 points for training and 20,000 for testing.
As we do have much less basis functions for level 5 than data to train on, we regularize more by discretization [87] than by a suitable functional. Furthermore, the data
set does not exhibit noise which the regularization would have to cope with. For both
C and I, slightly better accuracies can be obtained for higher values of λ, just before
regularization kicks in too strongly.
The second data set, in contrast, is six-dimensional with only 345 noisy data points
(even worse, the data set has to be split into training and testing data during 10-fold
cross-validation), and regularization is therefore urgently needed, see Fig. 5.4. For all
regularization functionals a similar behavior can be observed for slightly shifted values of
λ; minor fluctuations are caused by the limited size of the data set: Strong regularization
disallows to learn the underlying problem; weak regularization leads to overfitting, thus
adopting too well to the training data and generalizing too little. For this data set,
regularizing with the Laplacian C performs a bit worse than the others, but this is
not a general property. In most settings, both C and I lead to accuracies which are
comparable. When building classifiers in the hierarchical sparse grid basis on data
sets, it is more relevant that regularization is employed than the exact choice of the
regularization functional. This is especially the case if the level of discretization is not
too high, which is the case for small data sets and high dimensionalities.
Thus, even though we might not obtain the best results in every case, we restrict ourselves to the use of I as the regularization matrix, which circumvents the exponential
dependency on the dimensionality d for regularization. With these modifications, employing the modified piecewise linear basis functions and using the Euclidean norm of

82

5.2. Classification Examples
the coefficient vector for regularization, even high-dimensional classification tasks can
be solved, as we demonstrate in the following section.

5.2. Classification Examples
For five typical benchmark data sets used in data mining, we show numerical results,
demonstrating distinct properties of sparse grids in classification. The first two are
artificial two-dimensional data sets, visualizing adaptive refinement; one being very large,
the other one exhibiting typical properties of classification problems. The third data set
is a small, 6-dimensional medical data set, containing a high amount of noise. The
fourth is a 64-dimensional real-world task with the additional challenge of being a tenclass problem. The fifth data set, finally, has 166 dimensions and only few data points;
both the high dimensionality and the risk of overfitting have to be dealt with. As sparse
grid approximants are functions over the reals, we restrict ourselves here to examples
with real-valued attributes only; in general, typical techniques to transform nominal
attributes to numeric ones, e. g. substituting a nominal attribute by multiple binary
ones, can, of course, be used.
The quality of the fit depends mainly upon two free parameters. Additionally to the
regularization parameter λ, that has to be determined, we also have to specify the
number of refinement steps (for a given refinement strategy). A good choice for both
can be found using a validation set: The training data is split into two data sets. One
of them is actually used to construct the classifier for different parameter combinations.
The parameter set giving the best performance on the remaining validation set is then
used to train on the whole training set, resulting in the classifier used on the test set.
In the following examples, we selected one third of the training set as validation data
randomly in a stratified way (such that the same proportion of data points belongs to
the same class for each set).
The adaptive refinement of the sparse grid can be done in different ways. Here, we picked
the most straightforward refinement criterion, which already proved to give good results:
Out of the grid points that can be refined, the one with the highest absolute value of the
corresponding surplus (coefficient in the hierarchical basis) is refined first. In the context
of Interpolation, regression or PDEs it is usually more beneficial to refine more than one
grid point at once, for example a certain percentage of the unrefined ones, cf. Chap. 4
and 6. Usually, the same holds for classification tasks with moderate dimensionalities.
But in higher-dimensional settings or if the data set is relatively small, quite often only
a few refinements can be spent anyway. In the first case, a broad refinement quickly
leads to more grid points than can be handled, whereas in the latter case overfitting can
already occur after very few refinements (as it is the case in the fifth example).
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Figure 5.5.: The training data set of the checkerboard classification task. 40,000 data
points have been drawn uniformly distributed from Ω = [0, 1]2 , the class
labels −1 (red) and +1 (blue) have been assigned in a 4 × 4 checkerboard
pattern.

5.2.1. Checkerboard Data Set
The first example is the two-dimensional checkerboard data set addressed before. For
this artificial data set, we drew 40,000 random samples for training and 20,000 for testing
uniformly distributed from Ω = [0, 1]2 . The class labels ±1 have been assigned in a 4 × 4
checkerboard pattern, see Fig. 5.5 for the training data. The data exhibits no noise,
and, as there is plenty of data, both data sets are representative for the classification
problem to learn. Therefore, very high accuracies can be expected. And, indeed, they
can be observed. Table 5.1 shows classification accuracies for regular sparse grids for
λ = 0.001.
level

1

2

3

4

5

6

7

8

|grid|
1
5
17
49
129 321 769 1,793
acc. train. (%) 50.1 51.9 49.0 69.7 91.6 96.4 98.0 98.9
acc. val. (%)
49.7 51.8 49.5 70.0 91.7 96.4 98.0 98.9
acc. test. (%) 49.7 49.7 49.3 70.2 91.5 96.3 98.1 98.9

9

10

4,097 9,217
99.4 99.7
99.4 99.7
99.4 99.7

Table 5.1.: Classification data for the checkerboard data set, using regular sparse grids of
level 1 to 10 and λ = 0.001. Shown are the training and validation accuracies
(splitting the original training data), and the accuracies obtained on the data
to test on.

With increasing grid level, the classification accuracies approach 100% on the training
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and validation data (obtained by a stratified splitting of the original training data), as
well as on the data to test on. As all three data sets are representative enough for the
problem at hand, they exhibit almost the same accuracies. Up to level 3, there are not
enough degrees of freedom to learn anything useful, and the accuracies correspond to a
random prediction. On level 4, the results improve—but note that still all grid points
are located exactly between the two classes and where we would like the separation
manifold to be. On level 5, there is one grid point located within each square of the
checkerboard, and the accuracies increase significantly. For level 10, still no overfitting
can be observed. Thus, using a validation set is somehow superfluous here.
Even though the problem has a very regular structure, employing adaptivity in conjunction with the modified basis functions enables to significantly reduce the number of grid
points that are necessary to obtain very high accuracies. To this end, we start with a
regular grid of level 4 (all grid points being located on the target separation manifold)
and determine a reasonable value for λ probing a few values on the validation set. For
λ = 0.001 and after only 8 refinements, refining the five grid points with the highest
absolute value of the surplus each, we obtain accuracies of 97.3% on the training and
97.2% on both validation and test data. The adaptively refined sparse grid, which we
show in Fig. 5.6 (top left) contains only 293 grid points.
On a first glimpse it might surprise that most grid points are located within the inner
four fields of the checkerboard pattern, and not a single grid point in the four squares
in the corners. Looking at the classification boundary in Fig. 5.6 (top right) and the
classifier (bottom), it can be seen that there is no necessity to spend further grid points
towards the boundary, as the extrapolation of the modified basis functions works very
well, and the checkerboard pattern is learned up to a very high accuracy for the outer
12 fields. (Refining only one grid point per adaptive step takes 37 refinements to obtain
almost exactly the same results, 97.2% on all three data sets, spending 288 grid points
and especially even fewer ones in the squares adjacent to the boundary as in the example
above. Due to the large size of the data set, refinement can be continued until almost
100% accuracy is reached.)
Most problems are caused by the corners around the inner fields, which is partly due to
the fact that many degrees of freedom come to lie where the classification boundary is
supposed to be. It can be seen that quite a few basis functions with rather local support
are spent within the four inner fields just to reduce the MSE on the training data without
any noticeable effect on the separation manifold. This indicates that minimizing the MSE
is not the best choice for the error functional. Deviations in the correct direction beyond
the class value (fN (~xi ) > 1 for yi = 1 and fN (~xi ) < −1 for yi = −1) should possibly
not be penalized. Nevertheless, the checkerboard classification problem demonstrates
impressively the potential of using the extrapolating basis functions in conjunction with
adaptive refinement in classification tasks.
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Figure 5.6.: The three pictures show results for an adaptive classification of the checkerboard data set. After 8 refinements, refining the top five grid points each,
a sparse grid with 293 grid points (top left) is created, discriminating the
two classes with a very high accuracy in the outer fields of the checkerboard
(top right). The classifier which was learned shows that the extrapolation
towards the boundary work well (bottom).
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5.2.2. Ripley Data Set
The second example is another two-dimensional artificial classification task, taken from
[102]. The example consists of two data sets, one for training and one for testing, and has
been constructed to comprise 8% of error. It shows typical characteristics of real-world
data sets, as it is neither linearly separable nor very complicated. Figure 5.7 shows the
two data sets as well as the best separation manifold obtained by an adaptive sparse
grid. Already eight refinement steps are enough to obtain an excellent accuracy on the
test data of 91.5%—out of a maximum of 92%.
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Figure 5.7.: Ripley data set: 250 data points for training (left), 1000 to test on (middle), and the classification areas together with the corresponding sparse grid
(right).

It can be seen that the separation boundary is resolved better in the central, critical
region than in regions where very little information (data points) about the underlying
function is given. This is due to the adaptive refinement. Interestingly, after only eight
refinements, overfitting starts to take over and the accuracy deteriorates. For this data
set a mere dimension-adaptive refinement leads to a lower accuracy: Whereas more
grid points towards the center of the feature space are necessary, spending the same
discretization level in the same direction towards the boundary leads to local overfitting
there.

5.2.3. Bupa Liver Data Set
The third data set we show results for, is a 6-dimensional real-world data set taken from
[3] which contains medical data of 345 patients, mainly blood test values. The class
value indicates whether a liver disease occurred or not. Because of the limited data
available we conducted a stratified 10 × 10-fold cross-validation. In Tab. 5.2, we list the
mean classification accuracy over all 100 folds as well as the unbiased sample standard
deviation for regular sparse grids of level 2 to 5, and for an adaptive classification,
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starting with level 2. For each fold, we independently determine all relevant parameters
(λ for regular sparse grids and additionally the number of refinements for adaptive ones)
using one third of the training data for validation.

level

|grid|

2
3
4
5

13
97
545
2,561

10 × 10-fold accuracy (standard deviation)
training
61.9%
76.1%
84.7%
92.3%

(±3.21)
(±2.48)
(±3.92)
(±5.25)

validation
58.1%
54.2%
52.8%
54.9%

(±1.62)
(±3.50)
(±4.06)
(±3.03)

testing
61.2%
72.2%
71.1%
70.3%

(±3.83)
(±5.47)
(±5.67)
(±5.54)

adapt. 92–840 81.2% (±5.44) 57.2% (±3.14) 71.1% (±6.02)
Table 5.2.: Accuracies for the 10×10-fold cross-validation classification of the Bupa liver
data set for regular sparse grids, level 2 to 5, and for adaptive classification,
starting with level 2. For each fold, the relevant parameters (λ for regular
sparse grids and additionally the number of refinements for adaptive ones)
have been determined independently for each fold.

The data set poses a rather hard task for sparse grids as the results show: First, there
are only few data points for a six-dimensional problem; splitting them in each fold into
only 205 data points to train on, 105 as validation data, and 35 to test on further reduces
the amount of data that can be used. Second, the two classes are unbalanced (200:145
instances), creating a bias towards one of the two classes. Third, the accuracies on the
test data, which are rather low, show, that there is a high amount of noise in the data
set. This suggests that the three sub sets are not representative for the problem at hand,
and corresponds to the fact that the adaptive sparse grid performs with 71.1% worse
than the regular ones with 72.2% for level 3: The validation set is not a good indicator
to pick suitable values for two critical parameters of the prediction on the test data.
Similarly, picking the overall refinement level in the regular case, the validation data
would suggest to take level 2, which is the worst choice considering the accuracies on
the test data.
Nevertheless, we obtain 72.2% on level 3, which is not a bad result. In [51], 71.8%
are reported for the sparse grid combination technique using piecewise d-linear basis
functions, and 72.5% using linear simplices, which indicates that simpler basis functions
are beneficial in this setting. We perform better than linear Support Vector Machines
(70.0%), but significantly worse than non-linear ones (73.7%) [46]. Note that if we
determine only the number of adaptive refinement steps (and not the regularization
parameter) independently for each fold on the validation set, we obtain higher accuracies,
e.g. 72.7% choosing λ = 0.01. Furthermore, selecting a common adaptive refinement for
all folds via cross-validation on the whole data set (and thus building knowledge about
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all data points into the classifier), we can obtain accuracies on the test set of more
than 76% after a few refinement steps [97]; the same way, the results obtained for the
dimensionally adaptive combination technique can be improved to 73.9% [51].
It can be concluded that it is difficult to determine parameters for the adaptive refinement in an automatic way if the data set is both too small and too noisy. To avoid
overfitting, which can then be expected to occur right from the beginning of the refinement process, further penalties have to be introduces, e.g. prohibiting the creation
of basis functions that have too few data points within their support; the standard
surplus-based refinement strategy is not sufficient in such a case.

5.2.4. Optical Recognition of Handwritten Digits
The fourth data set has been taken from the UCI repository [3], consisting of 3823 data
points for training and 1797 to test on. The aim is to optically recognize handwritten
digits, discriminizing the digits 0–9. Originally, the digits have been written on a 32 × 32
checkerboard pattern. For each of the fields it was measured whether the pen touched
it or not, leading to 1024 binary features. In a preprocessing step, 4 × 4 patterns have
been compressed to a single “gray value” by counting the number of touched fields. A
data point is therefore a 64-dimensional vector ~xi , xi,j ∈ {0, 1, . . . , 16}, j = 1, . . . , 64, see
Fig. 5.8 for some examples.

Figure 5.8.: Optical recognition of handwritten digits [88], some example data points.
To tackle the multi-class classification problem, we could introduce ten distinct function
values as class target labels, for example the values of the digits, solve the minimization
problem (5.4) and compute a single function. Evaluating the classification function, we
would then cut-off just in-between the target values to assign class predictions to new
data points. This approach yields low accuracies as the quality depends a lot on the
ordering of the target labels. Artificial examples that introduce a lot of noise along the
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classification boundary can be constructed easily, where two regions next to each other
with different class assignments have class values that are not neighboring on the target
axis.
A better approach is to compute ten different sparse grid classification functions fi (~x),
i = 0, . . . , 9, discriminizing digit i from the others. To obtain a class prediction, we can
make use of the fact that—in contrast to some other types of classification algorithms
such as decision trees—each fi is real-valued, and consider fi (~x) as a measure of confidence of fi in the class prediction for digit i. This makes sense, as the confidence in
a correct prediction is low close to the separation manifold and high in regions where
a neighborhood belongs to the same class. Note that, in general, regularization with
the Laplacian leads to function values which are more meaningful as a measure of confidence, especially within regions belonging to the same class, as the functions obtained
are smoother in an intuitive sense; but in 64 dimensions, we cannot afford computing
the Laplacian any more.
If the target label of class i is +1 each, we can then predict the target j for new data
points ~x straightforward as
arg max fj (~x).
j∈{0,...,9}

An optimized combination of the functions (that takes into account the frequency of
data points belonging to a certain class, e. g.) could further improve the accuracy.
Even without more sophisticated techniques, the accuracy on the data set is already
competitive. Table 5.3 shows the performance of sparse grids in comparison to results
taken from two benchmark studies [90, 34]. Only Nearest Neighbor techniques provided
better results than our approach. Note that the accuracy obtained is comparable to
those achieved by humans: The human error rate is usually around 2% classifying optical
digits; compare, e.g., the digits 4 and 9 in Fig. 5.8.
Classification method

Accuracy

k-NN
Adaptive Sparse Grids
RBF-DDA Networks
Support Vector Machines
AdaBoost
MLP

98.00%
97.74%
97.45%
97.27%
95.33%
89.05%

Table 5.3.: Comparison with two benchmark studies [90, 34] for the optical digit
recognition.

Again, using adaptive refinement was crucial: For example, to be able to distinguish the
digit 2 well enough from the others, the sparse grid had to be refined until the first grid
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points on level 5 were created. Whereas a 64-dimensional regular sparse grid up to level
5 has 12,638,213 degrees of freedom—clearly exceeding the size of the training data—,
the adaptively refined grid consisted only of 1,760 grid points and was therefore able to
generalize well from the given data, i. e., to provide good predictions on new data points.

5.2.5. Musk1 Data Set
Another classification task deals with separating musk molecules from non-musk ones
[88]. The rather small musk-version-1 data set (476 data points) consists of 166 attributes that describe mainly distance features of conformations of the molecules. For
this data set we conducted a benchmark study [74], comparing 45 classification and
meta-classification algorithms provided by the WEKA toolkit [123], 38 of which were
able to tackle the musk data set. To this end, we made use of the flexibility of the sparse
grid toolkit, interfacing the sparse grid classifier as a Java class in WEKA, thus using
the sparse grid toolkit from within Java.
For all algorithms the two most critical parameters (if available) have been optimized
by a search algorithm to determine a good choice of values within reasonable ranges.
As this had neither been tailored for the sparse grid technique nor for any other one,
the heuristics did not guarantee to find “the” optimal parameter set—but for all tests
conducted on a lot of benchmark data sets they usually did find a reasonably good one.
The results for the musk classification task were obtained by performing ten times tenfold cross-validation. Figure 5.9 shows the mean accuracy and the standard deviation
over all 100 subtasks for the nine best algorithms. The sparse grid classification shows
a competitive performance (88.83% ± 4.72% accuracy), even though the setting is very
challenging: Starting with 333 grid points on level two, training on only 283 data points
each, we already have more unknowns than function values. A higher degree of smoothness is needed to avoid overfitting, and only very few refinements can be spent—we
therefore refined at most twice. Comparing the standard deviation, sparse grids have
the second lowest one within the top ten algorithms, indicating a good robustness of the
classification. If we had selected a smaller parameter range around λ = 0.01, we would
have even obtained accuracies of about 89.77% ± 4.51% which indicates that there could
still be room for improvement.
Considering the run-time for the classification task, reaching with 166 dimensions the
limit in terms of dimensionality so far, the sparse grid classifier took more time than
the other classification algorithms, of course. Including 10 × 10-fold cross-validation,
adaptivity and parameter search with a validation set, it took us about 1220 h (serial
execution time) altogether. This comprised roughly 296,000 iterations of a conjugated
gradient solver (un-preconditioned). In contrast, the fastNN Neural Network classifier
took only 11 h, the Support Vector Machine implementation (libSVM) with Gaussian
kernels about 5 h, and most of the other classification algorithms even less. Note that
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Figure 5.9.: Benchmark study (best nine out of 38 algorithms) for the 166-dimensional
musk1 data set, UCI repository, 10× 10-fold cross-validation results.
there is clearly room for improvements, as our code is rather general and not optimized
just for classification purposes; applying a better, preconditioned, non-Java solver should
reduce the run-times, for example. Note further that we have been dealing with a
rather small data set. If the amount of training data is big enough, sparse grids can
outperform most other methods, as our algorithms scale only linearly in the number
of data points—in contrast to quadratically or even worse as it is the case for most
conventional classification algorithms.
If we preprocess the data set and reduce the dimensionality by principal component
analysis (PCA), keeping 95% of the variance, we obtain a problem which is only 35dimensional. Sparse grids yield even better results in this setting, see Fig. 5.10: We can
refine more often before the number of grid points exceeds the number of data points.
Therefore adaptivity can better adapt to the structure of the underlying function. Again,
the standard deviation is lower than for most of the other classification algorithms.

5.2.6. Discussion
In this section, we have shown the potential of the classification with spatially adaptive
sparse grids for a range of characteristic classification examples which have been selected
as they demonstrate certain properties of adaptive sparse grids: The checkerboard data
set visualizes the advantage of using the extrapolating basis functions in conjunction with
adaptive refinement. The artificial Ripley data set exhibits characteristics of real-world
classification tasks containing noise. For this data set, spatially adaptive refinement
results in higher accuracies than a mere dimensionally adaptive one, as only the relevant
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Figure 5.10.: Benchmark study (best nine out of 38 algorithms) for the musk1 data set,
UCI repository, after reduction to 35 dimensions with PCA, keeping 95%
of the variance, 10× 10-fold cross-validation results.

regions are refined, avoiding local overfitting. The medical Bupa liver data set shows
limitations of an adaptive refinement: The data set is too small and noisy, and it is
therefore merely impossible to determine the critical parameters (λ and the number of
adaptive refinement steps) withholding part of the data for the purpose of parameter
validation.
The task of optical digit recognition demonstrates that the function value of the classifier
can be taken as a measure of confidence in the quality of the prediction; thus, several
binary sparse grid classifiers can be combined to build multi-class ones. Finally, the
musk1 data set shows the highest-dimensional classification task which has been solved
using sparse grids. Despite the high dimensionality of the feature space, we obtain
competitive results with respect to the classification accuracy.
Further data sets from the UCI repository [3] have been studied [74]. On all classification
problems with only numerical or binary attributes and feasible dimensionalities which
have been available at that time, ranging from 4 to 60 dimensions, sparse grids have
been the only method being always in the top 11 out of 38 (meta-)classification methods
available in the WEKA toolkit, even though we did not tune the benchmark in favor of
sparse grids. This further supports the observation that sparse grids are rather robust
in contrast to most other methods; usually they are not the best method for a single
classification task but among the best ones.
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5.3. Refinement Criterion and Error Measure
As demonstrated, benchmark examples show that classification tasks can be successfully
tackled with adaptively refined sparse grids—even though only a direct, surplus-based
refinement strategy has been used so far. In contrast to tasks such as interpolation
(Chap. 4) or regression (Chap. 6), there is no straightforward criterion for adaptive refinement which directly targets the error we want to minimize, the classification error.
Thus, to look for better refinement criteria and to gain deeper insight in the mechanisms
leading to the competitive performance using the mere surplus-based refinement, indicator functions that have a simple structure, but still exhibit typical characteristics of
classification functions, have been studied. Even though the following examples are of
rather academic nature, the results illustrate the potential for further improvements.
As described in Sec. 2, the error estimates for piecewise d-linear interpolation and quadrature for regular sparse grids hold only for sufficiently smooth functions. Although the
decision functions in real-life applications are unknown, we know that they are obviously
non-smooth functions—they are even discontinuous, jumping from the class label −1 to
+1 at the manifolds separating the two classes. Therefore, the classical estimates do not
hold. Adaptivity has to be used to cope with the discontinuities and to maintain good
convergence rates.
Let us assume that we sample our function f at an equidistributed sequence of points
S. If we spendP
more and more evaluations, then the minimization of the point-wise
xi ))2 in (5.4) approaches (for m → ∞) the minimization
error term 1/m m
i=1 (yi − fN (~
of ||f − fN ||2L2 . Transferring the setting of classification to the continuous case as well
and restricting ourselves to non-noisy data, we can examine indicator functions that
represent simple classification tasks. To keep things as simple as possible, we restrict
ourselves to indicator functions
f : [0, 1]d → {0, 1}
with Dirichlet zero boundary conditions and a single compact and convex non-zero region. (We deviate from the classical definition with class labels {−1, 1} to avoid any
influence by a certain choice of boundary treatment in the sparse grids basis.) The
separation manifold is then
{~x | f (~x) = 0.5}
and not, as in the original formulation, at the zero-crossing.
Solving the continuous
counterpart of (5.4), we are looking for the so-called best approxPN
imation fN = i=1 αi ϕi with respect to the L2 -norm plus a regularization term in some
sparse grid space VN ,
!
N
X
arg min ||f − fN ||2L2 + λ
αi2 ,
fN ∈VN
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and have to solve the linear system
(B + λI) α
~ = ~b
with (B)ij = hϕi (~x), ϕj (~x)iL2 and bi = hf (~x), ϕi (~x)iL2 .
The pure surplus-based refinement strategy is known to tend to minimize norms such as
the L2 -norm of the error; therefore it is clearly a good choice for numerical interpolation
and quadrature. But for binary classification, the aim is rather to minimize what we
call the data mining error, i. e. the misclassified volume within the feature space—and
not the L2 -norm.
To measure the data mining error, we define the best approximation indicator function
as in [93] to be
(
0, fN (~x) < 0.5 ,
fNInd (~x) :=
1, fN (~x) ≥ 0.5 .
The data mining error is the set

X err := ~x | fNInd (~x) 6= f (~x) ,
the misclassified volume of the feature space.
For a given indicator function f and a regularization parameter λ we can then compute
the best approximation fN by solving the system of linear equations and inspect the
error. Having an infinite non-noisy training data set, the quality of the solution is far
less sensitive to the choice of λ than in the non-continuous classification setting. In the
following, we can even set λ = 0 and neglect the regularization term: Finding the best
approximation with respect to the L2 -norm is a well-posed problem.
In low dimensionalities, we can compute the error terms numerically. For example, we
can use Marching Squares (or Marching Cubes, respectively) or octrees to determine the
misclassified volume; Fig. 5.11 depicts the computation of the data mining error around
the corners for the indicator function f♦ we will introduce later on and its paraxial
version. In higher dimensionalities we can still approximate the error stochastically with
Monte-Carlo or Quasi-Monte-Carlo methods.
Looking at the two-dimensional paraxial indicator function
(
1, ~x ∈ [0.15, 0.85]2
f (~x) :=
0, else
we can observe a few properties, see Fig. 5.12. Due to the √
violation of the smoothness
requirements, the L2 error converges slightly worse than O( h)—and much worse than
in the smooth case with O(h2 (log 1/h)d−1 ). Fortunately, the convergence of the data
mining error is much better, about O(h). But for this measure (which is not the norm
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Figure 5.11.: Two examples depicting the Marching Squares algorithm to determine the
data mining error around the corners of two indicator functions. Shown
are some of the marching squares on coarser levels, and the positive and
negative data mining error for the whole indicator function obtained for a
regular sparse grid of level 5.
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Figure 5.12.: Convergence of the L2 error and the data mining error for the indicator
function f and both regular and adaptive sparse grids.
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Figure 5.13.: Convergence of the data mining error for the indicator function f for
regular sparse grids and both the surplus-based and the edge-detection
strategy refinements.

from the minimization problem), spending more grid points does not necessarily lead to
a better accuracy: The error can increase, depending on how the separation manifold is
located relative to the sparse grid structure.
If we start with a regular grid (here for level 5) and employ the straightforward, surplusbased refinement strategy, refining 10% of the grid points in every step, then we can
even cope with the discontinuities to a large extent: The convergence of the data mining
error is about in O(h2 ); the L2 error improves to (roughly) about O(h).
Still, the refinement criterion does not target the data mining error, and so there is plenty
of room for improvement. It enforces the reduction of the L2 -norm in regions belonging
to the same class, guaranteeing a close fit in those regions as well. In a context where
the priority is to represent a discontinuity as good as possible, this should be avoided.
Refining primarily along the separation manifold requires refinement along the jumps;
the adaptivity has to somehow detect them.
Investigating the individual surplusses αi as well as the accumulated contributions of the
subspaces W~l for several indicator functions [94], we examined different strategies for the
refinement criteria. First, we have implemented a very greedy refinement strategy, where
we pick the refinement candidate which reduces the error measure most. Even though
we spend a lot of effort—we have to refine our grid for every possible grid point, compute
how much this reduces the overall data mining error for all those grids, and pick the
best one—we usually run into local minima until a very high grid-level is reached locally
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before refining in other, more critical regions.
To demonstrate the potential of criteria for adaptive refinement, we have implemented
an edge-detection strategy, as further observations reconfirmed that the orientation of
the separation manifold plays an important role. Due to the tensor product structure,
basis functions with a long, narrow support (~l ≈ (1, . . . , 1, n, 1, . . . , 1)T ) are better suited
to approximate paraxial edges, but basis functions with a more quadratic support (~l ≈
(n, . . . , n)T ) are needed for non-paraxial edges.
For each refinement step we proceed as follows: First, we examine all grid points for a
given level n with a nearly quadratic support. We then determine (using our knowledge
about f ) whether each of them is crossed by a non-paraxial edge and create it if this
is the case. Then we proceed likewise with the basis functions with long support and
approximately paraxial edges. (As we are dealing with simple indicator functions, we do
not have to consider so far to what extent jumps are “approximately” paraxial or not.)
Note that for the grid points in question the hierarchical ancestors (that are needed to
determine the hierarchical surplus in the new grid point) in the sparse grid structure do
not have to exist yet and that they may have to be created if the corresponding grid
point is selected for refinement.
Here, we use our knowledge about the indicator functions to easily determine whether
and how the separation manifold intersects a basis function. However, if we have no
knowledge about the underlying function, we can still compute the function values of
the current sparse grid function fN at the corners of the support to determine it. Furthermore, this can be done hierarchically recursive in an octree-like manner.
Figure 5.13 shows the classical surplus-based refinement criterion in comparison to the
edge-detection strategy for the same indicator function f . As f is paraxial (apart from
the corners), the long basis functions are preferably selected. The resulting sparse grid
can quickly adapt to the separation manifold, providing an outstanding convergence of
the data mining error.
Of course, the contour line f (~x) = 0.5 is neatly aligned to the main axes of the sparse
grid and we cannot expect the convergence to behave as good in the general case: If the
underlying functions have some kind of tensor product structure, they are better suited
for sparse grids. The (again two-dimensional) indicator function
(
1, |x1 − 0.4| + |x2 − 0.4| < 0.2
f♦ (~x) :=
0, else
is completely non-paraxial and not centered. It can be obtained by rotating the non-zero
square of f by 45 degrees, scaling and translation.
As expected, neither the L2 -errors nor the data mining errors converge as well as in
the previous example, see Fig. 5.14. Still, there is some gain in both error measures
by choosing the edge-detection strategy rather than the surplus-based one. In high-
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dimensional settings, the jump detection as described above has to be substituted by a
simpler algorithm: Looking at all corners of the support would introduce a factor of at
least O(2d ).
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Figure 5.14.: Convergence of the L2 error and the data mining error for the indicator
function f♦ for regular sparse grids and both the surplus-based and the
edge-strategy refinements.

Finally, and to give an indication that a similar behavior can be expected in higherdimensional settings, we show the data mining error for the indicator function
(
1, ~x ∈ [0.15, 0.85]d
fd (~x) :=
0, else ,
see Fig. 5.15 for d = 2, 3, 4. The introduction of additional corners, edges and hyperplanes does not harm the overall behavior, as the setting is paraxial and symmetric in
every dimension. Again, for non-paraxial settings, lower convergence rates are encountered.

5.4. Summary
In this chapter, we showed that in the setting of classification in data mining even up
to 166-dimensional problems can be successfully solved, working directly in the sparse
grid space—at least if the inherent dimensionality of the underlying problem is not
too high, which is the case for many real-world problems in data-driven settings. To
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Figure 5.15.: Convergence of the data mining error for the indicator function fd for
regular sparse grids in up to four dimensions.

this end, the boundary of the feature space has to be treated in a special way and a
simpler regularization operator can be chosen, exploiting the inherent smoothness of the
hierarchical basis.
We showed results for a range of classification tasks which have been selected as they show
distinct properties of spatially adaptive sparse grids in this context. We demonstrated
the competitiveness of the results and addressed strengths and limitations. Multi-class
problems can be solved as well as high-dimensional problems with very few data, demonstrating the robustness of our approach.
For small data sets, the classification has to cope with few information about the problem at hand, regularization is urgently necessary, and the regularization parameter λ
has to be rather large to avoid overfitting. Due to the inherent smoothness of the hierarchical basis, minimizing the Euclidean norm of the surplus vector is as effective as
the minimization of the gradient. Furthermore, the number of the adaptive refinement
steps that can be spend is limited by the size of the data set. For large data sets, the
sparse grid classification scales very well. The regularization parameter λ can be chosen
to be very small and it is easy to find a good value for λ. Highly non-linear separation
manifolds can be resolved with high accuracies.
Whereas it takes more time to compute the classifier in higher dimensional settings
with only few data points than for most other classification methods, the prediction
itself (evaluating the sparse grid function) is fast and the sparse grid classification is
well-suited for vast data sets, scaling only linearly in the amount of data.
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To investigate the potential of better refinement criteria and to examine the effect that
classification functions violate the sparse grids’ smoothness requirements, non-continuous
indicator functions have been studied. Whereas the classical surplus-based refinement
criterion does not target the classification error, but still provides good results, a refinement strategy detecting edges can further improve the convergence of the error quite
significantly—for both paraxial and non-paraxial jumps, but especially in regions where
the problem has tensor-product structure.
To further improve spatially adaptive sparse grid methods in the context of classification,
it has to be argued whether the choice of the error term (minimizing the MSE) is
reasonable: To keep the sparse grid function close to the training data, refinement is
encouraged even in regions belonging to the same class.
Finally, we would like to mention that the sparse grid toolkit we developed can be used
both from within Python and Java for classification.
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Having considered classification as a scattered data approximation problem, it is straightforward to explore the use of spatially adaptive sparse grids for a second, closely related
task in predictive modeling in data mining: regression. Again, we are dealing with a
data-driven problem, but in contrast to classification we are not only interested in an
accurate reconstruction of the underlying function where the class label changes; we
rather aim to recover the underlying function everywhere as good as possible. So far,
only the sparse grid combination technique has been considered in this regard; here, we
introduce spatial adaptivity using sparse grids in regression tasks.
In Sec. 6.1, we briefly state the problem formulation, referencing to Chap. 5 where applicable, and introduce the adaptive refinement criterion we use for regression. Numerical
results for three artificial data sets are presented in Sec. 6.2, comparing different types
of basis functions which have been integrated into our sparse grid toolbox. Section 6.3
deals with a first real-world task from astrophysics, the photometric estimation of the
cosmological redshifts of galaxies. There, a large set of data is available, the structure of
which is not well-suited for regular or dimensionally adaptive sparse grids. We discuss
different refinement strategies for spatially adaptive sparse grids, the best of which result
in very low error rates, and provide measurements of the run-time behavior of sparse
grid regression for large data sets. In Sec. 6.4 we employ sparse grid regression to a
second real-world problem, to option pricing in finance; the brief introduction of which
is also providing the basics for Sec. 7.2. As the B-spline basis functions fulfill special
requirements, they provide good results in this application. Finally, Sec. 6.5 concludes
this chapter.

6.1. The Problem
As in the setting of classification in Chap. 5, we are dealing with a scattered data
approximation problem in a possibly high-dimensional space. Again, we start with a set
of m noisy observations,

m
S = (~xi , yi ) ∈ Rd × R i=1 ,
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this time assuming that they have been directly sampled from a smooth, continuous
multivariate function f : Ω → R, Ω := Rd , a sampling process that has been disturbed
by an unknown amount of noise.
In contrast to classification, the objective is not to learn a manifold which separates
certain regions belonging to different classes, but rather to reconstruct (or estimate) the
unknown function f everywhere as well as possible from the given noisy data.
To deal with noise and to obtain a well-posed, uniquely solvable problem, we proceed as
in Sec. 5.1.1, employ Tikhonov-style regularization [113], enforce a certain smoothness,
and obtain a variational problem as a regularization network ansatz [118]: We are solving
the regularized least squares problem
!
m
1 X
2
(yi − u(~xi )) + λC(u)
(6.1)
u = arg min
m i=1
u∈V
to obtain a good approximation u of f in some function space V defined over Ω.
P
xi ))2 minimizes the MSE on the training
The cost or error function m1 m
i=1 (yi − fN (~
data, guaranteeing closeness of u to the (noisy) function evaluations which are the only
source of information about f . The regularization (or smoothness) functional C(u) has
to be chosen suitably to ensure smoothness of u. The regularization parameter λ controls
the trade-off between error and smoothness.
Of course, we intend to employ spatially adaptive sparse grid discretization, and restrict
ourselves to reconstructions
X
u(~x) :=
α(~l,~i) ϕ(~l,~i) (~x)
(6.2)
~l,~i

of f in some sparse grid space VN ⊂ V of finite dimensionality N spanned by basis
functions ϕ(~l,~i) .
As a suitable cost function, one can choose
C(u) := k∇f k2L2

(6.3)

as in [49], e.g. Alternatively, if employing the direct sparse grid discretization scheme, a
better choice can be the Euclidean norm of the vector of (hierarchical) surplusses,
C(u) := k~
αk22 ,

(6.4)

which is feasible in higher-dimensional settings due to its low computational cost and
usually leads to very similar results, cf. the discussion in Sec. 5.1.2.
In the following, we restrict ourselves to the use of (6.4). Minimization of (6.1) then
results in the linear system


1
1
T
BB + λI α
~ = B~y ,
(6.5)
m
m
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with (B)i,j = ϕi (~xj ), identity matrix I, and the vector ~y of (noisy) function evaluations
yi . Note that in many applications, especially in higher-dimensional ones, we do not
need or cannot spend high levels of discretization; thus we additionally obtain regularization by discretization [87], which can play a role that is at least as important as the
regularization functional.
Once more, we are dealing with finite sets of data points. Therefore, the interesting part
of the feature space can be normalized to fit in Ω := [0, 1]d without loss of generality;
depending on the application the ~xi ∈ S might not stretch up to the domain’s boundary
∂Ω.
Note that the choice of the (mean) squared error as the error functional, measuring the
closeness of the fit, is better motivated for regression than for classification, where it has
to be asked whether the MSE, which is conventionally used, is a good choice. Here, in
the case of a model u to approximate f , e.g. of the form
u :=

N
X

αi ϕi (~x) ,

(6.6)

i=1

depending linearly on the coefficients αi , the Gauss-Markov theorem states that the
ordinary least squares estimator provides the best linear unbiased estimator (BLUE) for
the coefficients under the following assumptions:
a) The errors are uncorrelated,
Cov(ei , ej |x1 , . . . , xd ) = 0 ,

∀i 6= j ,

b) have an expectation value of 0,
E [ei | x1 , . . . , xd ] = 0 ,

∀i ,

c) and same variance (i.e., they are homoscedastic),
Var(ei |x1 , . . . , xd ) = σ 2 ,

∀i .

Thus, the BLUE’s coefficients can be obtained by solving the least squares problem
arg min
u

m
X
i=1

(yi − u(~xi ))2 .

(6.7)

Of course, these assumptions are somewhat idealistic in real-world settings, but they
provide a well-motivated problem formulation for regression tasks; the assumptions do
hold for the artificial data sets in Sec. 6.2.

105

6. Learning Functions from Data (Regression)
Meshless Regression Methods
Due to the curse of dimensionality, typically only meshless methods are considered for
scattered data approximation in the multivariate case [120]. Many depend on some
measure of distance to certain control points or to training data points, and often involve
minimizing the squared error in some way. To briefly sketch the idea behind a few of
them:
• The moving least squares approximation method considers the minimization of the
squared error only locally, assuming local influence of data points. To this end,
a weighting (or distance) function w(~x, ~xi ) is introduced, limiting the influence of
data point ~xi to a (typically compact) local region. This results in the minimization
problem
m
X
(yi − u(~xi ))2 w(~x, ~xi ) .
arg min
u

i=1

• Often, global basis functions φj are employed which are associated to the data
points or a set of control points {~c1 , . . . , ~cN }, and a function
u(~x) :=

N
X

αj φj (~x)

j=1

is computed. A famous example are smoothing splines [40, 118]. In the onedimensional case, they can be computed by solving
Z
m
X
2
2
(yi − u(~xi )) + λ (u00 (~x)) dx ,
arg min
u

i=1

with u stemming from an appropriate reproducing kernel Hilbert space; in the multivariate case the smoothing or regularization functional reads more complicated,
see, e.g., [125].
Often, radial basis functions are employed, thus
u(~x) :=

N
X
j=1

αj φ(k~x − ~cj k2 ) .

Common choices for the kernel function φ are thin plate splines,
φ(r) := r2 log(r) ,
which we will use to compare sparse grid regression results against in Sec. 6.4, and
Gaussian kernels,


r2
φ(r) := exp − 2 ,
2h
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with the so-called bandwidth h controlling the scope of the influence of the control
points. (Gaussian kernels can also be a suitable choice for the weighting function
in moving least squares regression.)
• Furthermore, Neural Networks, especially Radial Basis Function Networks, are
commonly used, as well as Support Vector Regression Machines [39], multivariate
adaptive regression splines (MARS) [45], and many more.

Adaptive Refinement
Employing spatial adaptivity and modified basis functions in higher-dimensional settings
is crucial once again; note that a regular sparse grid of only level 5 in ten dimensions
consists of 13,441 grid points, without spending any of them on the domain’s boundary.
A criterion for adaptive refinement which is better suited than the mere surplus-based
refinement should address the MSE which we want to minimize. Furthermore, the
computation of the refinement criterion should be at most in the same class of complexity
as one iteration of the CG solver.
At each point ~xi of the training data, the local squared error can be computed as
ei = yi − u(~xi ) = yi −

N
X

ϕj (~xi )αj .

(6.8)

j=1

The contribution of a certain basis function ϕj to u(~xi ) and thus to ei depends both
on its function value ϕj (~xi ) and its coefficient αj . To preserve a feasible computational
complexity, we presume
|ϕj (~xi )αj e2i |
(6.9)
as a simplified measure for ϕj ’s share in the squared local error e2i . Accumulating them
for all ~xi results in the total contribution
cj :=

m
X

ϕj (~xi )αj e2i

(6.10)

i=1

of basis function ϕj .
To compute first (6.8) and then (6.10) for all basis functions and data points, we can
resort to the application of the matrices B and B T once more. To this end, we define
the component-wise vector operations



2
2
~
~a. i := ai ,
~a .· b := ai · bi ,
(|~a|)i := |ai | .
i

Determining the error vector ~e as
~e = ~y − u(~x) := ~y − B T α
~,
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we can then compute the vector of local error contributions:

α| .
~c = B ~e.2 . · |~

(6.11)

This requires the application of the matrices B and B T , one subtraction of two vectors,
and three component-wise vector operations; thus less operations than we have to spend
in one iteration of the CG solver. In the following, we refine (unless stated otherwise)
the grid points with the highest corresponding cj first.

6.2. Numerical Results for Artificial Data Sets
We now consider three frequently used artificial data sets, obtained by a random sampling of analytical functions, enriched by normally distributed noise. They have been
introduced by Friedman in [45]:
• The ten-dimensional Friedman1 data set is created by

y = 10 sin(πx1 x2 ) + 20(x3 − 0.5)2 + 10x4 + 5x5 +  .

(6.12)

All ten variables x1 , . . . , x10 are in [0, 1], thus we do not have to normalize this
data set. The function value depends only on the first five variables, the other
five variables serve as noise. The additional noise term  is normally distributed,
N (0, 1).
• The four-dimensional Friedman2 function is

2 1/2
y = x21 + x2 x3 − (x2 x4 )−1
+ ,

(6.13)

with x1 ∈ [0, 100], x2 ∈ [40π, 560π], x3 ∈ [0, 1], and x4 ∈ [1, 11]. The error  is
normally distributed with a high variance, N (0, 125).
• The Friedman3 data set is obtained by computing


y = arctan x2 x3 − (x2 x4 )−1 /x1 +  .

(6.14)

It is four-dimensional again, with x1 , . . . , x4 defined as for the Friedman2 data.
The noise  is N (0, 0.1) and has the lowest variance.

For each of them, we generate data sets with 90,000 data points for training and 10,000
each for validation and testing. The feature space for both the Friedman2 and Friedman3
data sets is normalized to Ω = [0, 1]4 . In the following, we show results for regular and
adaptive sparse grids. To this end, we examine error rates for different kinds of (modified)
basis functions introduced in Chap. 2. Furthermore, we compare with results obtained
for the optimized combination technique, SVM, and MARS in [49]. There, data sets of
about the same size (100,000 for training and 10,000 for testing) have been used. Note
that we cannot compare our results with those from studies such as [86, 13], as they
usually use much smaller data sets with just a few hundreds of points, which results in
MSEs that are much higher.
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λ
1
10−2
10−4
10−6
10−8

l = 2, |grid|=21

l = 3, |grid|=241

l = 4, |grid|=2,001

tr. – val. – te.

tr. – val. – te.

tr. – val. – te.

21.330–21.314–21.618 15.979–16.110–16.327
3.435–3.394–3.424
1.402–1.397–1.405
3.030–2.971–2.987
1.086–1.080–1.066
3.030–2.971–2.986
1.086–1.080–1.065
3.030–2.971–2.986
1.086–1.080–1.065

10.936–11.165–11.249
1.214–1.232–1.249
0.976–1.011–0.999
0.975–1.011–0.998
0.975–1.011–0.998

Table 6.1.: Accuracies (MSE) on training (tr.) data (90,000 data points), validation
(val.) data (10,000), and test (te.) data (10,000) for the Friedman1 data set.
Regular sparse grids of different level and for different λ using modified linear
basis functions (2.16) have been used.

Friedman1 Data Set
Table 6.1 shows the MSE on training, validation and test data. Regular sparse grids
of level 2 to 4 and a range of regularization parameters, λ = 10−k , k = 0, 2, 4, 6, 8,
have been used. For large values of λ, too much emphasis is put to the regularization
operator; for level 2, the coarse discretization regularizes too much, the discretization
error is larger than the noise. But already for level 3 and λ ≤ 10−4 , we obtain very
good results. Increasing the level to l = 4, the sparse grids perform as good as it can be
expected: In the limit of infinitely many data points, the best possible MSE is 1.0 for
the Friedman1 data. As we are dealing with finite sets of data, small deviations, both
positive or negative, can occur even for exact reconstructions of the underlying function.
On level 5, overfitting starts to occur, reducing the MSE on the training data to 0.078,
but increasing the MSE on the test data to 3.808 for λ = 10−4 , e.g.
Note that, due to the large size of the data sets, we obtain almost exactly the same
accuracies on the validation data and the test data. It is by pure chance that for the
data set used in this experiment the error rates are lower on the test data than on the
validation data for a low degree of regularization and vice versa for a high one; they
could be just exchanged. In the following, we therefore restrict ourselves to reporting
the MSE on the test data and leave out the accuracies on the validation data.
Here, we have employed different types of (modified) basis functions as described in
Chap. 2, all extrapolating towards the boundary. Besides the piecewise linear basis
functions (2.16), we use piecewise polynomials (without limiting the polynomial degree,
cf. Sec. 2.5), Mexican hat functions (2.23), and B-splines of different degree (2.28). For
all of them, we obtain very similar results, see Tab. 6.2 for the best result with respect to
the same combinations of level and λ than before. Mexican hats perform slightly worse
than the others, B-splines reveal the best performance. The main notable observation is
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(modified) basis functions
linear
polynomial
Mexican hats
B-splines, degree 3
B-splines, degree 6

λ

level

10−6
10−6
10−6
10−6
10−6

|grid|

4
4
4
4
3

2,001
2,001
2,001
2,001
241

tr. (MSE) te. (MSE)
0.975
0.974
0.984
0.973
1.008

0.998
0.998
1.006
0.995
0.990

Table 6.2.: Accuracies (MSE) on training and test data for the Friedman1 data set for
regular sparse grids. We show the results for the best parameter set for
different types of basis functions.

that B-splines of higher degree require one level less to evidence the lowest MSE on the
test data; for them, overfitting starts already on level 4. Note that λ = 10−6 has been
automatically selected for all of them.
More interesting are the results employing adaptivity, see Tab. 6.3. For all of them,
we have picked λ = 10−6 , as this has been the best choice for all basis functions using
regular sparse grids. Starting with a regular grid of level 2, one or several basis functions
with the highest contribution to the squared error (6.11) are refined per refinement step,
until overfitting is detected by an increase in the MSE on the data used for validation.
In all but two adaptive test cases, this resulted in a lower MSE than for the best regular
sparse grid.
Using the linear basis functions, we show results for different numbers of grid points per
refinement step. Refining 10 or less per refinement step, we obtain the same accuracies,
but after different numbers of refinements. Refining more than 10 at once leads to a
higher MSE on the test data. This coincides with the fact that five variables are noise
for the Friedman1 data, and no refinement should be spent in those directions. Starting
with a regular grid of level 2, we can refine at most 10 grid points in the five dimensions
which are meaningful.
Regarding the adaptive results, it could be concluded that the adaptive refinement automatically detects the meaningful dimensions and neglects the others. Examining the
grid which we obtained refining only one grid point per refinement step, exactly this
can be observed. The 490 grid points are exploiting the Friedman1 function’s properties
very well; we show the full range of projections of the grid on the coordinate planes
in Fig. C.1 in the appendix. The first two dimensions x1 and x2 are correlated, and
most refinement is spent to resolve the x1 and x2 axes as well as the x1 -x2 -plane. The
Friedman1 function is quadratic in x2 and linear in x4 and x5 , which is also reflected by
the refinement, spending less grid points in the latter two dimensions than in dimension
x2 , and especially no further refinement in joint directions. Finally, and as desired, no
refinement at all is done in the remaining five dimensions representing noise. Thus, it
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(modified) basis
linear

polynomial
Mexican hats
B-splines, degree 3
B-splines, degree 6

# adapt

# steps

1
5
10
20
1
10
1
10
1
10
1
10

24
5
2
2
6
3
6
2
9
2
10
3

|grid| tr. (MSE) te. (MSE)
490
490
373
620
128
603
128
373
177
373
177
451

0.987
0.987
0.990
0.988
2.031
0.984
2.048
0.990
1.011
0.989
1.000
0.988

0.978
0.978
0.978
0.982
1.999
0.976
2.010
0.977
0.990
0.978
0.980
0.976

Table 6.3.: Accuracies (MSE) on training and test data for the Friedman1 data set for
adaptive sparse grids with different types of basis functions and λ = 10−6 .
The number of adaptive refinement steps (# steps) has been determined
automatically on the data used for validation; # adapt grid points are refined
per refinement step.
can be concluded that our refinement strategy is inherently dimensionally adaptive, at
least for the Friedman1 data set.
Interestingly, the criterion for adaptive refinement is more robust using linear basis
functions than for polynomial or Mexican hat ones. There, refinement gets stuck and
cannot detect where to refine automatically. Refining more than one grid point each, we
obtain very good results as for the others. But for the polynomial basis functions this
requires to spend more grid points. Note that it is a coincidence that the error on the
test data is a little bit lower than the error on the training data, just before overfitting
occurs.
Compared to the results reported for the opticom (1.340 on level 3), SVM (1.148) and
MARS (1.205), the results obtained for both regular and adaptive sparse grids are significantly better.

Friedman2 Data Set
For the second data set, the best MSE that can be obtained on the test data in the limit
of infinitely many data points is 1252 = 15,625. Already low levels for regular sparse
grids are sufficient to obtain error rates that are close to 15,625. Identifying the best
level-λ pair, increasing the level until overfitting can be observed, and selecting the best
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(modified) basis functions
linear
polynomial
Mexican hats
B-splines, degree 3
B-splines, degree 6

λ
10−6
10−6
10−6
10−6
10−6

level |grid| tr. (MSE) te. (MSE)
3
3
3
3
3

49
49
49
49
49

15,596
15,594
15,615
15,595
15,593

15,687
15,686
15,707
15,686
15,685

Table 6.4.: Accuracies (MSE) on training and test data for the Friedman2 data set for
regular sparse grids. We show the results for the best parameter set for
different types of basis functions.
λ ∈ {100 , 10−2 , . . . , 10−8 } on data used for validation as before, we obtain the lowest
MSEs on the test data for level 3 with only 49 grid points and λ = 10−6 , see Tab. 6.4.
Here, all results are very close to each other; showing once again error rates which are
close to the theoretical error. Employing adaptivity does not help any further. Starting
with level 2, the adaptive refinement criterion basically creates a regular grid of level
3, and then overfitting sets in. Therefore, we do not provide adaptive results. This
corresponds to the fact, that error rates for the opticom (15,460, level 3), the SVM
(15,400), and MARS (15,770) are reported which are all close to 15,626 and comparable
to our results.

Friedman3 Data Set
For the third Friedman data set, the expected MSE is 0.01, we thus report all error rates
multiplied by a factor of 102 . In contrast to the previous example, we reach level 6 for
regular sparse grids before overfitting can be observed. Again, the error rates are close
to the theoretical optimum.
Due to the fine discretization, a higher degree of smoothness is required and selected
(λ = 10−4 ) than in the previous examples. Higher order basis functions can benefit, as
they are not restricted to low levels: polynomial basis functions and B-splines of degree 6
outperform the other basis functions. Similarly, adaptive refinement can further reduce
the mean squared errors. Requiring five times less grid points as the regular ones, they
further reduce the error rates significantly.
Surprisingly, the modified piecewise d-linear basis functions outperform the B-spline basis
functions, and the B-splines of degree 3 are better than the degree 6 ones. The criterion
for adaptive refinement seems to be better suited to the linear and polynomial basis
functions; the scope of the B-splines might not be local enough for this task. Compared
to the mean squared errors for the opticom (1.333, level 4), SVM (2.747), and MARS
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(modified) basis functions

λ
10−4
10−4
10−4
10−4
10−4

linear
polynomial
Mexican hats
B-splines, degree 3
B-splines, degree 6

level |grid| tr. (MSE×102 ) te. (MSE×102 )
6
6
6
6
6

2,561
2,561
2,561
2,561
2,561

1.019
1.001
1.019
1.017
1.016

1.066
1.049
1.068
1.055
1.047

Table 6.5.: Accuracies (MSE) on training and test data for the Friedman3 data set for
regular sparse grids. We show the results for the best parameter set for
different types of basis functions.

(modified) basis
linear
polynomial
Mexican hats
B-splines, degree 3
B-splines, degree 6

# adapt

# steps

10
10
10
10
10

7
8
7
7
7

|grid| tr. (MSE×102 ) te. (MSE×102 )
463
509
471
456
470

1.0010
1.0020
1.0037
1.0050
1.0054

1.0101
1.0092
1.0095
1.0108
1.0114

Table 6.6.: Accuracies (MSE) on training and test data for the Friedman3 data set for
adaptive sparse grids with different types of basis functions and λ = 10−4 .
The number of adaptive refinement steps (# steps) has been determined
automatically on the data used for validation; # adapt grid points are refined
per refinement step.
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sparse grids
data set

regular adaptive opticom

SVM

MARS

Friedman1
Friedman2
Friedman3 (×10−2 )

0.990
15,686
1.047

1.148
15,400
2.727

1.205
15,770
1.445

0.976
15,686
1.0101

1.340
15,460
1.333

Table 6.7.: Summary of the best accuracies (MSE) on test data for the Friedman data
sets for both regular and adaptive sparse grids, and results for the opticom,
SVM, and MARS taken from [49].
(1.445), we obtain an improvement that is even bigger than that for the Friedman1 data
set.
Finally, before getting on to a first real-world example, we summarize the best results
obtained for both regular and adaptive sparse grids (mixing all the different types of
basis functions) and the results for the opticom, SVM, and MARS taken from [49].

6.3. Photometric Estimation of Cosmological Redshifts
Up to now, we have only considered artificial problems for regression. In this section, we
study a first real-world regression task taken from astrophysics, the photometric estimation of the cosmological redshifts of galaxies. It is a challenging task with a moderate
number of dimensions, especially due to the size of the data set and the number of grid
points that can be spent. In the following, we first describe the problem we are dealing
with. Then we get our hands on the regression problem. We discuss regularization and
compare different strategies for adaptive refinement. Then we compare our approach
against other benchmark results, showing the competitiveness of adaptive sparse grids
for this problem. Finally, we study the run-time behavior of the implementation in our
sparse grid toolbox, before wrapping up this section.

6.3.1. The Problem
Roughly speaking, a redshift is an effect which is similar to the well-known Doppler
effect in acoustics: The sound of an emergency service car changes its pitch when moving
quickly towards or away from us, i.e., the frequency of the acoustic wave changes from
the point of view of a stationary observer. A similar phenomenon can be noticed for
visible light on a much bigger, astrophysical scale. If a galaxy, star, or quasar moves
quickly away from our earth, we measure its light with a longer wavelength than emitted.
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The visible light is shifted towards the red spectrum, and such a shift is, thus, called
redshift. Of course, there are more factors influencing the redshift than mere speed: the
expansion of space, and the influence of gravity, e.g. The first optical Doppler redshift
was described as early as 1848 by Armand-Hippolyte-Louis Fizeau [44], who attributed
the displacement of a spectral line from its normal position to the motion of its source,
see Fig. 6.1 for an illustration.

400 nm

700 nm

Figure 6.1.: Certain wavelengths are absorbed in the continuous spectrum of light emitted by a star. We show a fictive spectrum as it would be observed right next
to the star (top) and as observed from the earth (bottom). The shift in the
spectrum (caused by different effects) can be observed by the shift of the
spectral lines (missing frequencies); the star would be moving quickly away
from us.

Later, it was discovered by Hubble [70] that the velocity with which galaxies veer away
from earth is related to their distance. Hubble’s Law describes this relation. It was
found out that the redshift of galaxies is due to the expansion of space; for galaxies close
to us, this can be interpreted as Doppler shift from the galaxies moving away from us.
It is thus referred to as cosmological redshift. These observations allow cosmologists to
estimate the distance of galaxies due to their observed spectra.
Spectroscopic redshift measurements, determining the cosmological redshift due to the
shift of spectral lines as indicated in Fig. 6.1, provide accurate data, but are difficult to
obtain. Especially distant galaxies are too faint, and spectra are hard to be obtained, as,
for example, data has to be gathered over a long time-span to obtain a reasonably high
signal-to-noise ratio. In 1962, Baum proposed to use photometric data (measurements
through optical filters) to estimate redshifts [11], a technique which became, after roughly
20 years of skepticism, increasingly popular and in recent years the method of choice.
Photometric data allows to estimate redshifts (and therefore the distance) for large
numbers of even faint galaxies, as shorter measurements are sufficient. On the other
hand, the estimates are usually less accurate, leading to a higher amount of uncertainty
in the data collected. They have a lower resolution in the wavelength than classical
spectroscopic measurements due to the use of optical filters which comprise certain
wavelength intervals.
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All this raises the question, whether it is possible to estimate the redshift of galaxies
using photometric measurements, and how well one can generalize from known data.
Here, regression comes into play, predicting the redshift based on a set of known data
(properties of known galaxies and their corresponding redshift). In contrast to many
other real-world benchmark problems, this task has the charm of being a rather huge
data set: The Sloan Digital Sky Survey (SDSS) maps about a quarter of our sky with
the help of a purpose-build telescope. The SDSS data base [1] meanwhile contains about
930,000 galaxies, 120,000 quasars, and 460,000 stars.
CCDs on a 2.5 m telescope at the Apache Point Observatory, New Mexico, observe the
sky through five optical filters, thus obtaining images with the average wavelengths 355,
469, 617, 748, and 893 nm. Five parameters (u, g, r, i, and z) specify the magnitudes
(which is a measure of the brightness of the object in the wavelength-bound defined by
the corresponding filter), which are computed out of the respective images.
The images obtained are automatically evaluated and enriched with additional information, leading to further attributes. Additionally, spectroscopic data is provided where
available, leading to further attributes such as zConf, a confidence value for the spectral
redshift, eClass, the spectral type of a galaxy (which is estimated via Principal Component Analysis out of spectroscopic data), and, of course, zspec , the spectroscopically
determined redshift, which is our target value. The aim is, thus, to replace zspec by a
redshift prediction based only on photometrically obtained parameters.

6.3.2. Experiments
To be able to obtain results which can be evaluated against other methods, we restricted
ourselves to the redshift estimation of galaxies and (mainly) to data release 5 (DR5)
[1], but we provide results on the more recent data release 7 (DR7) as well. We had
to consider only galaxies with a confidence value zConf > 0.95 and close galaxies with
a spectroscopic redshift of zspec ≤ 0.5. Selecting the data entries where all attributes
of interest have valid entries (eliminating those with missing zspec attribute, e.g.), we
obtained 431,909 data points for DR5, and 632,893 for DR7. Even though we tried to
keep as close as possible to [119], our final data set on the same release (DR5) contained
31,980 data points more than theirs.
To normalize the data set to Ω = [0, 1]d , we scaled the feature space linearly to fit in
Ω. In contrast to the artificial data sets used in the previous section, the redshift data
covers only a small part of the feature space, compare the projections in Fig. C.2 in
the appendix. Even worse, the data lies on a diagonal of the feature space, with regard
to three dimensions on a narrow stripe. It is thus not well-suited for sparse grids; the
attributes are highly correlated: Transforming the feature space so that the principal
components are aligned to the sparse grid axis would lead to a data set which is better
suited; for a general use of the adaptive method, problem specific preprocessing should
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be avoided.
Keeping the data set as it is, urgently requires to employ adaptive refinement; regular
sparse grids spend most of the grid points in regions without any data. Using the
modified basis functions, it can be expected, that only few grid points are spent in
regions with few or no data. In the following, we restrict ourselves to the use of (modified)
piecewise d-linear basis functions.
We are interested in the minimization of the root mean square error (RMSE), σrms ,
s
Pm
√
xi ) − f (~xi ))2
i=1 (u(~
,
σrms := MSE =
m
which is a measure frequently used to estimate the quality of regressions. Therefore, we
minimize the MSE as before. As the data set is huge, we can expect very similar results
for different regularization terms (cf. the discussion in Sec. 5.1.2); if we spend a lot less
grid points than we have data points available, each basis function will very likely be hit
by several data points. We can thus use the simple regularization functional as in (5.4),
minimizing the Euclidean norm of the vector of hierarchical surplusses α
~ , and solve
!
m
1 X
u = arg min
(yi − u(~xi ))2 + λk~
αk22 .
(6.15)
m
u∈V
i=1
Unfortunately (at least from our point of view: sparse grids become more and more
competitive to other techniques in terms of execution time if the size of the data set
increases), it does not matter a lot whether the full data set with 431,909 entries or a
smaller subset is used. Taking 40,000 data points or more, we were not able to measure
any significant difference in accuracy any more. Similarly, it did not make a significant
difference in terms of accuracy whether separate data sets for validation and testing have
been used, and we thus report only accuracies on the data to test on. But, of course,
taking twice as many data points doubles the time required for training. Therefore
we restrict our data sets for training, validation and testing purposes in the following to
60,000 entries each. As a selection of 60,000 data points for testing is quite representative
for the whole data set, we do not have to use cross-validation to assess the accuracy of
the sparse grid regression; a simple test set suffices.

Sensitivity to Regularization
Having plenty of data available, it can be expected that the MSE obtained on the data
is not very sensitive to the choice of the regularization parameter λ. In Fig. 6.2, we
show the MSE on the test data during adaptive regression for regularization parameters
λ = 10−i , i = 3, . . . , 9. Starting with a regular sparse grid of level 2, we refine 100 grid
points per refinement step until more than 20,000 grid points have been created. The
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resulting surface of the MSE exhibits few oscillations and is very smooth, unlike as those
obtained for small classification data sets in Chap. 5.

0.0012
0.0010
MSE 0.0008
0.0006
0.0004

0
10000
−9

1⋅10

1⋅10−8 1⋅10−7

1⋅10−6 1⋅10−5
1⋅10−4 1⋅10−3
λ

20000

|grid|

Figure 6.2.: Map of the sensitivity of the MSE on the test data with respect to the choice
of the regularization parameter λ. It can be clearly seen that there are no
local minima, and that the exact choice of λ is not very critical.
For λ ≥ 10−3 , too much regularization is employed, but for smaller λ, the exact choice
does not matter; at least for the first refinement steps. If the discretization gets too
fine, overfitting starts to occur if λ is chosen too small. Furthermore, almost the same
numbers of grid points are reached for different values of λ after each refinement step
for roughly the first 9,000 grid points, even though adaptivity has been employed. The
adaptively created grids are, after a certain number of refinement steps, very similar.
After seven refinement steps, e.g., only about 3.5% of the grid points differ in average
from the intersection of all seven sets of grid points. Altogether, we can resume that the
exact choice of λ is not very critical if it is not chosen too large. In the following, we use
λ = 5 · 10−4 .
Adaptivity
In the following, we study a few aspects of adaptive refinement, using the refinement
criterion based on the error contribution (6.11). To this end, we examine the impact
of different strategies of how many grid points are to be refined per refinement step.
Therefore, we either refine a fixed number of grid points (50, 100, 200, 400), or a certain
ratio (0.5%, 1%, 3%, 5%) of all grid points that can be refined (i.e., not all children
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in the hierarchical sparse grid structure have already been created). If there are, for
small grids, less grid points which can be refined than desired, all possible grid points
are refined.
Of course, this results in different numbers of grid points per refinement step, see Fig. 6.3.
Refining a certain ratio of grid points leads to an exponential increase in the grid size,
requiring less steps to reach a certain grid size, and less computational effort, as a linear
system has to be solved iteratively per refinement step. On the other hand, refining a
low, fixed number of grid points per step results in almost a linear increase in the number
of grid points; the exponential behavior which can be observed refining 400 grid points
at once is due to the fact that all missing hierarchical ancestors have to be created if
inserting new grid points into the grid, see Sec. 2.4 on adaptive refinement.
50
100
200
400
0.5%
1%
3%
5%

70000
60000

|grid|

50000
40000
30000
20000
10000
0
0

5

10

15
20
refinement step

25

30

Figure 6.3.: The number of grid points per refinement step for different strategies of how
many grid points are to be refined per refinement step.
The different strategies effect the behavior of the error. In Fig. 6.4, we show the MSE
on the test data. It can be seen that the choice of the amount of grid points to refine per
step significantly impacts the performance. Refining too many grid points at once, the
problem cannot be explored well enough before overfitting starts. The four strategies
which are refining a certain percentage of grid points at once exhibit the highest minimal
error rates. On the other hand, refining too few grid points per step results in a search
which is too greedy. The best results are achieved refining constantly 100 or 200 grid
points per refinement step.
To further examine the effect of the different strategies, we compare the number of grid
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50
100
200
400
0.5%
1%
3%
5%

0.0006

MSE

0.00058

0.00056

0.00054

0.00052
0

10000

20000
|grid|

30000

Figure 6.4.: MSE on the test data for different strategies of how many grid points are
to be refined per refinement step. It can be seen that obtaining a low error
depends on a suitable choice for large grids.
points ϕ(~l,~i) per level-sum |~l|1 for four of them in Fig. 6.5. Therefore, we selected the grids
with about 30,000 grid points for the two extremes each, refining 50, 400, 0.5%, and 5%
of the refinable grid points. As the grids still differ by up to 5,000 grid points, we show
the proportion of the respective total number of grid points and not the numbers. The
maximum level-sum reached refining 5% each is 12; the resulting grid exhibits almost the
structure of a regular grid. Refining 400 grid points each leads to a broader refinement
than refining 50 each, and especially creates almost all grid points of the corresponding
regular grid on the first few levels. The two strategies refining 50 points and 0.5% show
similar properties, the constant refinement scheme spending more grid points on lower
and higher levels.
Considering the error rates, it seems to be sensible for such a data set to first explore
the basic structure of the problem in a greedy manner, refining only few grid points
each, and then enforcing a broader, but not too broad refinement. Depending on the
data set, it could be helpful to switch the strategy if overfitting is detected; furthermore,
heuristic criteria, e.g. ensuring a minimal number of grid points in the support of each
basis function to avoid overfitting, can be useful for certain problems. For the numerical
results, we use a constant refinement of 100 grid points per step; the corresponding grids
explore the problems structure very well, compare the projections of the best adaptive
grid we obtained which are shown in Fig. C.3 in the appendix.
Furthermore, we show results using additionally the parameter eClass (the spectral type
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0.5

50
400
0.5%
5%

proportion of grid points

0.4

0.3

0.2

0.1

0
8

10

12

14

16

18

20

22

|l|1

Figure 6.5.: Proportion of grid points with a certain levelsum for four different refinement
strategies, refining 50 points, 400 points, 0.5%, and 5% per refinement step.
All grids consist of about 30,000 grid points. It can be seen that different
refinement strategies lead to grids with different properties.
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of a galaxy), even though it is obtained via spectroscopic measurements and thus cannot be used for photometric redshift estimation: It has been used in [119], where it is
argued that eClass could be estimated using only photometric data, too, and then used
for photometric redshift estimation. As we are interested in a comparison with other
methods, we employed this additional parameter as well and briefly mention the main
observations.
As it can be expected using spectroscopic data to predict a spectroscopic measure, the
data set is less difficult to tackle, compare the data’s projections in Fig. C.4 in the
appendix. Furthermore, no overfitting can be observed for different values of λ for the
first 20,000 grid points, the accuracies obtained are less sensitive towards the choice of
λ, and higher accuracies can be obtained, see Fig. 6.6. Again, adaptivity is able to grasp
the problem’s characteristics very well.

0.00043

50
100
200
400
0.5%
1%
3%
5%

MSE

0.00042

0.00041

0.0004

0.00039
0

10000

20000
|grid|
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Figure 6.6.: MSE on the test data for different strategies of how many grid points are
to be refined per refinement step. It can be seen that obtaining a low error
depends on a suitable choice for large grids. Here, additionally to ugriz, the
parameter eClass has been employed.

In the following, we evaluate spatially adaptive sparse grid regression for cosmological
redshift estimation against results obtained from other studies.
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Benchmark Results

Due to the importance of photometric redshift estimation, there have already been plenty
of studies on different versions of the data set. In general, they can be categorized
into empirical methods and template fitting ones; more recently, there have also been
attempts to merge both [20]. Empirical methods consider a scattered data approximation
problem as we do, relying only on a training data set. Template fitting (and related)
methods make use of prior knowledge, e.g. on spectral energy distributions, to obtain
predictions based on the given measurements.
We present an overview of results from different studies in Tab. 6.8, see also [119] and the
references cited therein. In [33], several techniques have been evaluated and compared for
the early data release (EDR). Template techniques, derived both from real observations
(Coleman, Wu, and Weedland, CWW) [29] and from synthetic models (Bruzual and
Charlot) [19] have been used, and a method interpolating between equally spaced spectra
is introduced. On empirical data, results for fitting second-order polynomials, a firstnearest neighbor search, and fitting second-order polynomials in each cell of a data-based
kd-tree subdivision of the domain have been obtained.
On data release 1 (DR1), the performance of artificial neural networks (ANNs), more
precisely multilayer perceptrons, has been studied [31] as well as the performance of
third-order polynomial fits on the data enriched by observations from the Galaxy Evolution Explorer (GALEX) [21]. For the polynomial fit, the RMS deviation on a training
data set of 6,295 galaxies is reported. For the next data release, DR2, results for an
oblique decision tree classifier, ClassX, in [110], and SVMs in [117], are known. The
two additional parameters, r50 and r90, used for the SVMs are measures of the angular
size of the galaxy. As they are redshift-dependent properties, the accuracy is improved
notably.
Finally, we can compare results on DR5. In [119] regression with Gaussian kernels
has been used. Using the four color parameters (which are computed from the ugriz
parameters as u − g, g − r, r − i, and i − z), they obtained a root mean square error
of even less than 0.2. It has to be noted, though, that for 1.03%–2.10% of the test data
points, no photometric redshift could be determined, as their distance to neighbors in
the training data had been beyond the optimal bandwidth of the kernel, which has been
obtained using cross-validation on a separate training set. In [9], new results have been
obtained using nearest neighbor techniques on main sample galaxies, providing the best
redshift estimation so far; to cope with the computationally intense task on the large
data set, high performance computing facilities have been used.
Note that the results have been obtained on different versions of the SDSS data base.
Furthermore, the data selection criteria have not been the same within all studies. Working on the EDR, and having thus only about 35,000 valid data points, [33] addresses
problems due to incomplete and uncertain data; and the SVMs in [117] have been
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Method

σrms

Data Set

Input Parameters

CWW [33]
Bruzual-Charlot [33]
Interpolated spectra [33]
Polynomial fit [33]
1rst -nearest neighbors [33]
Kd-tree [33]
ANNs [31]
Polynomial fit [21]
ClassX [110]
SVMs [117]

0.0666
0.0552
0.0451
0.0318
0.0365
0.0254
0.0229
0.026
0.0340
0.027
0.0230
0.0215
0.0206
0.0207
0.0229
0.0238

SDSS-EDR
SDSS-EDR
SDSS-EDR
SDSS-EDR
SDSS-EDR
SDSS-EDR
SDSS-DR1
SDSS-DR1,GALEX
SDSS-DR2
SDSS-DR2
SDSS-DR2
SDSS-DR5
SDSS-DR5
SDSS-DR5
SDSS-DR5
SDSS-DR7

ugriz
ugriz
ugriz
ugriz
ugriz
ugriz
ugriz
ugriz + nuv
ugriz
ugriz
ugriz + r50 + r90
ugriz
color + r
all 16 color attributes
ugriz
ugriz

Kernel Regression [119]
Nearest neighbors [9]
Adaptive sparse grids
Kernel Regression [119]
Adaptive sparse grids

0.0189 SDSS-DR5
0.0198 SDSS-DR5
0.0204 SDSS-DR7

color + eClass
ugriz + eClass
ugriz + eClass

Table 6.8.: Comparison of the root mean square error for photometric redshift estimation, obtained from several studies on different versions of the SDSS data
set; the lower three making additionally use of a spectroscopic measurement,
eClass.
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trained and tested on small subsets with only 10,000 entries and for a smaller range
(0.01 < zspec < 0.5) of spectroscopic redshifts, for example. This has to be kept in mind
when comparing the results.
Most work has been done so far on empirical estimators, as they usually outperform techniques based on template fitting. Typically, the techniques have to restrict themselves
to the use of small sub samples of newer data sets (version 2 and later) due to the sheer
size of the data base, or they have to make use of high performance computing facilities
as in the case of nearest neighbors [9]. We will address run-time issues using adaptive
sparse grids, which scale well in the number of data points, later on. With the exemption
of SVMs (using a smaller range of redshifts) and the regression with Gaussian kernels,
the sparse grid redshift estimation can outperform other techniques in terms of accuracy
using the standard ugriz parameters without any modifications. For DR7, the results
are slightly worse than for DR5, which is probably due to the much higher proportion of
distant galaxies, whose redshift estimation is harder to obtain. The results we obtained
using the color parameters (both with and without eClass) have been worse than those
using ugriz. Altogether it seems once more that sparse grids provide a robust method
in data-driven tasks; they do not have to be fine-tuned to the problem at hand as it is
the case for many methods, and no extra knowledge about redshifts or the quality of
parameters is used.

Run-time Behavior
Finally, we study the run-time behavior with respect to the number of data points to
regress on. A main advantage of sparse grids in data mining applications is that they
scale linearly in the number of training data. Therefore, they are theoretically able to
tackle arbitrary large data sets.
Working on a large, noisy, real-world data set, we examine the effective run-time behavior. We use one of the adaptively created grids on which we achieved our best results so
far. It is rather large, consists of 40,639 grid points, and has been obtained by refining
100 grid points per refinement step. We measure the serial run-time, training on random
subsets of the redshift data set of different sizes. To this end, we enforce exactly 200
iterations of the CG solver, independent of the accuracy that is reached.
Figure 6.7 shows the run-times for data sets with 1,000, 10,000, 20,000, . . . , 100,000,
150,000, . . . , 350,000 data points. They have been obtained on 64-bit AMD Opteron
systems with 2.6 GHz cores, available in the Linux cluster computing grid at the LeibnizRechenzentrum (LRZ), Munich. To compensate for outliers due to external influences,
we took all measurements three times and show the median of them.
It can be clearly seen that the training time scales linearly in the number of training
data—in contrast to quadratically or even worse as it is the case for most conventional
data-dependent algorithms! The minor oscillation on the small data sets can be at-
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Figure 6.7.: The serial run-time for the regression with an adaptive sparse grid of size
40,639 with respect to the size of the data set used for training. 200 CG
iterations have been performed. To compensate for outliers, the plot shows
the median over three runs each. It can be seen that the run-time scales
linearly in the number of data to train on.
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tributed to boundaries reached within the system’s memory hierarchy. Note that both
40,639 grid points and the data set have to be kept in memory, and that the sparse grid
algorithms are memory bounded (cf. Chap. 7); increasing the size of the data to train
on eventually exceeds the L3 cache-size.
We can conclude that very large real-world data sets can really be tackled by spatially
adaptive sparse grids in data mining problems, even though 86 hours to train on 300,000
data points might seem to be too long for practical use. But note that a rather large
grid has been used and that comparable results can be obtained for smaller grids. Furthermore, using 4- to 8-core systems in the LRZ’s Linux cluster to obtain the numerical
results reduced the run-times by factors of close to 4 and 8, respectively (compare also
Chap. 7). Thus, handling huge data sets on large grids are not out of scope on commodity
computers.

6.3.3. Discussion
In this section, we have explored sparse grids for a real-world regression problem, the
cosmological redshift estimation using photometric data. To this end, we have used
the five standard parameters ugriz, and subsets of 60,000 entries. Even though the
problem is not well-suited for regular and dimensionally adaptive sparse grids, as the
data is aligned in a narrow stripe along a diagonal of the feature space, it can be tackled
employing adaptivity. Using only the standard parameters and no further information
about the underlying problem, we have obtained one of the lowest root mean squared
errors.
Considering adaptivity, We have shown that selecting a good ratio of grid points to
refine is critical to obtain high accuracies, as we have already indicated in Chap. 4.
Furthermore, we have demonstrated that our method really scales linearly in the number
of data to train on in a real-world setting on commodity computers. Therefore, vast data
sets can be used to train on, at least if the corresponding application is not time-critical
during the training phase; evaluating a sparse grid function is very fast afterwards.
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6.4. Regression in Option Pricing
In the following, we consider financial option pricing as a second real-world example.
Since there are several approaches on how to price options, we first give a short introduction to the problem. We then show how to use sparse grids for a regression subtask
which arises within a least squares Monte Carlo approach.
Here, we deal with a moderately-dimensional problem which has special requirements
to the underlying function. As the first few derivatives are relevant for the estimation
of risks, e.g., we are in general interested in obtaining functions which have continuous
derivatives, and we would like to obtain functions which have zero curvature at the
boundary, as this is the best we can assume. Furthermore, the training data for regression
is, because of its stochastic nature, clumped together, exposing regions of the sparse grid
domain which contain very few or no data at all in higher-dimensional settings. Thus,
a high amount of generalization capability is sought for. To meet those demands, we
employed B-splines (2.28), a set of basis functions which are well-tailored for those
purposes. They have shown to be more flexible than the Mexican hats (2.23), and are
therefore used in the following. Here, we do not employ spatial adaptivity, but we adapt
in both the overall degree of the basis functions and in the discretization level of the
regular sparse grid.

6.4.1. The Problem
An option is a contract that reserves the option holder the right (but not the obligation)
to buy or sell a certain good (asset) at some point in time in the future for an agreed
price. The underlying asset could be anything, from financial derivatives, bonds, and
currencies, to raw materials, electricity, and foods. For example, assume that you make
a contract with the gas station in your neighborhood guaranteeing you to be allowed to
buy 100 barrels of oil in exactly one year for 80 $ per barrel. One year later you will
have to decide whether to exercise the option or not. If there is yet another oil crisis,
the oil prices will skyrocket and reach 100 $. In this case you would buy 100 barrels of
oil for 8,000 $ from your friendly gas station, you could then sell them immediately back
at 10,000 $ and earn 2,000 $. But if the price drops to anything below 80 $ per barrel,
your option is worth nothing. You will not exercise it, but rather buy oil (if you really
need some) at the current price which is just cheaper. But if the contract would allow
you to sell rather than buy oil, you would instead benefit from a lower oil price only.
An option to buy a certain asset is called call option, an option to sell is called put
option. Often, and as it can be imagined in the example above, the underlying assets
are not traded themselves (more than 15,800 liters are quite a bit of oil), but the option
issuer would rather pay the difference in price (cash settlement). If the owner of the gas
station does not want to gamble, he will be interested in the fair (or theoretical) price
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Figure 6.8.: Payoff functions for a European put option (left) and a call option (right)
with strike price K at maturity time T .

of the contract, i.e. the price for which he would not lose or earn any money on average
if he would sell this option at the fair price infinitely many times over and over again.
Then he could offer you the option at the fair price plus some additional fee to earn
money.
The reason for you to buy an option could be (apart from trying to earn a lot of money
at the stock exchange) to limit potential loss (to hedge against risks). Assume that you
are the owner of an aviation company. The price of the air tickets you sell depends on
the price of oil, and you want to have an insurance against rising oil prices. You could
thus buy a call option covering the amount of oil you need and transfer the risk to the
owner of your gas station.
Our interest in the following are options on assets (stocks), which are called underlyings.
Options on more than one underlying are called basket options. There are myriads of
different types of options, and we want to restrict ourselves to mentioning only a few
categorizations: Considering the point in time in the future at which the option can be
exercised, there are, e.g.,
• European options, which can be exercised only at the expiration (or maturity) time
T,
• American options, which can be exercised at any time t from the initial time t = 0
until expiration t = T , or
• Bermudan options, which can be exercised at several distinct points in time.
The payoff function P (S, T ) for a European put option on asset S selling at the strike
price K is denoted as P (S, T ) = (K − S(T ))+ := max{K − S(T ), 0}, for a European
call option (S(T ) − K)+ , see Fig. 6.8. Asian options, in contrast, differ from European options in that their payoff at maturity is determined by the average value of the
underlyings over a certain
period in time, e.g. for a call option in the continuous case
RT
P (S, T ) = max{1/T t=0 S(t) dt − K, 0}.
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Let us briefly summarize some of the most important notions we use later on: We are
dealing with put or call options on a single underlying S or several of them (basket),
which may (but need not) be exercised at certain points in time (strike dates) until the
maturity time T at which the option expires. The price to sell or buy on which the
contract agrees upon is called strike price K.
To be able to price an option (to determine its fair value), a suitable mathematical
model is required. Since its introduction in 1973 [14], the Black-Scholes equation has
been of central interest pricing European call and put options. Together with Robert
Merton, who developed the first model based on the Black-Scholes equation, Myron
Scholes received the Nobel Prize in Economics “for a new method to determine the value
of derivatives” in 1997. The derivation of the Black-Scholes equation bases on several
idealized assumptions:
• The underlying assets’ prices are stochastic Wiener processes, following a geometric
Brownian motion with constant drift µ (the expected return of the stock) and
volatility σ (the standard deviation of the changes, which serves as a measure of
risk).
• There are no transaction costs, no taxes, and no dividends are paid.
• The risk-free interest rate r is constant, i.e., cash can be lend and borrowed at a
known, constant rate.
• Time is continuous (the assets can be traded at any time).
• The market is complete (there is no possibility for arbitrage), and short selling is
arbitrarily possible.
Then the dynamics of an underlying stock’s price S(t) at time t is a stochastic differential
equation,
dS(t) = µS(t)dt + σS(t)dW (t) ,
(6.16)
with W (t) denoting the Wiener process, and the value V of a European call option at
maturity time t = T can be expressed as


V (S, T ) = e−rT E (S(T ) − K)+ ,
(6.17)
discounted by the risk-free interest rate r. The value of the option equals the discounted
expected payoff at the exercise time.
Based on the idea of constructing a risk-neutral portfolio of an option and a quantity of
corresponding stocks, the Black-Scholes differential equation can be derived using Ito’s
lemma (see [107], e.g., for a derivation). The general multi-dimensional Black-Scholes
equation
d
d
X
∂V
1X
∂ 2V
∂V
+
σi σj ρij Si Sj
+
µi Si
− rV = 0 ,
(6.18)
∂t
2 i,j=1
∂Si ∂Sj
∂Si
i=1
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~ = (S1 , . . . , Sd ), volatilities σi , cordescribes a European basket option with d assets S
relations between the assets ρij , and drifts µi . Furthermore, we assume in the following
that µi = r for all assets.
Unfortunately, closed form solutions are only known for very few types of options. For
European call and put options the analytical price can be derived [85], but in general
options have to be priced either numerically or stochastically, see, e.g., [71, 122] for
overviews of different methods. In the former case, the partial differential equation
can be discretized via finite differences [18, 55] or via finite elements or finite volumes
[107, 122], and the resulting linear system is then solved. This way, fast convergence
rates can be achieved, and so-called Greeks (sensitivities or risk measures, which are
essentially partial derivatives of the option price with respect to parameters of the model)
can be derived easily. The drawback is that the discretization methods suffer the curse of
dimensionality, rendering them infeasible in higher dimensions; sparse grids remedying
this to some extent [84, 100, 101, 105]. (We will briefly address the solution of the BlackScholes PDE for European options using finite elements on sparse grids in Sec. 7.2.) On
top of this, it is hard or impossible to derive and solve a PDE formulation for complex
and path-dependent options.
In the latter case, the underlying stochastic differential equations are tackled using Monte
Carlo (MC) techniques [16]. Therefore, option prices are computed as an expectation
value which is approximated by averaging over several Monte Carlo paths of the asset,
consider (6.17) for European call options. They are easy to use and implement and scale
independently of the pricing problem’s dimensionality. On the other hand, they show
slower convergence rates than PDE based solvers, and Greeks are costly to compute.

6.4.2. Experiments
While it is easy to simulate the expected value of a European option, it is more difficult
for options with early exercise. For an American option, the holder has to determine at
any exercise time ti whether to immediately exercise the option. The optimal strategy is
to exercise if the current payoff is higher than the payoff which can be expected if further
holding onto the option; we thus need to compare with the conditional expectation at
time step ti+1 ,
P (S(ti ), ti ) ≥ E [V (S(ti+1 ), ti+1 ) | S(ti ), ti ] .
(6.19)
Of course, at any early exercise time, the expected value at the next exercise time
could be simulated again, leading to a nested simulation. Due to the low convergence
rate of Monte Carlo simulations, many simulation runs have to be performed in each
step. Rather than having to run plenty of simulations within the overall simulation, we
follow [58] and employ a so-called least squares Monte Carlo simulation (LSMC) [26] to
circumvent this. The idea of LSMC is that the conditional expectation can be estimated
by using least squares regression, going backwards from time T .
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We can only roughly sketch the main steps of the LSMC method here; for further
information, we refer to [82, 58]. At the optimal stopping time, the price of an option
equals the discounted expected value of the payoff, thus leading to an optimal stopping
problem with


V (S(t0 ), t0 ) = sup E e−r(τ −t0 ) P (S(τ ), τ ) ,
τ ∈T

the asset’s price S(t) evolving as in (6.16), and the set of all possible exercising times
T . To this end, first, m MC paths are simulated till maturity time T , and we thus know
the option value at maturity time T for each path if the option had not been exercised
previously. Then, for each exercise date at time ti backwards until t0 we determine
whether the option would be exercised, estimating the conditional continuation value
by regressing on the values at ti+1 one time step ahead, considering them as noisy
evaluations. We finally determine for each path at which exercising date the option
would have been exercised, and, thus, the price of the option averaging over them.
For the following experiments we make use of sparse grids for the regression task on MC
data in option pricing. We therefore linearly normalize the data on which we regress
to fit in our sparse grid domain Ω = [0, 1]d . It is desirable in the context of option
pricing to obtain functions which are continuously differentiable and which have zero
curvature at the boundary. We therefore restrict ourselves in the following to the use of
the specially-tailored modified B-spline basis functions (2.28). Furthermore, we use only
regular sparse grids and no spatial adaptivity, as we already have an additional degree
of freedom for regularization, namely the polynomial degree of the basis functions, in
the effects of which we are more interested.
To compute the regressions, we used the sparse grid toolbox to assemble the problem
matrices from within Matlab. We regularized the least squares problem by truncated
Singular Value Decomposition (TSVD), determining the number of (largest) singular
values to use, the level of discretization of the underlying sparse grid, and the degree of
the basis functions by cross-validation, stopping as soon as the test results deteriorate and
overfitting or too little sensitivity can be assumed. Due to the complex multi-recursive
structures of the sparse grid algorithms, and considering that the application of the
matrices B and B T are more complex as we deal with overlapping basis functions, this
proved to be faster and more efficient than a direct solution using Conjugated Gradients,
at least in lower-dimensional settings where the overall matrix can still be stored in the
main memory. The truncation additionally introduces some kind of adaptive behavior
as the contributions of the basis functions with the least explanatory power are omitted,
therefore “thinning out” the regular sparse grids used in the problem formulation.

One-Dimensional Bermudan Option
The first experiment shows that solutions can be obtained in the one-dimensional setting
which are well-suited as they exhibit almost no oscillations or artifacts. We price a one-
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dimensional Bermudan put option which can be exercised every three months. As further
parameters we assume maturity at T = 1 year, risk-free interest rate r = 0.04, volatility
σ = 0.2, and strike K = 100.
To this end, we simulate 250,000 MC paths for the underlying asset and regress the
conditional expectation for ti+1 at all time steps ti but the last one (t = T ). Figure
6.9 shows the regression results, the function of the conditional expectation at the next
time-step for the early exercisable points in time. Here, a grid level 4 and an overall
B-spline degree of 5 have been identified as good parameters. The value of the option has
been determined to be 6.28 . Note that only 15 degrees of freedom had to be invested.
It can be seen that the regression results behave as expected, showing almost no oscillations. Using piecewise linear basis functions or piecewise polynomials would lead
to visible artifacts on a coarse grid of level 4, cf. the interpolation of a Gaussian with
piecewise bi-quadratic basis functions in Fig. 4.6. There is only a significant undesired behavior for the rightmost basis function regressing simulation data at time step
t = T − 1 (second graph): the function increases towards the boundary. The reason is
simply that there is almost only a single data point within the support of basis function
ϕ4,15 . Thus, the shape of the regressed function is distorted by a single, noisy data point,
which is clearly a disadvantage of local basis functions compared to global ones which
are less sensitive towards outliers in regions with few data points. Note that it can be
observed in Fig. 6.9 how the domain of interest changes going backwards in time due to
the dynamics of the underlying stochastic PDE.

Multi-Dimensional Bermudan Basket Option
We now have a look at a Bermudan option on a basket of d assets with maturity T =
1 year and an early exercise option at t = 1/2 year. The payoff of the option at time tk
is
~ tk ) = max {Si (tk ) − Ki }
P (S,
i=1,...,d ,
taking the maximum over all single options. We assume that the assets are of identical
nature and uncorrelated, %i,j = 0; they have the same initial stock prices and strikes,
Si = Ki = 100, the same volatilities σi = σj , specified later on, 1 ≤ i, j ≤ d, and the
risk-free rate is r = 0.04.
Pricing the basket option using the LSMC approach, we simulate m = 50,000 MC paths,
which we use for determining
E [V (S1 (T ), . . . , Sd (T ), T ) | S1 (T /2), . . . , Sd (T /2), T /2] .
Figure 6.10 shows the regressed function for a basket of two assets using a sparse grid
of level 6 and B-spline basis functions of degree 7. As desired, the sparse grid function
is nearly symmetric (the parameters for both assets are the same) and expresses the
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Figure 6.9.: Regression of the conditional expected value of the payoff at the next exercise time ti+1 for a quarterly exercisable one-dimensional Bermudan option
backwards in time at ti = T − 1, T − 2, and T − 3 (from top to bottom).
Both training data (points) and the regressed conditional expected payoff
(sparse grid level 4, B-splines of degree 5) as a function of the asset’s price
(line) are shown.
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Figure 6.10.: Regression of E [V (S1 (T ), S2 (T ), T ) | S1 (T /2), S2 (T /2), T /2], the conditional expected value of the payoff P (S1 (T ), S2 (T ), T ) depending on the
current assets’ values Si at the early exercise time t = T /2. A regular
sparse grid of level 6 with B-spline basis functions of degree 7 was used.
Both training data and the regressed function are shown.

training data very well. Note that it shows a reasonable behavior even in regions where
there are no training data points at all.
Due to the overlap of neighboring basis functions within the same subspace and the
high degree of the one-dimensional basis functions, only few typical sparse grid artifacts
can be observed: Caused by long basis functions, often narrow bumps or dips occur.
Keeping all parameters, but choosing B-splines with lower degree, we obtain a slightly
different picture, see Fig. 6.11 for degrees 1, 3, and 5. There, a “smoothing effect” can be
observed if the degree of the basis functions is increased. Whereas in the case of degree
1 (for which the basis functions equal the modified piecewise d-linear ones) sharp edges
and corners can be observed and several long basis functions on higher levels can be
identified, already for degree 5 the distinct contours of those basis function blur, and a
less oscillating function is obtained.
To price the option, a second set of 50,000 MC paths has been gathered, and the socalled out-of-sample option price on this test data has been obtained. In contrast, the
in-sample price is determined on the data that has been used for the regression task and
gives therefore an optimistically biased value. Here, the out-of-sample price (which is
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Figure 6.11.: Regression on the same data set as in Fig. 6.10, but for different degrees
of the B-spline basis functions which are used. Both training data and the
regressed functions are shown. Here, degree 1, 3, and 5 are used. The
“smoothing effect” caused by an increasing degree of the basis functions
can be observed. For lower degrees, more sparse grid artifacts caused by
long basis functions can be seen.
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Sparse Grids
σ\d
0.1
0.2
0.4
0.6
0.8

2

4

6

Thin-Plate Splines
8

2

4

6

8

10.90
15.47
18.06
19.80 10.89 15.43
18.02
19.77
17.64
26.69
32.25
36.14 17.63 26.55
32.14
36.05
31.68
50.72
63.56
73.03 31.64 50.50
63.41
72.91
45.95
76.43
98.40 115.27 45.93 76.22
98.30 115.24
60.22 103.27 136.11 162.27 60.24 103.15 136.11 162.37

Table 6.9.: A comparison of the out-of-sample prices determined with B-spline sparse
grids and thin-plate splines. The best results are emphasized in bold.

maximized in the optimization problem) always underestimates the exact value and can
thus be used as a simple measure for the quality of the regression: the higher the value,
the better the quality. In Tab. 6.9, we compare the results achieved with our sparse grid
method with results obtained with a thin-plate spline implementation, which is tailored
to financial tasks and which uses radial basis functions [58]. We show for both of them
the option prices for baskets with d = 2 to d = 8 assets and for different volatilities,
ranging from σ = 0.1 to σ = 0.8. It can be seen that, according to this measure, the
sparse grid B-spline regression obtains better results than the one with thin-plate splines
if the volatility σ is not too high—at the cost of a higher computational time in higher
dimensions by a factor of roughly 2 to 5.
As there is no analytical solution for this problem to compare against, and as we would
like to have a reference result confirming the observations above, we computed the RMSE
of the regression’s prediction on 100 out-of-sample paths, for which we computed the
expectation value stochastically with the help of 30,000 MC paths each, see Tab. 6.10.
Not surprisingly, the sparse grids suffer more from an increase in the dimensionality than
thin-plate splines as we use the same number of data points for regression, independent
of the dimensionality: The sparse grid basis functions, even though using B-splines
with overlapping support, are of local nature; the kernel functions used in the thinplate splines approach are defined globally. The thin-plate splines are thus less sensitive
to regions with few or no training data, whereas the local sparse grid basis functions
are of little use in regions with no data to infer information from. Here, employing
adaptivity for sparse grids can help to remedy this effect to some extent. A suitable
adaptivity criterion would have to ensure that only grid points are created for which
the corresponding basis functions still have a significant number of data points within
their supports. Note that because of the same reason (proportionally less information
in higher dimensionalities), the RMSE increases for both techniques. Note further that
the sparse grids employed here also have more trouble dealing with high volatilities due
to the increasing number of big outliers: the basis functions tend to overfitt due to their
local support in contrast to the globally defined thin-plate splines.

137

6. Learning Functions from Data (Regression)
Sparse Grids
σ\d
0.1
0.2
0.4
0.6
0.8

2

4

6

Thin-Plate Splines
8

0.17 0.38 0.48 0.58
0.33 0.75 1.03 1.31
0.88 1.68 2.51 3.46
1.76 3.10 4.96 7.04
2.81 5.21 8.84 12.37

2
0.41
0.80
1.52
2.25
3.23

4

6

8

1.12 1.17 1.22
2.15 2.34 2.50
3.94 4.64 4.94
5.33 6.71 7.00
6.62 8.73 9.18

Table 6.10.: The RMSE on 100 out-of-sample paths, determined for both B-spline sparse
grids and thin-plate splines. The reference result has been obtained stochastically via MC simulation. The best results are emphasized in bold.

6.4.3. Discussion
Sparse grids have shown a very good performance pricing multi-dimensional Bermudan
basket options, resulting in high accuracies if both the dimensionality and the volatility
are not too high. The results we presented are, of course, not extensive enough to
make a universally valid point about the use of sparse grids in financial applications
in general; our assumptions have been rather idealistic, postulating the same behavior
for all underlying assets, for example. But they demonstrate a good adaptation of the
standard sparse grid technique to the problem of pricing options with the least squares
MC approach by a suitable choice of basis functions.
B-spline basis functions offer higher continuous non-zero derivatives than typical piecewise linear ones, which is a desirable property in option pricing. They are less local due
to their broader, overlapping support within the same level of discretization, thus leading
to less oscillation in the regressed functions, and they are less prone to overfitting. They
offer a reasonable trade-off between the locality of basis functions and a more global
influence due to their overlap. Experiments had shown that they are better suited than
the Mexican hat wavelet basis functions, as the degree of smoothness induced by them
can be adapted to the problem at hand.
In very high-dimensional settings, though, they do not really offer an alternative to purely
stochastic approaches or techniques using global basis functions, as they are more sensitive with respect to the dimensionality. As the same amount of training data covers
the domain less and less well with increasing dimensionality, there are more and more
regions within the domain where the basis functions cannot gather enough information
for a good representation of the underlying function. Additionally, both B-splines and
Mexican hats are much more expensive in high-dimensional settings compared to classical sparse grid basis functions due to the extra work induced by the overlap of the
basis functions: The next 2d direct neighbors of an affected basis function have to be
considered on each discretization level evaluating a sparse grid function; all other in-
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teractions have to be disregarded which would otherwise introduce a factor of at least
3d −1 in computational complexity. Employing additionally a good criterion for adaptive
refinement can improve this only to some extent. But sparse grids are a good choice in
moderate dimensionalities where they offer excellent results.

6.5. Summary
In this section, have dealt with large data sets ranging from 50,000 to more than 300,000
data points in up to 10 dimensions in regression problems. First, we have examined three
artificial benchmark problems. Therefore, a suitable criterion for adaptive refinement
has been used, which is motivated by the mean squared error that is to be minimized.
For all three data sets, we have achieved similar or significantly better results than other
methods working on large version of this data set, too. For two of them, employing
adaptivity has improved the results obtained for regular sparse grids to a great deal.
Furthermore, for the first, 10-dimensional data set, we obtained dimensional adaptivity
for free: the spatially adaptive technique we employed has directly addressed the relevant
five dimensions and identified and neglected the other unimportant ones.
Dealing with a regression problem from astrophysics, we have studied different refinement strategies and demonstrated that the number of grid points which is refined per
refinement step can make the difference between good and very good results. The results we obtained have shown to be at least competitive to other approaches, even though
we have not fine-tuned our approach with the help of additional knowledge about the
problem in contrast to other techniques. Furthermore, run-time measurements have
demonstrated that our implementation really scales linearly in the number of data to
regress on.
For the artificial data sets, where the data is equally distributed in the feature space, the
choice of different basis functions has not made a big difference. Employing regression
in a financial setting in contrast, the data has been clustered together, exposing parts of
the domain with few or no data at all. There, using modified B-splines of higher degrees
led to competitive results, being able to generalize better due to their less local supports.
Additionally, the B-splines meet the requirements at functions in option pricing as the
first few continuous derivatives exist, and as their second derivatives are (close to) zero
on the domain’s boundary.
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Algorithms
As we have already addressed in Sec. 2.7, it is a necessity for modern tools in computational science to be able to exploit the possibilities of current and future hardware. In
this chapter we address this issue, focusing on current commodity computing which is
developing rapidly towards multi- and many-core systems.
It is usually assumed that spatially adaptive sparse grid algorithms are intrinsically
sequential, in contrast to the sparse grid combination technique for which parallelization
can be done in a straightforward way. We show that, at least on shared memory systems,
it is possible for typical sparse grid algorithms, obtaining good parallel efficiencies on
several cores. To this end, we make use of OpenMP’s task concept which has been
introduced in version 3.0.
We first show the parallelization for the data-driven tasks of classification and regression.
Besides in the parts that can be parallelized by a decomposition of the set of data points,
the algorithmic structure itself (the UpDown scheme) has to be considered. The same
basic algorithmic building block arises in the solution of PDEs; algorithms employing
finite element discretizations on sparse grids usually base upon several nested versions
of the UpDown scheme, as we demonstrate for the Black-Scholes PDE. We thus close
with a parallel example addressing the first application for which the term sparse grids
was coined in 1990 [128], the solution of PDEs.

7.1. Sparse Grid Algorithms on Shared Memory Systems
We first consider the data-driven problems discussed in Chap. 5 and Chap. 6, classification and regression. We iteratively solve the system of linear equations,


1
1
T
BB + λC α
~ = B~y ,
m
m
with (B)ij = ϕi (~xj ) and (C)ij = h∇ϕi (~x), ∇ϕj (~x)iL2 . Using a CG solver, we thus
have to apply all three matrices per iteration which we consider in the following; the
parallelization of vector summations is simple.
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In data-driven applications, parallelization can often be done by a decomposition of the
set of data points. For example, applying B T to a vector of hierarchical coefficients α
~ is
essentially equal to the evaluation of a sparse grid function u with coefficients α
~ at each
data point ~xi ,
N
X
u(~xi ) =
αj ϕj (~xi ) , i = 1, . . . , m ,
j=1

the parallelization of which is straightforward, see Listing 7.1 for pseudo-C++-style code:
For each ~xi in parallel, we evaluate u(~xi ), only regarding all basis functions that are nonzero for the current data point, and gather the i-th entry of B T α
~ . Each evaluation can
be done efficiently via a traversal of the hierarchical structure of basis functions, which
is in O(log(N )d ) for regular sparse grids.
Vector B T (Grid grid, Vector α
~ , DataMatrix X) {
~
// create result vector b with bi = 0, i = 1, . . . , m
Vector ~b(m)
#pragma omp parallel shared (~b) {
...
#pragma omp for schedule (static)
for ( all data points ~xi ∈ X) {
// gather all pairs (j, ϕj (~xi )) with ϕj (~xi ) 6= 0
...
for ( all pairs (j, ϕj (~xi ))) {
bi = bi + ϕj (~xi )αj
}
}
}
return ~b
}

Listing 7.1: OpenMP-Parallelization of ~b = B T α
~.

For B~z, it is slightly more complicated. We do not only have to modify the i-th entry of
the result vector ~b when processing ~xi , but potentially all entries of ~b. Accumulating the
contributions to ~b, we thus enter a critical section as we have to avoid race conditions,
see Listing 7.2. This explains why we first gather all contributions and then add them
up; to compute B T α
~ this could be done all at once.
Applying the matrix C requires the UpDown scheme described in Sec. 2.6. We do not
deal with a data-driven algorithm and thus have to parallelize the algorithmic structure
itself. Therefore, OpenMP’s task concept introduced in version 3.0 provides a powerful
technique: A task is a certain, enclosed computational block of statements, which can be
executed by any member of the pool of parallel OpenMP threads. As a task can generate
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Vector B(Grid grid, Vector ~z, DataMatrix X) {
// create result vector ~b with bi = 0, i = 1, . . . , N
Vector ~b(N )
#pragma omp parallel shared (~b) {
...
#pragma omp for schedule (static)
for ( all data points ~xi ∈ X) {
// gather all pairs (j, ϕj (~xi )) with ϕj (~xi ) 6= 0
...
#pragma omp critical
for ( all pairs (j, ϕj (~xi ))) {
bj = bj + ϕj (~xi )zi
}
}
}
return ~b
}

Listing 7.2: OpenMP-Parallelization of ~b = B~z.

other tasks while continuing its own execution, it is well-suited for the parallelization of
recursive algorithms, if recursive evocations can be defined as tasks.
The UpDown scheme is recursive in the dimensionality d, performing applications of
one-dimensional Ups and Downs in a suitable order. We thus have 2d branches, generating enough tasks for multi-core systems, at least if d is not too small. Listing 7.3
shows the parallelization of the UpDown scheme for the application of a matrix (A)i,j =
hϕi (~x), ϕj (~x)i. For the matrix C, the overall scheme remains the same, just having to
employ different Ups and Downs in one of the d dimensions.
After branching and before the summation of the two results, all previously generated
tasks have to be completed, which is ensured by a taskwait directive. This does not
affect the parallel performance too much, even when employing adaptivity and if certain
dimensions are less important than other ones, e.g. Threads arriving at a taskwait
directive can finish the execution of the current task and work on one of the remaining
ones. Only if there are no more tasks available, threads have to be idle.
As a numerical example, we consider the classification of the six-dimensional Bupa liver
data set (cf. Sec. 5.2.3) on a two-socket Intel Clovertown with Xeon X5355 CPUs (8 ×
2.66 GHz, 10 GB FB-DIMM main memory). The main bottleneck consuming most of the
computational time is the regularization functional, the application of the matrix C. In
our example, the data set is rather small, which further amplifies this effect. Note that if
we choose a simpler way of regularization (5.4), we mainly have to consider data-driven
terms, which is less challenging and interesting from the point of view of parallelization.
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Vector updown(Vector α
~ , int d) {
// create result vector ~b and auxiliary vector ~c
Vector ~b(N), ~c(N)
// recursion in remaining dimensions d, . . . , 1 :
if (d > 1) {
# pragma omp task shared (~
α, ~b) {
~b = updown( up(~
α, d), d − 1 )
}
# pragma omp task shared (~
α, ~c) {
~c = down( updown(~
α, d − 1), d )
}
# pragma omp taskwait
~b = ~b + ~c
}
// d = 1, end of recursion:
else {
# pragma omp task shared (~
α, ~b) {
~b = up(~
α, d)
}
# pragma omp task shared (~
α, ~c) {
~c = down(~
α, d)
}
# pragma omp taskwait
~b = ~b + ~c
}
return ~b
}

Listing 7.3: OpenMP-Parallelization of ~b=updown(~
α, d).
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To obtain the parallel results, we train regular sparse grids of different levels with classical
piecewise d-linear basis functions on the whole data set for a certain λ, both with and
without grid points on the boundary. We present the wall clock times tk on k CPUs
with k threads and the parallel efficiencies En ,
En =

t1
,
n tn

(7.1)

in Tab. 7.1. It can be observed that higher parallel efficiencies can be measured with
increasing level, which is due to the fact that for grids with few grid points the size
of the tasks for C is very small. Thus, a substantial percental administrative overhead
for the management of the tasks can be observed. We obtain higher parallel efficiencies
spending grid points on the boundary than without, as the size of the UpDown tasks
increases significantly.
1 thread
level

|grid|

2
3
4
5
6

13
97
545
2,561
10,625

t1 (s)
0.40
1.06
12.66
124
947
1 thread

level

|grid|

2
3
4

3,645
14,337
49,761

t1 (s)
52
191
1,265

2 threads
t2 (s)

8 threads

t4 (s)

E4

t8 (s)

E8

0.26 0.77
0.65 0.82
6.46 0.98
60 1.03
460 1.03

0.26
0.45
3.85
31
256

0.38
0.59
0.82
1.00
0.92

0.26
0.45
3.80
28
196

0.19
0.29
0.42
0.55
0.60

2 threads

4 threads

t2 (s)

E2

4 threads

E2

21 1.24
107 0.89
662 0.96

t4 (s)

E4

13 1.00
61 0.78
335 0.94

8 threads
t8 (s)

E8

11.7 0.56
41 0.58
223 0.72

Table 7.1.: Performance results on the Intel Xeon X5355, 8 × 2.66 GHz (Clovertown)
for both sparse grids without grid points on the boundary (top) and with
grid points on the boundary (bottom). Super-linear efficiencies are marked
in bold font. We show wall clock times tn and parallel efficiencies En using
n threads.
Additionally, we are using the sparse grid matrix applications and vector additions as
library functions from within Python. Everything else such as the CG algorithm and
the handling of the data (e.g., splitting into stratified training, validation and testing
data for each fold) is done in Python. Even though the proportion of serial code is
therefore rather high, we obtain sometimes super-linear efficiencies, as data fetched into
the commonly used cache can sometimes be shared by several threads.
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Furthermore, the Clovertown is a system with unified memory access (UMA). Therefore,
all access to the main memory has to be handled by the same dual channel memory
controller. The memory controller becomes the main bottleneck, mainly due to the
creation of the temporary vectors. This explains especially the low efficiencies for 8
threads compared to what we observe for non-uniform memory architecture (NUMA)
systems (see Sec. 7.2.3).
Before considering financial PDEs, we show performance results for the adaptive 10-fold
classification of the same data set, see Tab. 7.2. The modified d-linear basis functions
and λ = 0.01 have been used to obtain competitive results. For each of the folds we
determine the number of adaptive steps automatically, taking randomly one third of the
training data as validation data. We refine surplus-based ten points at a time and at
least once until the accuracy on the validation set decreases. Additionally, we compute
the classification accuracies on the training and test data after each refinement step,
even though we are only interested in those for the last one. In the example provided
here, we obtain a competitive 10-fold classification accuracy of 72.18% (which is close to
the mean value we obtained averaging over 10 runs of 10-fold classifications, 72.16%).
1 thread
t1 (s)
205

2 threads
t2 (s)
105

E2
0.97

4 threads
t4 (s)
115

E4
0.44

8 threads
t8 (s)

E8

102 0.25

Table 7.2.: Performance results on the Intel Xeon X5355, 8 × 2.66 GHz (Clovertown) for
adaptive 10-fold cross-validation using the modified piecewise d-linear basis
functions including parameter search, starting with a regular sparse grid of
level 2. We show wall clock times tn and parallel efficiencies En using n
threads.
While we can measure an excellent parallel efficiency for two threads, using four or eight
cores does not help to improve the run-time a lot; it even increases for four threads.
There are several reasons. First, we obtain very small tasks for the parallelization of
both the data-driven part (B, B T ) and the algorithmic part (C): the data sets we
operate on are smaller than in the examples before, and the level 2 grid is only refined
between 1 and 4 times, depending on the fold. Second, threads have thus to wait for
the memory controller more often (many data accesses per computation). Third, the
adaptive refinement is done sequentially by one of the threads. It is therefore rather
surprising that we are very close to the optimal parallel efficiency on two cores.
To be able to better compare the parallelization of adaptive and regular sparse grids,
we now proceed the same way as in the examples for regular grids before and train and
test on the whole data set, but we additionally refine ten times ten grid points each, see
Tab. 7.3. This time, we have more work per task. Starting with a regular sparse grid
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of level 3 and ending with an adaptive grid of size 5,783, we could expect efficiencies
which are somewhere in-between those of level 3 and level 6 in Tab. 7.1. In fact, the
efficiencies are close to 1 for two and four threads, and for eight threads we measure a
higher parallel efficiency than in the non-adaptive case, even though the percentage of
serial computations is higher. This is partly due to the fact that we use the modified
piecewise d-linear basis functions with a higher computational effort per basis function.
1 thread
type
l = 3, 10×adapt., mod-d-linear
l = 3, 10×adapt., d-linear

t1 (s)
1,322
1,026

2 threads
t2 (s)

E2

669 0.99
528 0.97

4 threads
t4 (s)

E4

348 0.95
288 0.89

8 threads
t8 (s)

E8

220 0.75
192 0.67

Table 7.3.: Performance results on the Intel Xeon X5355, 8 × 2.66 GHz (Clovertown) for
the classification on the whole data set as in Tab. 7.1, but, starting with level
3, refining 10 times 10 grid points each. Here, we used the modified piecewise
d-linear basis functions (first row) and the classical piecewise d-linear basis
functions without grid points on the boundary. We show wall clock times tn
and parallel efficiencies En using n threads.
To check this, we did the same experiment once more, this time employing the classical
piecewise d-linear basis functions which we used for the experiments with regular sparse
grids. The results shown in Tab. 7.3 (last row) are slightly worse and thus more like
expected. But we still obtain a better parallelization utilizing all eight cores. We can
conclude that the different sizes of the tasks allow a higher degree of parallelization, and
that the automatic task-based load balancing works very well in the case of adaptive
refinement.

7.2. Parallelization of the Black-Scholes PDE
In Sec. 6.4.1 we have priced financial options with the least squares Monte Carlo technique. Here, we get back to the task of financial option pricing, but this time directly
discretizing the Black-Scholes PDE (6.18) with finite elements on sparse grids. Up to
now, only the so-called combination technique has been used to solve the Black-Scholes
equation using sparse grids [101], rather than the direct FE scheme introduced above.
Based on our sparse grid toolbox, we can solve the FE problem directly in the sparse grid
space without a transformation of the problem statement (log-transforming the BlackScholes PDE simplifies the problem statement significantly [107], e.g.). For the solution
of the PDE, we need several one-dimensional UpDown building blocks as introduced in
Sec. 2.6.
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In the following, we are not primarily interested in high accuracies, but rather in the
parallelization of the solver and its parallel efficiency on multi-core systems. Due to
the complicated, multi-recursive, and thus computation-intense sparse grid algorithms,
parallelization is urgently needed. We therefore show how the fine-grain parallelization
introduced above scales for a more complicated task. We do not repeat the financial
nomenclature, see Sec. 6.4.1 for details.

7.2.1. Black-Scholes Discretization on Sparse Grids
We now address the discretization of the Black-Scholes PDE (6.18), which we repeat
here for convenience, with finite elements on sparse grids:
d
d
X
1X
∂ 2V
∂V
∂V
+
σi σj ρij Si Sj
+
µi Si
− rV = 0 .
∂t
2 i,j=1
∂Si ∂Sj
∂Si
i=1

In the following, we consider European call options on a basket of d assets. As an
end condition, which is defined by the payoff function that depends on the strike K at
maturity time t = T , we use
~ T ) = V (S,
~ T ) := max{ 1
P (S,
d

d
X
i=1

Si − K, 0} ,

(7.2)

the payoff depending on the average value of the underlying assets.
We deal with an end condition and thus have to solve the PDE backward in time. We
~ τ ). Applying the FE
therefore define the backward time τ := T − t and consider V (S,
method to (6.18), transformed in backward time τ , we obtain the weak form
d
∂
1X
∂V ∂v
hV, viL2 +
σi σj ρij hSi Sj
,
iL
∂τ
2 i,j=1
∂Si ∂Sj 2

−

d
X
i=1

!
d
1X
∂V
µi −
σi σj ρij (1 + δij ) hSi
, viL2 − rhV, viL2 = 0 , (7.3)
2 j=1
∂Si

~
with Kronecker’s delta δij and test functions v(S).
Here, the boundary terms have
already been neglected since we assume Dirichlet boundaries which are given by the
discounted payoff function, so that the test functions v ∈ H01 (Ω) vanish at the boundary
∂Ω.
For the discretization in space, we use the well-known Galerkin projection combined with
a sparse grid space of piecewise d-linear hierarchical basis functions. The subsequent
discretization in time can be done for example with the implicit Euler method or with
the Crank-Nicolson technique.
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~
Following the Ritz-Galerkin approach, we choose a suitable sparse grid basis {ϕ~l,~i (S)}
of N basis functions associated to grid points, and restrict the problem to the finite
(1)
dimensional sparse grid space Vn spanned by the basis functions. We are thus interested
in solutions
X
~ τ) =
~ ∈ Vn(1)
(7.4)
u(S,
α~l,~i (τ )ϕ~l,~i (S)
~l,~i

for a certain time τ .
(1)

Substituting V by u in (7.3) and choosing Vn
be written in matrix notation as

as both ansatz and test space, (7.3) can

!
d
d
d
X
∂
1X
1X
A α
~ (τ ) = −
σi σj ρij D~
α+
σi σj ρij (1 + δij ) E~
α + rA~
α
µi −
∂τ
2 i,j=1
2 j=1
i=1
with
Ap,q = hϕp , ϕq iL2 , Dp,q = hSj

(7.5)

∂ϕp
∂ϕq
∂ϕq
, Si
iL2 , Ep,q = hϕp , Si
iL ,
∂Sj
∂Si
∂Si 2

which can now be solved applying a suitable discretization in τ . using the payoff function
(7.2) to obtain initial values at time step τ = 0. We employ the Bi-CGSTAB method
[114] as in [10] for the solution, which is suited for non-symmetric matrices as in our
case. Note that the Bi-CGSTAB solver requires twice as many matrix-vector products
than the CG method.
To be able to realize the boundary condition in a straightforward way, we choose sparse
B(1)
grids Vn
with grid points on ∂Ω (2.15). We therefore have to spend most of the grid
points on the boundary in higher dimensions. This contrasts with the fact that we are
more interested in the interior of the domain, especially close to the singularity in the
payoff function where most is happening. To remedy this, the modified basis functions
could be used once more, but then the treatment of the boundary condition is everything
but trivial.

7.2.2. Numerical Experiments
In the following, we show results for a simple test case. As parameters we choose strike
K = 1, volatilities σi = 0.4, no correlations, ρi,j = δi,j , and for both the drifts and the
risk-free interest rate µi = r ∈ {0, 0.05}. Since we are interested in the option value
~ = (1, . . . , 1), we choose the domain Ω = [0, 2]d . It turned out that, in this case,
for S
the boundaries do not have much effect on the option value any more. To discretize the
system of ordinary PDEs in time, we use the Crank-Nicolson method, which allows us
to use a rather large mesh-width in time of τ = 0.1 and to price at T = 1 after 10 steps.
Note that, before solving the linear system for each time step, we have to discount the
boundary values for r = 0.05.
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The numerical results solving the Black-Scholes equation are shown in Tab. 7.4, employing regular sparse grids of several levels for baskets with two to five assets. Additionally,
we provide the option price obtained by a classic Monte Carlo simulation with 106 paths
for each test case as a comparison, giving an estimate of the accuracy of our method,
even though 106 paths are not enough to provide a very good reference value in the
higher-dimensional settings.
2 underlyings
level r = 0.00

3 underlyings

4 underlyings

5 underlyings

r = 0.05 r = 0.00 r = 0.05 r = 0.00 r = 0.05

r = 0.00

2
3
4
5
6
7
8
9
10

0.12877
0.12063
0.12126
0.11580
0.11483
0.11303
0.11217
0.11105
0.11065

0.15130
0.14080
0.14035
0.13498
0.13398
0.13223
0.13137
0.13026
0.12987

0.11507
0.10857
0.09898
0.08941
0.09305
0.09335
0.09276

0.12815
0.12836
0.11659
0.10809
0.11128
0.11160
0.11104

0.10355
0.14326
0.10003
0.07122
0.07313
0.08111

0.09428
0.16028
0.11462
0.08849
0.09145
0.09751

0.09000
0.26968
0.20286
0.07565
0.05962

MC

0.11413

0.13698

0.09382

0.11822

0.08189

0.10654

0.07348

Table 7.4.: Comparison of option prices for sparse grids of several levels and for MC
simulations with 106 paths, r ∈ {0, 0.5} for different numbers of underlyings.
As we had only limited time to access the testing platforms with more than 4 cores, we
restricted ourselves to regular sparse grids, reasonable grid levels, and, in the case of
the five-dimensional basket option, to r = 0. As addressed before, almost all of the grid
points are located on the boundary for regular sparse grids in higher dimensions, which
explains the rather bad behavior for the five-dimensional basket: On level 6, more than
93% of the grid points (91,779 out of 97,282) are located on ∂Ω; 5,503 grid points in the
inner part are not sufficient to represent the d − 1-dimensional singularity of the payoff
function. Employing adaptivity or a suitable transformation of Ω to align the sparse
grid’s main axes with the singularity (which is easily possible for a European basket
option) promises to provide much better results; a dynamically adapted length of the
time step size, preconditioning or the usage of solvers that are better suited could help
as well; but this is not our point of interest here.

7.2.3. Parallel Results
We thus focus on the parallelization of the Black-Scholes solver. To this end, we tested
the parallel implementation on various platforms, showing significantly differing hard-
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ware architectures and performance characteristics:
• a mobile Intel Penryn Core2Duo processor (SP9300) (2 × 2.26 GHz, 4 GB DDR3
main memory);
• a two-socket Intel Nehalem system with Intel Xeon X5570 CPUs (8 × 2.93 GHz,
12 GB DDR3 main memory) communicating via Intel’s Quick Path Interface;
• a two-socket AMD Shanghai system with AMD Opteron 2378 CPUs (8 × 2.4 GHz,
32 GB DDR2 main memory) communicating via the Hypertransport protocol;
• a four-socket AMD Istanbul system with AMD Six-Core Opteron 8435 CPUs
(24×2.60 GHz, 32 GB DDR2 main memory) communicating via the Hypertransport
protocol.
In all multi-socket cases, we now restrict ourselves to NUMA systems as both leading
companies, Intel and AMD, intend to develop and improve only these kinds of machines
in the future. In a NUMA system every socket is equipped with its own private memory
which can be accessed very fast, whereas fetching memory located in banks attached to
other sockets is slower.
The parallelization of the application of the matrices A, D, and E is done as described
for matrix C in Sec. 7.1; all of them base on the same algorithmic UpDown-scheme with
different one-dimensional Ups and Downs and can thus be treated in the same way. For
the results, we once more present both the run-times tk on k CPUs with k threads and
the parallel efficiencies En . For each d and r, we use the sparse grid with the highest
level which was employed to obtain the numerical results shown above.
On the first platform, the Intel SP9300 Penryn, only two threads can be used. For all
but the four-dimensional option, the maximum parallel performance cannot be obtained,
see Tab. 7.5. This is due to the fact that the summation of the result vectors is not done
in parallel; as both cores reach the synchronization barrier at the same time, one of them
is idle until the summation has been completed.
For the 4-dimensional option with r = 0, we can observe an exceptionally excellent,
super-linear parallel performance. It is most likely caused by the processor’s level-2
cache which is shared by both cores. One core might have fetched memory that the
other core needs as well. This saves cache misses and therefore expensive memory access
with higher latency, resulting in faster execution times. Parallelizing the summation
of the result vectors as well did not improve the execution times, as this operation is
extremely memory bounded.
The performances of the two-socket server systems are summarized in Tab. 7.6 and 7.7.
(Due to limited computing time on the systems, we just considered 2 and 8 threads and
r = 0 for the 5d option.) Again, a similar picture can be seen. We therefore focus only
on a few observations that have to be remarked. Obviously, there are only four tasks
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option type

1 thread

d

r

2

0.00
0.05
0.00
0.05
0.00
0.05

3
4

t1 (s)

2 threads
t2 (s)

E2

730
390 0.94
747
430 0.87
3,870 2,010 0.96
3,870 2,150 0.90
32,000 15,440 1.04
32,200 17,270 0.93

Table 7.5.: Performance results on the Intel Core2Duo SP9300, 2 × 2.26 GHz (Penryn)
for different numbers of underlyings and threads. We show wall clock times
tn and parallel efficiencies En using n threads.
for two-dimensional options, and we thus obtain the same execution times using 4 or 8
cores. For the four-dimensional option and two threads we obtain super-linear efficiency
again, this time for both r = 0 and r = 0.05.
option type
d

r

2

0.00
0.05
0.00
0.05
0.00
0.05
0.00

3
4
5

1 thread
t1 (s)

2 threads
t2 (s)

E2

4 threads
t4 (s)

580
300 0.97
220
610
310 0.98
230
3,060 1,540 0.99
950
3,060 1,540 0.99
970
26,860 12,100 1.11 6,960
26,900 12,150 1.11 7,000
176,700

8 threads

E4

t8 (s)

E8

0.66
0.66
0.81
0.79
0.97
0.96

220
230
810
810
4,760
4,790
23,600

0.33
0.33
0.47
0.47
0.71
0.70
0.94

Table 7.6.: Performance results on the Intel Xeon X5570, 8 × 2.93 GHz (Nehalem) for
different numbers of underlyings and threads. We show wall clock times tn
and parallel efficiencies En using n threads.
However, the Shanghai’s overall performance in terms of execution time is extremely
low, taking more than twice as long as the Nehalem (with just about 20% slower clock
frequency). Both Intel and AMD use prefetching, branch prediction, and out-of-order
mechanisms to improve the performance of the processors. Of course, both differ in
their hardware implementation and the underlying algorithms, but this cannot be the
only reason for such big differences. One possible explanation is the processors’ cacheassociativity. Intel uses a 32 KB 8-way level-one cache [32], AMD a 64 KB 2-way levelone cache [72]. This implies that Intel’s cache is four times as efficient in case of equally
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option type
d

r

2

0.00
0.05
0.00
0.05
0.00
0.05
0.00

3
4
5

1 thread
t1 (s)

2 threads
t2 (s)

E2

4 threads
t4 (s)

E4

8 threads
t8 (s)

1,230
630 0.98
470 0.65
470
1,270
660 0.96
490 0.65
490
6,010 3,020 0.99 2,070 0.73 1,580
6,010 3,010 0.99 2,060 0.73 1,580
46,250 23,150 0.99 14,480 0.79 11,200
51,030 25,500 1.00 16,080 0.80 11,000
272,500
52,400

E8
0.33
0.32
0.48
0.48
0.52
0.58
0.65

Table 7.7.: Performance results on the AMD Opteron 2378, 8 × 2.4 GHz (Shanghai) for
different numbers of underlyings and threads. We show wall clock times tn
and parallel efficiencies En using n threads.
distributed memory accesses, and that less cache line replacements are needed. In our
sparse grid implementation we use hash maps to store and address coefficients for grid
points, so we can assume that exactly this is the case.
Another difference worth noting concerns the parallel efficiency. The Shanghai scales
significantly worse than the Nehalem, especially in higher-dimensional settings where 4
or more threads can be used. This is quite likely due to the fact that Intel’s QPI (Quick
Path Interface) allows the cores to access the memory faster than AMD’s Hypertransport.
Finally, we got the opportunity for a quick test-run on an AMD Opteron 8435 system
with 24 cores. Trying to take advantage of the number of cores, we directly tested the
5-dimensional option as we did not get enough computing time for a thorough study.
Table 7.8 shows the results obtained for 1 and 24 threads. Again, the slow Hypertransport is a big disadvantage, especially on a four-socket system; as the coefficient vector
is stored in one of the socket’s local memory, this slows down the access for the threads
running on the other sockets. To obtain better parallel efficiencies, the parallelization
would have to be adapted especially to the memory access of the hardware architectures,
e.g. replicating data structures where necessary.
option type
d

r

5

0.00

1 thread
t1 (s)
251,500

24 threads
t24 (s)
50,308

E24
0.20

Table 7.8.: Performance results on the AMD Opteron 8435, 24 × 2.6 GHz (Istanbul) for
different numbers of underlyings and threads. We show wall clock times tn
and parallel efficiencies En using n threads.
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7.3. Summary
In this chapter, we have demonstrated how to parallelize typical algorithms for spatially
adaptive sparse grids on shared memory systems. Making use of OpenMP’s task concept,
we obtain a parallelization which is well-suited for the multi-core architectures in modern
commodity computing. To this end, no special modifications or adaptations of the
algorithms themselves are necessary.
For the data-driven task of classification we have shown that parallelization is beneficial
even under adverse conditions: Used from within Python, only the matrix-vector multiplications have been parallelized; all data handling and the CG method have been serial
implementations in Python. Due to the UMA architecture of the test platform, we have
been able to obtain good results only for up to four parallel tasks. Nevertheless, the parallelization can significantly speed up the execution. Furthermore, the automatic load
balancing of the task concept is not harmed if adaptivity is employed and asymmetric,
unbalanced grids are used.
For the solution of the Black-Scholes PDE we obtained excellent parallel efficiencies on
several multi-core systems; in some settings, even super-linear efficiencies have been measured. Here, the implementation has been native C++, and only few serial parts occur.
The matrix applications all base on the same UpDown scheme and can be parallelized
in the same way. Memory access is the main bottleneck once more, for example if the
vector of hierarchical coefficients is stored on one of the CPUs, slowing down the access
from the others. To further improve the parallel efficiencies, the current hash-based
implementation of the sparse grid could be substituted by a more cache-efficient data
structure.
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8. Conclusions
In the previous chapters, we presented the use of spatially adaptive sparse grids in
different high-dimensional applications, the main contributions being
• to strengthen the potential of grid-based methods in high-dimensional settings
compared to classical stochastic or data-centered approaches;
• the extension of the sparse grid approach to a range of new real-world applications;
• new modifications of the standard sparse grid technique allowing to tackle higherdimensional problems than before, considering especially the modification of basis
functions, adaptive refinement, and the choice of efficient regularization techniques;
• the creation of a sparse grid toolbox which allows to tackle a wide range of highdimensional problems, from interpolation via classification and regression to the
solution of PDEs;
• and finally an efficient parallelization of sparse grid algorithms on multi-core systems, exploiting current and future hardware in commodity computing.
Considering the applications, we have first addressed the interpolation of likelihoods in
astrophysics where we have dealt with six to seven dimensions. As the evaluation of
the underlying likelihood function requires a numerical simulation of its own, function
evaluations are expensive. This poses the problem that the number of grid points has
to be kept as low as possible. Nevertheless, we have obtained excellent results which
are competitive to other approaches. To this end, we developed a problem-adapted
criterion for adaptive refinement which is derived from the special measure of quality
in this application. Adaptivity has even showed to lead to a robust approach, being
able to compensate for numerical instabilities in the underlying simulation code. Here,
further thoughts have to be spend extending the scope to a nine-dimensional setting, for
example by a better choice of basis functions than we used so far.
In classification, where problems with low effective dimensionalities in very high-dimensional feature spaces are encountered, we have been able to successfully tackle problems
in up to 166 dimensions due to a joint venture of spatial adaptivity, modified ansatz
functions, and efficient regularization techniques. In higher-dimensional settings with
small data sets, sparse grids usually do not score the top position in benchmark studies
when compared to a range of other classification methods, but they are typically among
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the best ones, showing to be rather general and robust and less dependent on the choice
of the problem. Further improvements can be expected: Whereas the classical surplusbased refinement criterion does not target the classification error, but still provides good
results, a refinement strategy detecting edges can further improve the convergence of the
error significantly, as we have demonstrated studying indicator functions.
For the task of regression we have dealt with large data sets ranging from 50,000 to
more than 300,000 data points in up to 10 dimensions. A suitable criterion for adaptive
refinement can be motivated by the error that is to be minimized. For a ten-dimensional
data set we have been able to observe that the spatially adaptive technique we employed
directly addresses the relevant dimensions and neglects unimportant ones. Dealing with
a regression problem from astrophysics, we have studied different refinement strategies.
We have demonstrated that results can be obtained which are at least competitive to
other approaches, even though the sparse grid technique has not been fine-tuned for the
application at hand. Employing regression in a financial setting, a choice of untypical
basis functions, which are suited for the underlying functions and better extrapolate
from clustered data sets, provided excellent results.
Finally, the creation of a flexible and modular sparse grid toolbox poses one last question:
Which problem to tackle next?
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A. Sparse Grids
In this appendix, we show two more examples for the UpDown scheme in Sec. 2.6.2. The
local operations for the modified linear basis functions ϕmod
(2.16) at the left boundary
l,i
(i.e. i = 1) for the Down-step computing A~
α with a(ϕj , ϕj ) := hϕj , ϕj iL2 are
 new  


uleft
1
2
uleft
 unew
 
  uright 
1
right 
 new



ucurrent   1/2
 ucurrent 
1/2 1
 new  = 


(A.1)
 t
 
  tleft  ,
1
left
 new  


 tright  
1   tright 
new
4/3 hl 2/3 hl
1
tcurrent
tcurrent
and for the Up step




 
tnew
tleft
1
1/2
4/3 hl
left


  1 1/2
 tnew
2/3 hl 
right 

  tright 
 new



 tcurrent  2
1
  tcurrent  .
 new  = 
  uleft 
 
 u
1
left 



 new
 uright  
  uright 
1
ucurrent
1
unew
current

(A.2)

Note that the operators are no longer tridiagonal: the “unfolded” basis functions next
to the boundary affect the function values at the boundary, which are hierarchically
higher. For a correct implementation of special cases like this, the notation introduced
in Sec. 2.6 turned out to be very helpful.
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Considering A~
α with a(ϕj , ϕj ) := hϕ0j , ϕ0j iL2 , we obtain for the modified linear basis
functions at the right boundary (i.e. i = 2l − 1) for the Down step
 new  


uleft
1
uleft
 
 unew
  uright 
1 2
right 

 new


ucurrent  1/2 1/2 1
 ucurrent 
 new  = 


(A.3)
 
 t
  tleft  ,
1
left 

 new


 tright  
1   tright 
l
l
new
−2 2
1
tcurrent
tcurrent
and for the Up step


 


tnew
1
1/2
−2l
tleft
left
 tnew
  1 1/2


2l 
right 
 new

  tright 
 tcurrent   2 1
  tcurrent 
 new  = 


 u
 
  uleft  .
1
left 
 new



 uright  
  uright 
1
1
ucurrent
unew
current
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(A.4)

B. Efficient Cosmological Parameter
Sampling
In this appendix, we provide further details and additional images to the results presented in Chap. 4. We describe the set of parameters we used and how they can be
transformed into cosmological parameters and vice versa. This addresses especially
readers with a deeper interest in the application of cosmological parameter sampling
or with a background in astrophysics. Furthermore, we provide complete sets of projections of adaptive sparse grids, complementing the considerations in Sec. 4.4, which show
properties of different adaptive schemes for readers interested in adaptivity.

B.1. Normal Parameters
The set of cosmological parameters describing the ΛCDM model consists of the Hubble
H0
, the density parameter of vacuum energy, ΩΛ , the ones of
constant, h := 100 km/(sMpc)
baryons, Ωb , and of matter (baryonic + dark), Ωm , the optical depth to the last scattering
surface, τ , the scalar spectral index of the primordial power spectrum, ns , and the scalar
initial amplitude, As . We refer to these parameters as cosmological parameters. For
a more detailed description of the cosmological parameters, we refer to [30]. In the
literature, there have been several attempts to transform these parameters into a set
of parameters that mirror the various physical effects on the CMB power spectrum
[69, 78]. In [28], a set of parameters is provided in which the likelihood surface L of
the CMB is well approximated by a multivariate Gaussian with the major axes aligned
with the coordinate axes. In this work, we use the parameters given by [104], where the
parameter set of [28] is combined with the other parameter sets mentioned, in order to
bring the major axes of the likelihood surface even closer to the coordinate axes. The
new, transformed parameters are then {Θs , h2 , h3 , t, A∗ , Z}, which we refer to as normal
parameters. When working with the latter, the logarithm of the likelihood is wellapproximated by a sum of one-dimensional parabolas in the different parameters. The
modified boundary basis functions (2.16) are therefore ideally adapted to this problem.
In the following, we summarize the definitions of the normal parameters for convenience.
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The first parameter of our set is the angle subtended by the acoustic scale
Θs :=

rs (als ) 180
,
DA (als ) π

(B.1)

where the index ls denotes the time of last scattering, DA (als ) stands for the comoving
angular diameter distance to the surface of last scattering (which we will come back to
later), and rs (als ) is the comoving sound horizon at last scattering,
Z tls
cs (t)
dt .
(B.2)
rs (als ) :=
a(t)
0
Here, cs (t) denotes the sound speed for the baryon-photon-fluid at time t, which is well
approximated by
1
ρb
cs (t)2 ≈ (1 + 3 )−1 ,
(B.3)
3
ργ
with the index b standing for baryons and the index γ for photons. Using the Friedmann
equations and ignoring the vacuum energy at last scattering, rs (als ) can be shown to be
[104, 78]
√
√
√
r
als
1 + Rls + Rls + rls Rls
2 3
√
√
ln
,
(B.4)
rs (als ) =
3H0 Ωm Rls
1 + rls Rls
where
 z −1
3ρb (als )
ls
= 30 wb
,
4ργ (als )
103
z 
ρr (als )
ls
−1
= 0.042 wm
.
:=
ρm (A∗ )
103

Rls :=
rls

(B.5)
(B.6)

The index r stands for radiation, i.e., ρr consists of the sum of photon and neutrino
energy densities, and the index m is used for matter (baryons + dark matter). We
define wm := Ωm h2 in the same way as wb := Ωb h2 . The redshift at last scattering, zls ,
is well approximated by [69]
g2
zls = 1048 (1 + 0.00124 wb−0.738 )(1 + g1 wm
),
g1 := 0.0783 wb−0.238 (1 + 39.5 wb0.763 )−1 ,
g2 := 0.560 (1 + 21.1wb1.81 )−1 .

(B.7)
(B.8)
(B.9)

As already mentioned, DA (als ) in (B.1) denotes the comoving angular diameter distance
to the surface of last scattering and is given by
Z 1
1
c
√
dã .
(B.10)
DA (als ) =
H0 als ΩΛ ã4 + Ωm ã + Ωr
The second and third parameters in our set are the ratios of the second and the third
peak to the first peak in the ClT spectrum of the CMB [69], where the tilt-dependence
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is factored out [91],

h2 := 0.0264 wb−0.762 exp −0.476 [ln(25.5 wb + 1.84 wm )]2 ,

−1


 w 2 −1
wb 
b
0.59
wm
wm
1 + 1.63 1 −
.
h3 := 2.17 1 +
0.044
0.071

(B.11)

We use the tilt parameter given by [104], which is a slightly modified version of the one
in [28] in order to minimize the correlation with wb :
 w −0.5233
b
t :=
2ns −1 .
(B.12)
0.024
The amplitude parameter is
Ãs
e−2τ
A∗ :=
−9
2.95 × 10



k
kp

ns −1

−0.568
,
wm

(B.13)

where kp = 0.05Mpc−1 denotes the pivot point. The normalization factor of 2.95 × 10−9
comes in because we use the scalar amplitude Ãs of CMBEASY, which is defined as
the primordial power of the curvature fluctuations evaluated at the pivot point, Ãs :=
∆2R (kp ). It is related to the scalar amplitude As of CMBFAST, which is used in [104], by
Ãs
As = 2.95×10
−9 , cf. [115].Finally, we use the physical damping due to the optical depth
to last scattering as our last parameter:
Z := e−τ .

(B.14)

In order to construct the interpolation of the likelihood surface, we need the transformation that maps the normal parameters back onto cosmological parameters. The reason
for this is the way we construct the interpolation: Our sparse grid algorithm chooses the
normal parameters where it wants to refine the grid, which we then need to transform
into cosmological parameters to run CMBEASY and the WMAP likelihood code. Our
technique of inverting the parameter transformation is presented in appendix B.2.

B.2. Inversion of the Parameter Transformation
In the following, we present a technique of inverting the parameter transformation of
Sec. B.1 to compute the cosmological parameters given the normal parameters. The
normal parameter h2 in terms of cosmological parameters is given by

h2 (wm , wb ) = 0.0264 wb−0.762 exp −0.476 [ln(25.5 wb + 1.84 wm )]2 .
(B.15)
We solve this equation for wm as a first step:
( 
!

1/2 )
1
h2
1
wm (h2 , wb ) = exp ± −
ln
wb0.762
− 25.5 wb
.
0.476
0.0264
1.84

(B.16)
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0.9
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0.8

h3
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0.7
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0.6
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0.5
0.01
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0.014

0.016

0.018

0.02

0.022

0.024

wb

Figure B.1.: The two branches of h3 versus wb for h2 = 0.45.
Inconveniently, there exist two different solutions for wm (h2 , wb ), which complicates
the inversion. We now substitute wm in h3 (wm , wb ) (B.11) for (B.16) and thus obtain
h3 (h2 , wb ), which, of course, has two solutions as well. An example of the two branches
of h3 (h2 , wb ) for h2 = 0.45 is depicted in Fig. B.1. We can calculate the critical point
where only one solution exists using the condition
1
ln
−
0.476



h2
w0.762
0.0264 b


= 0,

(B.17)

as can be seen from (B.16). This condition gives us the following formulas for the
parameter values at the critical point:

wb,crit (h2 ) =

0.0264
h2

1/0.762
,

(B.18)

1
wm,crit (h2 ) = (1 − 25.5 wb,crit )
,
(B.19)
1.84


2 −1
−1
w


wb,crit 
b,crit
0.59
h3,crit (h2 ) = 2.17 1 +
wm,crit 1 + 1.63 1 −
wm,crit
. (B.20)
0.044
0.071
The two parameters h2 and h3 can now be inverted to wm and wb . For a given h2 , we
express h3 in terms of h2 and wb , as described above. We then use h3,crit (h2 ) to choose
the upper branch of h3 (h2 , wb ) if our given h3 is bigger than h3,crit (h2 ), and the lower
branch if it is smaller. Using the respective branch of h3 (h2 , wb ), we search numerically
in wb until h3 (h2 , wb ) matches the given h3 . Substituting that value of wb into equation
(B.16), we readily obtain the value for wm .
Now it is straightforward to compute the values for ns and As from t and A∗ . To obtain
h from Θs , we follow the procedure suggested by [78], expressing Θs in terms of h in
terms of h and then searching in h numerically until Θs (h) matches the given value of
Θs .
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B.3. Grid Projections
Here, we show the full set of projections on the coordinate planes for the adaptively
refined sparse grids addressed in Sec. 4.4 in seven dimensions using standard parameters.
They have been obtained starting with a regular sparse grid of level 2, and refining
until 30,000 grid points have been reached. The refinement criterion for the first two
is solely surplus-based, refining the grid points with the highest absolute value of the
corresponding surplus first; for the second two, we used the Kullback-Leibler criterion
(4.13) with T = 3, which takes the likelihood of the function into consideration. For
both, we show the difference between a greedy refinement, refining only 1 grid point per
refinement step, and a broader refinement, choosing the top 100 grid points.
Considering the surplus-based criterion, the difference can be clearly seen: Whereas
greedy adaptivity runs into single features of ln L refining only a single grid point per
refinement step (see Fig. B.2), refining the top 100 grid points at once allows to better
explore a wider region (see Fig. B.3). It is similar for the L-based criterion: Greedy
refinement runs only into the dimension in which the likelihood decays slowest; a broader
refinement strategy is able to represent the region around the peak very well.
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Figure B.2.: Grid projections for an adaptively refined grid. The standard parameters
are (from left to right and bottom to top) {wm , wb , h, τ, ns , ln(1010 As ) −
2τ, α}. Starting with a regular grid on level 2, only the grid point with
the highest absolute value of the surplus is refined. After 1,387 refinement
steps, 30,217 grid points have been created. Adaptivity runs into single
features.
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Figure B.3.: Grid projections for an adaptively refined grid. The standard parameters
are (from left to right and bottom to top) {wm , wb , h, τ, ns , ln(1010 As ) −
2τ, α}. Starting with a regular grid on level 2, the 100 grid points with the
highest absolute values of their surplusses are refined. After 19 refinement
steps, 39,001 grid points have been created. The log-likelihood can be better
explored than refining just one grid point at once.

165

B. Efficient Cosmological Parameter Sampling

Figure B.4.: Grid projections for an adaptively refined grid. The standard parameters
are (from left to right and bottom to top) {wm , wb , h, τ, ns , ln(1010 As ) −
2τ, α}. Starting with a regular grid on level 2, only the maximal grid point
with respect to the Kullback-Leibler criterion (4.13) is refined. After 2,142
refinement steps, 30,003 grid points have been created. Adaptivity addresses
only the dimension in which L decays slowest.

166

B.3. Grid Projections

Figure B.5.: Grid projections for an adaptively refined grid. The standard parameters
are (from left to right and bottom to top) {wm , wb , h, τ, ns , ln(1010 As ) −
2τ, α}. Starting with a regular grid on level 2, the 100 grid points with the
highest values with respect to the Kullback-Leibler criterion (4.13) are refined. After only 17 refinement steps, 30,389 grid points have been created.
Adaptivity can express the region around the peak very well.
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C. Learning Functions from Data
In this chapter, we provide further figures illustrating grids or data sets arising in regression tasks in Chap. 6.

Friedman Data Sets
Figure C.1 shows projections of an adaptively refined grid for the Friedman1 data set
(6.12), corresponding to the first row in Tab. 6.3. After 24 refinements, refining one grid
point per step, we obtained the best accuracies on both validation and test sets. The
grid consists of 490 grid points and exploits the underlying function’s properties very
well: The first two dimensions x1 and x2 are correlated, and most refinement is spent
in these dimensions. The underlying function is quadratic in x3 , and linear in both x4
and x5 , which is reflected by the refinement. Finally, the remaining five dimensions are
noise, which is detected by the adaptive refinement criterion. No refinement is done in
those directions.

Cosmological Redshift Estimation
Figure C.2 shows projections of the data set used for the cosmological redshift estimation
in Sec. 6.3. It can be observed, that it is not very well-suited for sparse grids: The data
lies on a rather narrow stripe along the diagonal of the feature space. Nevertheless,
adaptive refinement can explore the problem’s structure well, see Fig. C.3. There, 100
grid points have been refined per refinement step, see Sec. C.2 for further information.
In Fig. C.4 we show projections of the data set, employing eClass as an additional
attribute. As it is a spectroscopic measure, describing the spectral type of a galaxy, this
simplifies the spectroscopic redshift estimation.
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Figure C.1.: Grid projections for an adaptively refined grid for the Friedman1 data set
(6.12). After 24 refinements, refining one grid point per step, we obtained
the best accuracies on both validation and test sets. The grid consists of
490 grid points and exploits the underlying function’s properties very well.
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Figure C.2.: Projections of the data set used for cosmological redshift estimation in
Sec. 6.3. The parameters u, g, r, i, and z (from left to right and bottom to
top) are highly correlated.
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Figure C.3.: Projections of an adaptive sparse grid for cosmological redshift estimation
in Sec. 6.3. The parameters are u, g, r, i, and z (left to right and from
bottom to top), 100 grid points have been refined per refinement step.
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Figure C.4.: Projections of the data set used for cosmological redshift estimation in
Sec. 6.3. Additionally to the parameters u, g, r, i, and z, the spectral
type of the galaxies, eClass has been employed. (The parameters are shown
in this order from left to right and bottom to top.)
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