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Abstract
In the present world of machine learning, we see an immense rise in the volume of
data, and the computational complexity required to analyze them. Hence it has become
necessary to parallelize the learning tasks. Although we have several techniques for
parallelization of machine learning algorithms, there are many challenges we still face in
implementing them. It is often the case that we cannot foresee the workload or estimate
the runtime involved in a learning task. It is therefore not possible to allocate the
optimum number of resources at the start of execution. Most of the parallel frameworks
available for large scale machine learning, such as Hadoop and GraphLab, do not facilitate
dynamic resource allocation and utilization. Moreover, the components that carry out
execution in large-scale parallel computation frameworks are usually prone to failures.
This either increases the runtime or effects the accuracy of results.
Unforeseeable workload, fixed resource utilization and unreliable resource units demand
for a fault tolerant framework that allows dynamic resource management. A framework
capable of scaling with respect to the availability of resources, would address these issues.
These challenges served as the main motivation behind developing such a framework,
which allows us to execute machine learning algorithms with dynamic scaling of resources,
by design. The target architectures of this framework are distributed-memory based
High Performance Computing (HPC) systems.
We discuss the design, development, and evaluation of a parallel computation framework
for regression problems. We lay down the foundation for a framework which is capable of
dynamic resource utilization and fault tolerance. We develop this work based on a grid
based ensemble technique, known as the sparse grid combination technique.
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1 Introduction
The process of collecting and storing information is not new, but the scale at which it is
done has increased significantly. Until recently, the importance of data was undermined
and usually the data was being discarded after the intended use. With the advancement
in technology with respect to storing, retrieving, and processing data, new ways of
harnessing the available data are being discovered. Industry, academia, and the public
sector, are all in a quest to acquire and process relevant information in order to discover
patterns and gain insights that serve their respective purposes.
The rise in the interest of data processing and mining has led organizations to pile
up the data. Hence, as the data grows in size, organizations are facing a new challenge
of dealing with data in huge volumes. The data, which can be in any format, say text,
images or even videos, may span up to hundreds of tera-bytes or peta-bytes in size. This
data in huge volumes is termed as the Big Data. Many new technologies are born and
some legacy ones have taken new shape in order to address this challenge. There is a
paradigm shift in the way we deal with the data. The organizations are being forced to
move away from legacy relational database management systems (RDBMS) to new data
warehousing solutions based on NoSQL [Pok11].
The process of searching for patterns and regularities in the data is termed as data
mining or knowledge discovery. It is a very broad task beginning from data pre-processing
until performing predictive or prescriptive analytics. We will be focused only on the
learning part of the process, in which, models are trained using data samples in order
to perform predictions on new or unseen samples. This type of learning is known as
supervised learning. It constructs a function to map the data points to its target value.
In other terms, supervised learning is to build a model that makes predictions based on
evidence in the presence of uncertainty. More valid observations improves its predictive
performance. Supervised learning can be broadly categorized into classification and
regression. In classification, we try to assign a class (or label) from a finite set of classes
to an observation whereas in regression the goal is to predict a continuous measurement
for an observation.
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Various supervised learning methods exists [CNM06] and can be chosen according to
ones needs. But as the volume of data increases, the computational complexity also
grows with it. Trying to fit a model on huge datasets would be computationally inefficient
and sometimes infeasible. One strategy that we often use to solve large scale problems
is the age old divide and conquer strategy. Dividing the problem into sub problems
and solving them individually (and probably) in parallel, and finally combining all the
individual solutions to have the complete solution. The divide and conquer approach can
be applied in different ways. One way is to divide the dataset into subsets and train a
model per subset. An example of this approach would be MapReduce [DG08] paradigm
in Hadoop [Whi09] ecosystem. Another method would be to construct a set of models
with subsets of features, and the final prediction would be the weighted sum of all the
predictions from the individual models. In machine learning, such methods are termed
as ensemble methods [Die00].
Parallelizing the learning tasks is a non-trivial job. Data-parallel distributed computing
frameworks like Hadoop provide a way to parallelize the learning tasks, however it requires
the algorithm to be expressed in the form which is suitable to be executed in MapReduce
paradigm. Yet another challenge in large scale machine learning is the specific workload
characteristics. Distributed computation is often performed in large clusters with pool
of resources usually intended to be shared among multiple applications. There are
no straight forward ways to estimate the runtime and the resources required for the
applications. Hence, it would be beneficial to have a flexible specification for such learning
applications. A framework capable of dynamic scalability is desired. Existing frameworks
like Hadoop and GraphLab [LGK+10] do not specifically address this issue of resource
elasticity. This motivated us to develop a parallel execution framework for learning tasks,
which is capable of dynamic resource utilization. A framework capable of scaling up or
down based on the availability of resources, therefore allowing the optimal use of the
resources in a cluster.
The framework is based on the grid based ensemble learning technique and we chose to
solve the regularized least squares regression learning problem. The overhead involved with
the fault tolerant, disk-centric parallelization approach is unnecessarily expensive when
applied to typical cluster and multi-core settings often encountered in machine learning
research. Hence we chose, distributed-memory based High Performance Computing
(HPC) systems such as clusters and supercomputers, as our target architecture.
In Chapter 2, we give a brief description of all the basic concepts used in developing the
framework. We explain what is a full grid, sparse grid and how we perform regression on
a grid. Chapter 3 provides the core algorithm and design of the framework. It provides
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two variants of the algorithm. Evaluation and outcome of these algorithms are presented
in Chapter 5, which discusses the experiments and results. Chapter 4 provides the
technical details of implementation. We conclude with Chapter 6 by summarizing the
design strategies and outcomes of this work. We also look at the issues addressed by our
framework and the scope for further improvement of our approach.

3
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In this chapter, we will discuss the basics that would lay a foundation for the concepts
that we are going to discuss in later chapters. We begin by describing the grid based
learning and move onto provide the details of grid based ensemble learning termed as the
grid combination technique.

2.1 Regularized Regression using Grid Based
Discretization
Consider a dataset of the form
D = {(xi , yi ) ∈ Rd × R}M
i=1 ,

(2.1)

with an underlying function f ∈ V ⊂ Rd , which describes the relation between the features
of the data. The goal is to recover the function f from the given data as accurately as
possible. We impose additional smoothness constraints on the approximation problem
using the regularization theory to get a uniquely solvable problem. This results in a
problem of the form


fV = arg minR(f ) = arg min
f ∈V

f ∈V


M
1 X
L(f (xi ), yi ) + S(f ) ,
M i=1

(2.2)

where L represents the loss function, which makes sure that f (x) stays close to the data,
and S, the regularization term, enforces smoothness constraints.
We restrict the problem to a finite dimensional subspace VN ⊂ V . Let {ϕ}N
j=1 be the
basis functions spanning VN . We can express f as
fN =

N
X

αj ϕj (x).

j=1

4

(2.3)
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Note that the restriction to a suitably chosen finite-dimensional subspace involves additional regularization (regularization by discretization), which depends on the choice of
VN .
Note that, for the remainder of this thesis, we restrict ourselves to the choice
L(fN (xi ), yi ) = ||fN (xi ) − yi )||22

(2.4)

S(fN ) = ||P fN ||2L2

(2.5)

and
for some given linear operator P . Thus we obtain a feasible linear system. We have to
minimize,


M
1 X
R(fN ) =
||fN (xi ) − yi )||22 + ||P fN ||2L2 , fN ∈ VN
(2.6)
M i=1
in the finite dimensional space VN . By plugging in (2.3) in (2.6), differentiating with
respect to αj and equating it to zero, we get the following [GGT01] in the matrix form,
(λC + B · B T )α = By.

(2.7)

Here C is a square N × N matrix with entries Cj,k = M · (Pϕj , Pϕk )L2 , j, k = 1, ..., N,
and B is a rectangular N × M matrix with entries Bj,i = ϕj (xi ), i = 1, ..., M, j = 1, ..., N .
The vector y contains the labels and has length M. The unknown vector α contains the
degrees of freedom αj and has length N .

2.1.1 Full Grids
Until now we have not specified any specific finite-dimensional subspace VN and what
type of basis functions {ϕ}N
j=1 we intend to use. Conventional data mining approaches
work with ansatz functions associated to data points, but in our case, we use a certain
grid in the attribute space to determine the regression/classification function. For the
reasons of simplicity, in the remainder of this thesis, we restrict ourselves to the domain
Ω = [0, 1]d . This can be achieved by proper scaling of the feature space. A conventional
finite element discretization would now employ an equidistant grid (which we term as
full grid) Ωn with mesh size hn = 2−n for each coordinate direction. In the following we
always use the gradient P = ∇ in the regularization expression (2.5). Let j denote the
multi-index (j1 , ..., jd ) ∈ Nd . A finite element method with piecewise d-linear functions
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φn,j(x) on grid Ωn now would result in the following
n

fn (x) =

2
X
j1 =0

n

···

2
X

αn,j φn,j (x).

(2.8)

jd =0

And this would result in the discrete system [GGT01]
(λCn + Bn · BnT )αn = Bn y

(2.9)

with the discrete (2n + 1)d × (2n + 1)d Laplacian
(Cn )j,k = M · (∇φn,j , ∇φn,k ),

(2.10)

jt , kt = 0, ..., 2n , t = 1, ..., d, the (2n + 1)d × M matrix
(Bn )j,i = φn,j (xi ),

(2.11)

jt = 0, ..., 2n , t = 1, ..., d, i = 0, ..., M, and the unknown vector (αn )j , jt = 0, ..., 2n ,
t = 1, ..., d. Note that fn lives in the space
Vn := span{φn,j , jt = 0, ..., 2n , t = 1, ..., d}.

(2.12)

The discrete system (2.9) can be in principle be solved using an appropriate solver like
the conjugate gradient method, or some other suitable iterative method. However, this
direct application of finite element discretization and an appropriate linear solver for
the arising system, is not feasible for a d-dimensional problem with d greater than four.
nd
The number of grid points would be of the order O(h−d
n ) = O(2 ). Thus we encounter
the so called curse of dimensionality, a term coined by Bellman to describe the problem
caused by the exponential increase in volume associated with adding extra dimensions
to Euclidean space [Bel57]. It refers to the fact that for an estimator of a function, the
number of observations required per variable increase exponentially with the number of
variables, to maintain a given level of accuracy. Hence, the complexity of the problem
grows exponentially with d. At least for d > 4 and a reasonable value of n, the arising
system is computationally infeasible.

2.1.2 Sparse Grids
To remedy the curse of dimensionality of the grid-based methods, we switch to a
hierarchical grid instead of an equidistant grid. It is shown that we can construct a grid
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which retains the high accuracy of the full mesh grid with much less grid points [BG04].
Sparse grids method is a special discretization technique. It is based on a hierarchical
basis, a representation of a discrete function space which is equivalent to the conventional
nodal basis, and a sparse tensor product construction. For the representation of a
function f defined over a d-dimensional domain, the sparse grid approach employs
−1 d−1 ) grid points in the discretization process, where n is the discretization
O(h−1
n · log(hn )
level and hn = 2−n denotes the mesh size [Gar13]. In-depth details of the topic can be
found in [BG04].
Let l = (l1 , ...., ld ) ∈ Nd denote a multi-index. We define the anisotropic grid Ωl on
Ω̄ with a mesh size hl = (hl1 , ..., hld ) = (2−l1 , ..., 2−ld ), it has different, but equidistant
mesh sizes in each coordinate direction t. This way the grid Ωl consists of the points
xl,j = (xl1 ,j1 , ..., xld ,jd ),

(2.13)

with xlt ,jt = jt · hlt = jt · 2−lt and jt = 0, ..., 2lt .
Let Vl be the function space corresponding to the domain Ω = [0, 1]d ⊂ Rd , which is
spanned by the so called hierarchical basis up to level l. In the standard case, piecewise
linear hat functions are used as basis functions. One-dimensional standard hat function
φ : [−1, 1] → R is defined as

φ(x) = max(1 − |x|, 0).

(2.14)

The one-dimensional hierarchical hat function φl,j centered at the grid point xl,j = j · 2−l
is the result of dilation and translation of φ,

φl,j (x) = φ(2l x − j).

(2.15)

We extend the hat function to d-dimensional case by using a tensor product approach

φl,j (x) =

d
Q
t=1

φlt ,jt (xt ),

(2.16)

where l = (l1 , ...., ld ) and j = (j1 , ..., jd ) denote the level and index respectively. The
corresponding grid point xl,j = [xl1 ,j1 , ..., xld ,jd ]T is the center of the support of φl,j . The
nodal and hierarchical basis functions of level l = 3 are shown in Figure 2.1.

7
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Figure 2.1: Nodal and Hierarchical basis of level l = 3.
The space H̃k of piecewise d-linear functions is spanned by the nodal point basis




ϕ̃k = φk,i |i ∈ Ĩk ,

(2.17)

with the index set




Ĩ = i ∈ Nd |1 ≤ ij < 2kj , 1 ≤ j ≤ d .

(2.18)

We also introduce the hierarchical increments Wk spanned by




ϕ̂k = φk,i |i ∈ Îk ,

(2.19)

where




/ 2N, 1 ≤ j ≤ d .
Î = i ∈ N |1 ≤ ij < 2 , ij ∈
d

lj

(2.20)

The function space
Vl =

M

Wk

(2.21)

|l|1 ≤l+d−1

with |l|1 = i |li | is called the sparse grid space of level l and dimension d. Figure 2.2
shows the grid points of the two-dimensional sparse grid of level three, the grid points
P

8
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of the corresponding hierarchical increments Wl , and the grid points of the hierarchical
subspaces H̃k with |k|1 ≤ l + d − 1.

Figure 2.2: In (a) the grid points corresponding to the hierarchical increments Wl of a
sparse grid of level three arranged in the hierarchical scheme are shown. In
(b) we plotted the grid points of the hierarchical subspaces H̃l and in (c) the
corresponding sparse grid. Source: [Peh13].
Figure 2.3 and Figure 2.4 clearly illustrate the difference between the full grid and the
sparse grid space, for dimension d = 2.

Figure 2.3: Two-dimensional full grid hierarchy. The degrees of freedom of the hierarchical
basis are depicted as nodes. For d-dimensions, the number of grids points
would be of the order O(2nd ).

9
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Figure 2.4: Two-dimensional sparse grid hierarchy. On each level n ≥ 0 the space
corresponds to a family of grids. For d-dimensions, the number of grids points
would be of the order O(2n · log(2n )d−1 ).
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2.2 Sparse Grid Combination Technique
The combination technique [GSZ92], which is based on multi-variate extrapolation [BGR94],
is another technique for discretization. We discretize and solve the problem on a certain
sequence of grids using a nodal discretization. A linear combination of these partial
functions then gives the sparse grid representation.

2.2.1 Classical Sparse Grid Combination Technique
Let us begin our discussion with the classical combination technique [GSZ92]. We
discretize a function f on a certain sequence of anisotropic grids Ωl with uniform mesh
sizes ht = 2−lt in the t-th coordinate direction. These grids may have different mesh sizes
for different coordinate directions. We consider all the grids Ωl with
|l|1 := l1 + · · · + ld = n − q,

q = 0, ..., d − 1,

lt ≥ 0

(2.22)

The grids employed by the combination technique of level 4 in two dimensions are shown
in Figure 2.5.
A finite element approach with piecewise d-linear functions φl,j (x) on each grid Ωl
now gives the representation in the nodal basis
l

l

21
X

fl (x) =

2d
X

···

j1 =0

αl,j φl,j (x).

(2.23)

jd =0

Finally, we linearly combine the discrete partial functions fl (x) from different grids Ωl
according to the following combination formula
fcn (x) =

d−1
X

(−1)q



q=0

d−1
q

 X

fl ,

(2.24)

|l|1 =n−q

where fl is the interpolant of f on a full grid with level l = (l1 , ..., ld ). The resulting
function fcn lives in the sparse grid space, where the combined interpolant is identical with
the hierarchical sparse grid interpolant [GSZ92]. Note the varying sign of the combination
coefficients in (2.24), it signifies the fact that some grid points occur several times within
the combination technique.

11
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Figure 2.5: The tableau of subspaces of the sparse grid combination technique in two
dimensions leading to a regular sparse grid. Adding the interpolants obtained
for the blue subspaces and subtracting those of the red ones leads to a regular
sparse grid interpolant of level 4. Source [Pfl10].
Hegland generalized the choice of grids used in the combination technique [Heg03].
Instead of using grids which are below a hyperplane as per (2.22), one considers a
generalized index set I which fulfills the following condition
k ∈ I and j ≤ k ⇒ j ∈ I.

(2.25)

The index set can be chosen in different ways. One can use the additional external
information of the properties and the interactions of the dimensions which can aid in
making an a priori choice of the index set. In [Gar07], Garcke provides an algorithm that
is able to choose the grids automatically in a dimension adaptive way during the actual
computation.

12
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2.2.2 Optimal Combination
Computing the sparse grid solution now involves solving the partial problems and
combining them as per (2.24). When the original combination technique is generalized
with dimensional adaptivity, the resulting coefficients, which follow the inclusion/exclusion
principle from combinatorics, depend only the grids involved [Heg03]. But this has been
shown to result in instabilities with respect to machine learning applications [Gar06].
In order to address this issue, the so-called optimal combination coefficients need to be
computed. These coefficients also depend on the function to be represented. They are
optimal in the sense that the sum of the partial functions minimizes the error against
the actual sparse grid solution computed directly in the joint function space. We can use
the scalar product as in [Gar07],
hu, viRLS =

M
1 X
u(xi )v(xi ) + λh∇u, ∇vi2
M i=1

(2.26)

corresponding to the variational problem (2.6) and compute the optimal coefficients
according to the following system of equations,


hf1 , f1 iRLS

hf2 , f1 iRLS

..


.
hfk , f1 iRLS

. . . hf1 , fk iRLS
c1
||f1 ||2RLS
  
. . . hf2 , fk iRLS  c2  ||f2 ||2RLS 

 .  = 
.
..
..
..
 .  

.
 .  

.
.
2
. . . hfk , fk iRLS ck
||fk ||RLS
 





(2.27)

The regression function is now built using
fnc (x) :=

X

cl fl (x)

(2.28)

l∈O

where O represents the set of optimal coefficients.
In this chapter, we discussed the grid based methods for regression problems. We
saw how to solve a regularized regression problem using grid based discretization. We
explained the concept of sparse grids and saw how solving the problem on a certain
sequence of grids with nodal discretization and linearly combining the results gives the
sparse grid representation. In the next chapter, we look into various strategies to extend
and optimize the steps in combination technique.
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In this chapter, we develop a grid based learning technique, which is an extension of
dimension adaptive combination technique, introduced by Garcke in [Gar07]. Our focus
will be on employing this new technique in designing a parallel computation framework
for regression problems. We begin with the theoretical formulation of the problem and
the solution approach, which resembles the divide and conquer strategy. Then we will
focus on the different iterative optimzation methods to solve the individual problems.
Later we will discuss various strategies to optimize our solution approach. In particular,
the strategies for selecting the initial list of grids (the index set), dimension adaptive
refinement and finally the strategies to combine the individual results.

3.1 Problem Formulation and Solution Approach
Consider the original target function (2.2) that we are trying to solve. We can approximate
this function using the sparse grid combination technique
f (x) ≈ fΘ (x) ≈ fΩ ≈

S
X

cj fj (x),

(3.1)

j=1

where fΘ (x) is an approximation of f (x) in a function space supported by a certain
level of full grid discretization. Further, fΩ (x) is an approximation of fΘ (x) in a function
space supported by a corresponding sparse grid discretization. fj denotes a component
of fΩ living in the j th combination space Ωj .
Therefore, solving (2.6) is equivalent to solving
arg min

J(c1 , ..., cS , f1 , ..., fS ) :=

c1 ,...,cS ,f1 ,...,fS

M X
S
X

cj L(f (xi ), yi ) +

i=1 j=1

=

S
X

cj

j=1

14

X
M
i=1

S
X

cj λj ||P fj ||2

j=1

(3.2)


L(f (xi ), yi ) + λj ||P fj || ,
2
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such that Sj=1 cj = 1.
First part of the expression (3.2) with the loss function L, makes sure that f (x)
stays close to the data, and the second part, which is the regularization term, enforces
smoothness constraints. S denotes the number of grids in the solution space and c is
termed as the combination-coefficients. These are the optimal combination coefficients
discussed in Section 2.2.2.
Expression (3.2) is an approximation to (2.6) in the function space discretized by sparse
grids. We solve the problem on a certain sequence of grids (S) using a nodal discretization.
A linear combination of these partial solutions gives the sparse grid representation.
P

Empirical Risk Minimization
In each individual (also independent) combination space Ωj , we define the Empirical
Risk Function as
1
1
Jj (fj ) := Jj (αj ) = ||ΦTj αj − y||22 − λj ||P fj ||2 ,
2
2

(3.3)

where


Φj
N ×M







αj1
φj1 (xM )



φj2 (xM ) 
 αj2 
N
N



..
 , αj =  ..  ∈ R , y ∈ R .

 . 
.
αjN
φjN (x1 ) φjN (x2 ) φjN (x3 ) . . . φjN (xM )

φj1 (x1 )

 φj2 (x1 )
=
..


.

φj1 (x2 )
φj2 (x2 )
..
.

φj1 (x3 )
φj2 (x3 )
..
.

...
...
..
.

N denotes the number of grid points in space Ωj . φjk k=1,...,N are the basis functions in
Ωj , and αjk k=1,...,N are the corresponding coefficients. In order to avoid confusion we
term these coefficients as grid-coefficients.
We could minimize the empirical risk Jj (fj ) using conjugate gradient or gradient descent
or any to other iterative optimization algorithms. [She94] provides a comprehensive
description of conjugate gradient method. If we consider gradient descent, one step of
gradient descent iteration would look like (3.4). Note that, in the following, we omit
the subscript j for simplicity. Each iteration updates the weight α on the basis of the
gradient of J(f )
α

t+1

n
1X
=α −γ
∇α J(f (zi , αt ))
n i=1
t
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where γ is the learning rate1 and z represents an instance pair (x, y) in the dataset.
Under sufficient regularity assumptions, when the initial estimate α0 is close enough to
the optimum, and when the learning rate is sufficiently small, this algorithm achieves
linear convergence [DS96].
We choose to employ Stochastic Gradient Descent (SGD) over gradient descent to
minimize the empirical risk, since it is a drastically simplified optimization method.
Instead of computing the gradient of J(f ) exactly, at every iteration we estimate this
gradient on the basis of a single randomly picked example (xt , yt )
αt+1 = αt − γ t ∇α J(f (zt , αt )).

(3.5)

Algorithm 1 provides the implementational details of stochastic gradient descent approach,
for our use case.
Algorithm 1: SGD on Ωj
Data: Data(x, y), α, λ
Result: α
αt = α0
// For simplicity, we omit subscript j
for t = 1 to T do
∇α J = (ΦT (xi )αt − yi )Φ(xi ) + λCαt
// Gradient of J at (xi , yi )
αt+1 = αt − γ t ∇α J
end
The stochastic process {αt , t = 1, ..., T < n} depends on the examples randomly
picked at each iteration. The convergence speed of stochastic gradient descent is in fact
limited by the noisy approximation of the true gradient. When the learning rate decrease
too slowly, the variance of the parameter estimate αt decreases equally slowly. When
the learning rate decrease too quickly, the expectation of the parameter estimate αt
takes a very long time to approach the optimum. For the detailed understanding of the
performance of stochastic gradient descent in large-scale machine learning, one can refer
to [Bot10].

1

Iterative optimization techniques for minimizing an objective function often involves the process of
determining the descent direction and the step size of the descent. Once we obtain the descent
direction for our objective function, we need to pick the right step size. Taking a step too large might
result in the function value being greater than the current value or if the step size is too small it
might take forever to converge. This step size is known as the learning rate.
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3.2 Dynamic Dimension Adaptive Combination Technique
Our solution approach can be termed as grid based ensemble learning technique, since we
focus on building an ensemble of discrete models. Each discrete model focuses on subsets
of attributes, which is accomplished by projecting the data on to the grid space with only
few active dimensions. We introduce two dimension adaptive combination techniques.
One with discrete individual models completely independent of one another, until they
are combined to provide the complete solution. Another technique, incrementally builds
an ensemble with emphasis on the training instances that previous models mis-classified.
The later actually resembles the ensemble technique called boosting [Sch03]. Hence we
term the later as gradient boosted combination technique.

Figure 3.1: Flowchart illustrating the flow of execution for dynamic dimension adaptive
combination technique.
Let us look at our first technique, dynamic dimension adaptive combination technique. Figure 3.1 illustrates the flow of execution for this technique. We begin our
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execution with initial list of grid configurations. We evaluate the given regression dataset
on each grid using optimization algorithms like conjugate gradient (CG) or stochastic
gradient descent (SGD). Algorithm 2 provides the steps in grid-coefficient estimation.
Next, we identify grids that need to be refined based on some criteria, which is elaborated
later in this section, and generate more grids. We continue to refine the grids until all
the grids meet the refinement criteria. Finally, we combine all the discrete grid solutions
and estimate the combination coefficients to obtain the final result.
Algorithm 2: Coefficient estimation
Data: grid, α, Data(X, y), λ, λtype
Result: α
if α is empty then
Set all α to 0
end
B = grid → evaluate(X)
if λtype == identity then
R = Isize(grid)
else
R = compute_regmatrix(grid) // computes laplace regularization matrix
end
A = BT · B + λ · R
b = BT · y
Solve Aα = b using CG/SGD

ANOVA Decomposition
Consider the decomposition of a d-dimensional function f as
f (x1 , ..., xd ) = f0 +

X

fp1 (xp1 ) +

p1

+

X

X

fp1 ,p2 (xp1 , xp2 )

p1 <p2

fp1 ,p2 ,p3 (xp1 , xp2 , xp3 ) + · · · + fp1 ,...,pd (xp1 , ..., xpd )).

(3.6)

p1 <p2 <p3

Where, f0 is a constant, fp1 are one-dimensional functions, fp1 ,p2 are two-dimensional
functions, and so on. This type of decomposition is known in statistics under the name
analysis of variance (ANOVA) which is used to identify important variables and important
interactions between variables in high-dimensional models. Note that (3.6) is a finite
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expansion of f into 2d different terms. Such a decomposition can be gained by a tensor
product construction of a splitting of the one-dimensional function space into its constant
subspace and its remainder. For the detailed understanding of the topic we refer to [Gri05].
We use the concept of ANOVA decomposition to formulate a strategy to limit the number
of interactions between the dimensions. This can be helpful in reducing the complexity
of the model for high dimensional problems. We will explain the concept further in the
following section.

3.2.1 Initial Grid Configurations
First step in our algorithm is to generate the initial list of grid configurations. A
grid configuration is a level vector l = (l1 , ..., lk , ..., ld ), specifying the grid level (refer
Section 2.1.2 for the description of level) in each dimension. For our purposes, a level
can be l ≥ 0. Level 0 contains only the boundary points. An active dimension da in a
grid will have a non-zero level.
Since x ∈ Rd , each fj (x) is d-dimensional. For low dimensional problems the initial
list of grid configurations can be generated based on the original combination technique [GSZ92]. However, if d >> 1, the high dimensionality makes it very difficult to
perform the empirical risk minimization task in each combination space Ωj . To tackle
this problem, we utilize the ANOVA decomposition to reduce the degrees of freedom. We
generate the initial list of grid configurations which have only certain number of active
dimensions corresponding to the truncated ANOVA decomposition. For instance, if we
truncate the four and higher dimensional terms in (3.6), e.g.,
f (x1 , ..., xd ) = f0 +

d
X

fp1 (xp1 ) +

p1

+

d
X

fp1 ,p2 (xp1 , xp2 )

p1 <p2
d
X

(3.7)

fp1 ,p2 ,p3 (xp1 , xp2 , xp3 ),

p1 <p2 <p3

we will get a series of grid configurations that are active only in maximum three dimensions,
and the level will be 0 in all the other dimensions.

3.2.2 Dynamic Dimension Adaptive Refinement
In the basic set up, once we have the initial list of grid configurations, we compute the
result on each grid, i.e., we estimate the coefficients corresponding to the basis functions
on each grid. Then we obtain the final results by linearly combining the individual
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grid results weighted by corresponding combination-coefficient. In the advanced set
up, after we compute all the initial grid results, we refine the grids (in order to obtain
better accuracy [Heg03]), i.e., we generate more grid configurations, with higher levels
in certain dimensions, and then compute the final result. This process is called grid
refinement. The grid to be refined and the dimensions it should be refined in, is chosen
based on certain criteria, which we will discuss later. A chosen grid is refined in each
chosen dimension separately. We do not refine a grid in a dimension with level zero. Of
course, care should be taken not to recompute the result on an already existing grid
configuration. To illustrate the idea, Figure 3.2a shows initial list of grid configurations
and Figure 3.2b shows a hypothetical use case of a resulting grid configurations after
few steps of refinement, in a two dimensional setting. It is important to note that grid
space spawned from the refinement process in high dimensional problems is much sparse
compared to the low dimensional problems. Each square box in the figure indicates a
grid, and the levels of the grids in each dimension, is labeled within each box.

(a) Initial list of grid configurations.

(b) Grid configurations after refinement.

Figure 3.2: Illustration of adaptive refinement process. The figures show the initial list of
grids and the grids that have been spawned from the process of refinement.
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The criteria to choose which grid to refine involves the computation of so called
refinement indicator. We compute the refinement indicator using the following,
Rj =

M
1 X
(fj (xi ) − yi )2 .
M − 1 i=1

(3.8)

The grid is chosen to be refined, if the refinement indicator Rj of that grid j is greater
than some chosen threshold. Two factors majorly influence the selection of this threshold.
First, plausible level of accuracy, which can be approximately determined using the
results of initial list of grids; second, the amount of resources available for the task. More
resources would mean, more refined grids and hence higher accuracy of the final result.
The chosen grid can be refined only in the active dimensions, since we do not refine
dimensions with level 0. Hence the resulting number of grid configurations would be
equal to the number of active dimensions of the chosen grid. Again, if da >> 1, the high
dimensionality makes it difficult to perform the empirical risk minimization task, thus
we need to further restrain the number of dimensions to be refined.
Although we have to reduce the runtime complexity of our algorithm, we also need
to keep in mind that we do not compromise too much with respect to accuracy. Hence
we need a measure to determine the probable gain by refining a dimension. Using this
measure, we should be able to choose a subset of dimensions with the maximum gain with
respect to accuracy. In other terms, we need to choose the combination space which would
contribute the most towards the accuracy of our overall model. For a given combination
space, we denote the possible space of grid configurations as C p . Consider an individual
grid with a level vector l. Suppose we want to refine the grid in order to better fit the data.
We need to choose the dimensions which will capture the variations in target function the
most. We can represent a required grid configuration as lr = (l1 , ..., lk + 1, ..., ld ) ∈ C p .
One way to do this is by projecting the data onto one-dimensional grids and then
computing the grid-coefficients. Our measure will be the mean of the absolute values of
these grid-coefficients. Higher the value of this measure, more the noise in that particular
dimension. Hence, refining that dimension would result in the maximum gain in the
accuracy.
Figure 3.3 illustrates the projection technique for a four-dimensional grid configuration.
Suppose a grid with level 3 in all the four dimensions (3, 3, 3, 3) is chosen to be refined.
The grid needs to be refined in all the dimensions separately. Hence there are four
possible grids to be computed.
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Figure 3.3: Projection Technique: The process of choosing the refinement candidate
by projecting the data onto a 1-dimensional grid and estimating the gridcoefficients.
Algorithm 3: Generate Grid Refinement Candidates using Projection Technique
Data: l, ncon, lmax , Data(X, y)
Result: C ref
for k = 0 to size(l) − 1 in steps of 1 do
lnew = l
if lnew [k]! = 0 and (lnew [k] + 1) <= lmax then
lnew [k] = l[k] + 1
Create Grid1D of level lnew [k]
αk = estimate_coefficients(Grid1D, Data(X[k], y))
Compute |αk |mean
C map [lnew ] = |αk |mean
end
Choose ncon no. of configs with highest |α|mean from the C map
end
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Algorithm 3 provides the details of the projection technique. First, we project each of
the dimension (particular feature in the dataset) on to a one-dimensional grids. Then
we estimate the grid-coefficients for each grid and store the mean of the absolute values
of these grid-coefficients. Finally, we choose the allowed number of configurations with
highest absolute mean values of grid-coefficients, as the ones to be computed.

3.2.3 Gird-Coefficient Interpolation
When we refine a grid, we would need to recompute the grid-coefficients corresponding to
each grid point in the child grids2 . We intend to optimize this process of grid-coefficient
estimation, by reusing the grid-coefficient values of already evaluated grids. If we use the
grid-coefficient values of the parent grid and interpolate them on the child grid in the
direction of refinement, the minimization process on the child grid would converge much
faster. The idea is motivated by a prolongation operator of the multigrid theory [Sha13].
Algorithm 4: Gird-Coefficient Interpolation
Data: gridparent , αparent , l, grid
Result: α
Set all α to 0
Compute rdim
// refinment dimension
Set udist = 1.0/2l[rdim]
for coords in grid do
if coords in gridparent then
α[coords] = αparent [coords]
end
else
coordslef t = coords − udist
coordsright = coords + udist
α[coords] = mean(αparent [coordslef t ] + αparent [coordsright ])
end
end
The implementation details are provided in Algorithm 4. Basically, we fetch the
coordinates of both the parent and child grids and for those grid points that exist in
both, we just copy the grid-coefficient values from the parent grid to the child grid. For
2

A grid spawned by another grid through the process of refinement is called as a child grid. The grid
spawning the child grid is called the parent grid.
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the new grid points in the child grid, we compute the mean of the grid-coefficient values
of the neighboring grid points that are present in the parent grid, in the dimension of
refinement. This process is also known as bilinear interpolation.

3.2.4 Grid Prioritization
So far we have defined a criteria to decide whether a grid needs to be refined further or not.
We have also devised a strategy to choose a subset from the possible grid configurations
resulting from the grid to be refined. Now we look at ways to prioritize the grid to be
computed. This is important because, in a given environment with limited resources, we
need to guarantee optimum result at any given point of time. This means, faced with a
situation where we have to halt the execution, we should still be able to compute the
best possible result using the already evaluated grids. Hence our design should inherently
prioritize the grid for refinement, which would improve the overall result upon execution.
Given two grid configurations, a grid whose sum of the levels is greater than the other
would contribute the most towards the accuracy of the model, since it will have more
grids points. Therefore we choose the grid with greater value of the sum of levels. In case
the sum is equal, we choose the grid with higher maximum level and for the same reason.
This strategy can be observed in Algorithm 5, which provides the process of updating
the grid configuration queue. By prioritizing the grid based on the sum of levels, we are
giving preference to breadth first expansion over depth first, in the combination space Ω.
Algorithm 5: Update Config Queue
Data: gridcomp , C ref
Result: cqueue
for l in C ref do
if l not in gridcomp then
Set p = [sum(l), max(l)]
Create GridConf ig(p, l)
append GridConf ig to cqueue
end
end
Apart from the levels, we can also consider the refinement indicator value Rj of the
parent grid for prioritization. As stated earlier, higher the value of Rj , more the gain
from refining the grid.
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3.2.5 Combination
Following are the termination criteria for the refinement process:
• All the latest grids that have been computed satisfy the requirement of refinement
indicator being less than the chosen threshold.
• The grids have reached the maximum allowed level in all the active dimensions.
Once the termination criterion is met for the refinement process, we linearly combine
the results of all the grids using (3.2), where we need to compute the combination
coefficients cj . (3.2) is a minimization problem with an equality constraint. We can
in fact ignore the equality constraint and treat the combination step as yet another
regression problem and solve it using least squares regression method.
Algorithm 6: Minion: Dynamic dimension adaptive combination technique.
Data: gridp , αp , l, Data(X, y), rthreshold, λ
Result: grid, α, relevant
Create grid with l
αinit = coefficient_interpolation(gridp , αp , l, grid)
α = coefficient_estimation(grid, αinit , Data(X, y), λ)
Compute ref inement_ind for grid
if ref inement_ind > rthreshold then
Set relevant = true
end

3.2.6 Parallelization
Since the evaluation of data on individual grids can be done in parallel we introduce a
master-minion model, which is basically a better or even one can say more politically
correct nomenclature for the standard master-slave model. The master process will be
taking care of managing the grid configuration pool and grid evaluation results. Minions
can be one or more in number and will seek a grid configuration from the master whenever
it is free. The master will provide the minion process with required grid configuration,
parent grid and data.
The minion will perform regression using CG/SGD on the given grid and returns the
result to the master. Master will decide whether to refine the grid and generate new
grid configurations that need to be evaluated. Once all the grids are refined to a level
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where all the grids meet the refinement threshold requirement, the master will compute
the combination coefficients of grids to obtain the final result. Algorithm 7 provides
the implementation details of the Master process, and Algorithms 6 shows the tasks
performed by the Minion process.
Algorithm 7: Master: Dynamic dimension adaptive combination technique.
Data: Data(X, y), C init , ngridmax , rthreshold, lmax , λ, ncon
Result: gridopti , c
for l in C init do
grid, α, relevance = minion(N one, l, Data(X, y), rthreshold, λ)
if (relevant) then
append (grid, α) to gridcomp
C ref = generate_refine_configs(l, ncon, lmax , Data(X, y))
cqueue = update_config_queue(gridcomp , C ref )
end
end
while cqueue not empty do
Get lp in cqueue
Get gridparent from gridcomp
grid, α, relevance = minion(gridparent , lp , Data(X, y), rthreshold, λ)
if (relevant) then
append (grid, α) to gridcomp
C ref = generate_refine_configs(lp , ncon, lmax , Data(X, y))
cqueue = update_config_queue(gridcomp , C ref )
end
end
c = estimate_combination_coefficients(gridopti )

3.3 Gradient Boosted Combination Technique
In this section we introduce another optimized combination technique, which we term as
the gradient boosted combination technique. The idea is based on the ensemble boosting
method [Sch03], which builds an ensemble of weak learners with each step focusing on
the error of the previous learner.
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Gradient Boosting Machines
Gradient boosting machines (GBM) are a family of machine learning techniques, which
have been successful in a wide range of practical applications. These are flexible in terms
of loss functions. The common ensemble techniques like random forests, rely on simple
averaging of learners in the ensemble. The family of boosting is based on a different
strategy of ensemble formation. In boosting, at every iteration a weak learner is trained on
the error of the entire ensemble learned so far. This simple strategy resulted in dramatic
improvement in performance. In order to understand this mysterious phenomenon in
terms of statistical principles, a gradient-descent based formulation of boosting methods
was derived([FHT98] and [Fri01]). The main idea behind the gradient boosting machine
algorithms is to construct the new base learners to be maximally correlated with the
negative gradient of the loss function, associated with the whole ensemble. If the loss
function is the squared-error loss, the learning procedure would result in consecutive errorfitting. For more comprehensive and lucid explanation of GBM, please refer to [NK13].
In the following, we try to incorporate the gradient boosting principle in our dimension
adaptive combination technique.

3.3.1 Regression using Gradient Boosted Combination Technique
In this technique, the initial steps of generating the grid configurations and evaluating
the grids still hold. The strategies used to select the grids for refinement and choosing
a subset of grid configurations for evaluations are also the same. When it comes to
evaluation of the higher order grids, we train the grid using the negative gradient of the
loss function, rather than on the actual target variable.
Consider the following,
f (x) = fc (x) + fp (x),
(3.9)
where fc (x) represents the core solution of (3.2), which we will assume to have been
learnt by the initial list of grids. f (x) represents the complete solution and fp (x) can be
termed as the orthogonal compliment, which represents the variations that needs to be
captured in the orthogonal space. (3.9) can be re-written as follows,
fp (x) = f (x) − fc (x).
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Consider the squared-error loss function. For now, let us ignore the regularization part
and represent the loss function as follows,
M
1X
||f (xi ) − yi ||22 .
2 i=0

L(f (x), y) =

(3.11)

If we differentiate L(f (x), y) with respect to the function f (x), we get
∇f L =

M
X

(f (xi ) − yi ).

(3.12)

i=0

In other words, the negative gradient of the loss function L with respect to function f
can be written as,
− ∇f L =

M
X

(yi − f (xi )).

(3.13)

i=0

Algorithm 8 provides the complete picture of the gradient boosted combination technique. For better understanding, let us consider a use case where we begin our execution
with only one grid. Now the first step is to choose a grid of sufficient resolution i.e.,
a grid with a particular level at every dimension. This is important because, we train
only the initial grid with the actual labels and this will constitute the core component of
our model fc (x). Determining the sufficiency of grid resolution is a non-trivial task and
depends on the given problem. Choosing a low resolution might lead to a poor model
and choosing a high resolution might lead to computational inefficiency. This is one of
the challenges associated with this technique. We provide more insight into this issue in
the experiments section.
After choosing the initial grid, we estimate the grid-coefficients and compute the
resulting function value. We also compute the negative gradient (3.13) with respect to
the estimated coefficients, which is the difference of the target variable and the function
value. Then we choose the best possible grid configuration to be computed using the
projection technique as described in Section 3.2.2. We estimate the grid-coefficients of
the chosen grid and compute the function value and the negative gradient. We continue
this process until we reach the maximum number of iterations. The final result will be
the sum all the function values computed from individual grids.
Since the negative gradient (3.13) is computed with respect to the ensemble of all the
solutions available, we can re-write the equation (3.13) as follows,
− ∇ fe L =

M
X

(yi − fe (xi )),

i=0
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where fe (x) denotes the ensemble of all the available grid solutions.
Algorithm 8: Non-parallel gradient boosted combination technique.
Data: l, Data(X, y), imax , λ
Result: residual
Create gridinit with l
αinit = estimate_coefficients(gridinit , αinit , Data(X, y), λ)
Compute f (Data(X, y), αinit )
Compute ∇f L(Data(X, y), αinit )
while i < imax do
l = get_best_config(l, −∇f L)
Create grid with l
α = estimate_coefficients(grid, α, Data(X, −∇f L), λ)
Compute f p (Data(X, −∇f L), α)
f = f + fp
∇f L = f − y
end
Compute residual

3.3.2 Parallelization
Parallelizing gradient boosted combination technique is not straight forward. In dynamic
dimension adaptive combination technique, the individual grids can be computed in
parallel, since there are no dependency between them. However, in gradient boosted
combination technique we build an ensemble with every new grid being trained on the
negative gradient of the whole ensemble computed so far. Therefore, in order to obtain
the optimum performance with respect to accuracy, a grid should not be computed until
all of its ancestral grids3 have been computed. This is complicated since we refine grids
individually in different dimensions. Consider the situation illustrated in Figure 3.4. All
the grids that are colored green can be computed in parallel, since all of their ancestral
grids have been computed. However, the grid colored in red, cannot be computed yet,
since one of its ancestors is not yet computed. In higher dimensions, this situation arises
3

For a given grid, any grid that has levels less than or equal to the levels corresponding to every
dimension of this grid, is an ancestor of that grid. In other words, any grid that might lead to the
creation of the grid in question, through the process of refinement, is an ancestor of that grid. For
instance, a grid with level vector (3, 4, 5) is an ancestor of a grid with level vector (4, 6, 8).
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more often and monitoring the completion of execution, of all the ancestral grids leads to
an overhead. Also, such a mechanism would be very complex to implement and prone to
errors. Imagine a large-scale application running and one of the processes fails, some of
the higher level grids might be blocked from execution since they will be waiting for the
failed grid forever.

Figure 3.4: Issues in parallelizing gradient boosted combination technique. The green
squares represent the grids that can be computed in parallel. The red square
represents the grid that cannot be computed in parallel, because the solution
from one of its ancestors is not available yet.
To avoid such situations, we implement a lighter version of parallel gradient boosted
combination technique. We train every new grid on the negative gradient of the whole
ensemble computed till then, and do not wait for all the ancestral grids to complete
execution. This is a trade-off between prediction accuracy and unnecessary execution
overhead. Algorithm 9 and 10 provide the implementation details of gradient boosted
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combination technique as a master-minion model.
Algorithm 9: Master: Gradient boosted combination technique.
Data: Data(X, y), C init , ngridmax , rthreshold, lmax , λ, ncon
Result: gridopti , c
for l in C init do
grid, α, relevant = minion(N one, l, Data(X, y), rthreshold, λ)
if (relevant) then
append (grid, α) to gridcomp
C ref = generate_refine_configs(l, ncon, lmax , Data(X, y))
cqueue = update_config_queue(gridcomp , C ref )
end
end
while cqueue not empty do
Get lp in cqueue
Get gridparent from gridcomp
Compute f (Data(X, −∇fe L), α)
fe = fe + f
∇ fe L = f e − y
grid, α, relevant = minion(gridparent , lp , Data(X, −∇fe L), rthreshold, λ)
if (relevant) then
append (grid, α) to grid_pool
C ref = generate_refine_configs(l, ncon, lmax , Data)
cqueue = update_config_queue(gridcomp , C ref )
end
end
c = estimate_combination_coefficients(gridopti )
Algorithm 10: Minion: Gradient boosted combination technique.
Data: gridp , αp , l, Data(X, y), rthreshold, λ
Result: grid, α, relevant
Create grid with l
αinit = coefficient_interpolation(gridp , αp , l, grid)
α = coefficient_estimation(grid, αinit , Data(X, y), λ)
Compute ref inement_ind for grid
if ref inement_ind > rthreshold then
Set relevant = true
end
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Throughout this chapter we devised several strategies to optimize the steps in dimension
adaptive combination technique and parallelize it. We discussed two approaches, dynamic
dimension adaptive combination technique and gradient boosted combination technique.
We explored the strategies for generating the initial list of grids, refining the grids and
finally combining all the inidividual grid results. In the following chapter we present the
details of implementation.
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The entire framework is written in C++11. We used Eigen [GJ+10] for Matrix and
Vector operations and optmization, Boost [Sch11] for serialization. The communication
between the processes is handled using the message passing interface (MPI). We use
MPICH [Gro02] MPI implemenation for our framework. As mentioned in the introduction,
our target architecture is distributed-memory based High Performance Computing (HPC)
systems.

4.1 Framework Architecture
Figure 4.1 shows a simplified class diagram of the framework with major classes and
methods. The Master class is instantiated once and it functions as the manager of
the entire learning processes. It uses the class SmartQueue to manage all the grid
configurations which are yet to be computed. SmartQueue is basically a customized
version of vector which is a part of the C++ standard template library (STL). The
properties of the grid configurations are stored as objects which are defined by the class
GridConfig. The master process spawns multiple minions, depending on the availability
of the resources. Each Minion class creates a GridRegressor object which in turn spawns
a FullGrid object. The actual task of empirical risk minimization on individual grids, as
explained in Section 3.1, happens through the GridRegressor and this object is sent back
to the Master for further processing.
Since we follow a master-minion architectural model, the communication among the
processes is minimized, because the communication only happens between the master
and the minion. Also, our chosen target architecture allows all the processes to access
the data from a common location. Hence the train and test data sets need not be passed
from one process to the other and this is a huge saving in terms of input-output (IO)
resources.
Evaluation of the dataset on the full-grid and grid-coefficient estimation, are the two
most expensive steps during the execution. Both of these are executed in the minion
process. The naive implementation of the grid evaluation of the dataset makes it much
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harder to run the high-dimensional problems with large set of data-points. Moreover,
not only the training dataset, but we need to evaluate the test dataset on the grid as
well. In order to avoid huge computations on the machine running the master process
and to speed up the testing step, we devise a strategy. Although the evaluation of test
dataset on the grid is not required during the training process, we anyway compute the
grid evaluation of the test data and store the result in the GridRegressor object. This
strategy not only parallelizes the testing process, but also avoids creating the FullGrid
object again, for testing, after the training process is completed.

Figure 4.1: Class Digram of the framework.
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The master and minion processes communicate with each other through the application
programming interfaces (API) available for communication in MPI library. In the master
process, we use nonblocking send and blocking receive and in the minions we use blocking
send and receive communication APIs. Figure 4.2 illustrates the communication between
the master process and minion processes in a sequence diagram. In order to pass the
objects between the processes, we need to serialize and deserialize the objects. We use
Boost C++ library for this purpose.

Figure 4.2: Sequence diagram illustrating the communication between the master process
and minion processes.
In Section 3.1, we mentioned that we solve the empirical risk minimization problem
using either conjugate gradient (CG) or stochastic gradient descent (SGD). For CG, we
use the algorithm that is implemented in the Eigen C++ library, and we implement our
own version for SGD.
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4.2 Checkpointing
Until now, we have not talked about the fault tolerance feature of our framework. Any
framework that deals with huge volumes of data is expected to have fault tolerance
measures, since the computational and storage costs are high. Since we have chosen the
hardware which is much less prone to failures than commodity servers, we do not focus
on fault tolerance at the individual tasks level. We focus on use cases where the entire
application has to shut down because of the predefined run-time limitations on a given
cluster, or in order to make way for a priority application to take on all the resources.
In these cases, the computations done till than would be a waste of time and resources.
We try to overcome this issue by frequently persisting the state of the application to a
file. This process is known as checkpointing. Figure 4.3 shows the flow of execution with
checkpointing process included.

Figure 4.3: Flowchart illustrating the flow of execution for dynamic dimension adaptive
combination technique with checkpointing.
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The most expensive step in our algorithm is estimating the grid-coefficients. Also,
the entire state of the application can be recreated using the configurations and gridcoefficients of all the grids computed so far. Hence, every time a grid is computed, we
persist the configuration and the grid-coefficients of that grid in to a file. With this
arrangement, even if we had to halt the application at some point before it completes
execution, we can compute the final result using the persisted state information of the
application execution.
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We begin our experiments with artificial datasets. Beginning from low dimension (2D)
we gradually increase the dimensionality of the datasets. In all our experiments we will
be solving the regression problem. In order to be evaluated on a grid, the feature space
of the datasets should be rescaled to [0, 1]. The framework allows specifying several
parameters that impact the accuracy and runtime of the algorithm significantly. We keep
some of these parameters constant in order to focus on only the important aspects of
the framework. Table 5.1 provides a list of parameters that need to be specified while
building/evaluating a model using the framework.
Table 5.1: Parameters to be specified in the framework while building/evaluating a model.
Parameter
Values
Description
specifies whether to train the dataset, or
mode
train/evaluate
evaluate the dataset using the checkpoint
information
dim
1..*
dimension of the dataset
regP aram
10−5 ..100
regularization parameter
trainData
features & labels
dataset for building the model
testData
features & labels
dataset for testing the model
maxLevel
2..∗
maximum level allowed for a grid
activeDim
2..(dim)
allowed number of active dimensions
ref ineCount
1..(activeDim)
allowed number of refinement candidates
checkpoint information(configurations and
checkpointF ile configs & coeffs
grid-coefficients) for evaluation mode
There are of course other settings that can be specified, majorly, the optimization
algorithm to be used (CG / SGD) for ERM and maximum number of iterations for the
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optimization algorithm. The framework also provides the option to run the learning
tasks in parallel and standalone modes. For all our experiments we divide the dataset
into training and testing sets, with a ratio of 8 : 2. Unless otherwise specified, we use the
dynamic dimension adaptive combination technique (DDACT) for our experiments.

5.1 Numerical Results for Artificial Datasets
For majority of our experiments, we will use Parabola and Friedman datasets. Parabola
datasets include 2 and 3-dimensional datasets with 2000 data-points. The 2-dimensional
Parabola dataset is generated by random sampling of the function
y = x21 + x22 ,

(5.1)

where x1 and x2 ∈ [0, 1]. For the 3-dimensional Parabola dataset, the first two variables
are sampled from the above function and the third variable x3 ∈ [0, 1] serves as noise.
Friedman datasets consists of three frequently used artificial datasets introduced by
Friedman in [Fri91]. Friedman datasets are obtained by random sampling of analytical
functions, enriched by normally distributed noise.
The 10-dimensional Friedman1 dataset is created using the following equation,
y = 10sin(πx1 x2 ) + 20(x3 − 0.5)2 + 10x4 + 5x5 + .

(5.2)

All the ten variables fall into [0, 1] range. Hence we do not have to normalize this
dataset. It is important to note that the function value depends on first five variables,
and the rest serve as noise. The additional noise term  is normally distributed N(0, 1).
The 4-dimensional Friedman2 dataset is generated using,
y = (x21 + (x2 x3 − (x2 x4 )−1 )2 )1/2 + ,

(5.3)

where x1 ∈ [0, 100], x2 ∈ [40π, 560π], x3 ∈ [0, 1] and x4 ∈ [1, 11]. The error  is normally
distributed with a high variance, N(0, 125).
The Friedman3 dataset, which is also 4-dimensional, is obtained with
y = arctan((x2 x3 − (x2 x4 )−1 )/x1 ) + ,

(5.4)

where x1 ∈ [0, 100], x2 ∈ [40π, 560π], x3 ∈ [0, 1] and x4 ∈ [1, 11]. The noise  has the
lowest variance, N(0, 0.1).
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5.1.1 Dynamic Dimension Adaptive Combination Technique
We begin our experiments with a 2 and 3-dimensional noise free Parabola regression
dataset with 1600 points for training and 400 points for testing. We generate initial list
of grid configurations as per classical sparse grids combination technique. We use CG to
minimize the empirical risk on individual grids and least squares regression for estimating
the combination-coefficients. Figure 5.1 illustrates the change in the state of the system
with respect to grids. Execution begins by generating an initial list of grid configurations.
Once all the initial grids are trained, the refinement candidates are determined and are
queued for training. The training process halts upon meeting a termination criterion.

Figure 5.1: The grids computed during the learning process for 2-dimensional parabola
dataset. Grids represented by blue squares are initial list of grids chosen for
computation. Grids represented by green squares are the grids generated by
refining the initial grids.
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(a) Shows all the computed grids.
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Figure 5.2: Individual grid results in terms of train MSE for 2-dimensional Parabola
dataset. Figure (a) shows the results of all the grids, computed during the
process of learning. Figure (b) shows only a subset of grid results with least
MSE, indicated as grey bars. The final result obtained by combining all the
individual results is shown in green.
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Figure 5.2a shows the mean squared error (MSE) of all the computed grids for the
2-dimensional parabola dataset. One can observe that the MSE is high for the grids with
asymmetric levels and low for the ones which have symmetric levels. This reflects the
fact that parabola has a symmetric shape. Figure 5.2b provides the MSE values for a
subset of all the computed grids with least MSE, and the last bar in green is the final
MSE obtained after linearly combining all the individual grid results. One can clearly
see that the final MSE is much less compared to the individual grid results.
Using the 3-dimensional Parabola dataset, we assess the performance of optimization
techniques used for minimizing the empirical risk per grid. Figure 5.3 shows the comparison
of the optimization techniques, CG and SGD, in terms of train MSE. The performance
of both the techniques turned out to be similar. The final MSE obtained after the
combination of individual grid results, is comparatively low in both the cases.
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Dimensionwise Level Vectors

Figure 5.3: Comparison of CG and SGD optimization methods in terms of train MSE
per grid, for 3-dimensional Parabola dataset. Although CG seems to have
better performance per grid, the final MSEs obtained from both the methods
after combining the individual results are very close.
We repeat this experiment to access the performance of optimization techniques
with Friedman3 dataset, with 8000 data-points for training and 2000 data-points for
testing. Figure 5.4 shows the comparison of the optimization techniques, CG and SGD,
in terms of train MSE. The results are similar to the ones we obtain with 3-dimensional
Parabola dataset. And again, the final MSE obtained after the combination of individual
grid results, is comparatively low in both the cases.
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Unlike CG, SGD needs a suitable learning rate to be specified for each problem, in
order to have the best performance. The task of estimating the optimum learning rate is
non-trivial and fine tuning the learning rate for each problem is an unnecessary overhead
for our purposes. Hence for all of our experiments from now, we employ CG for the task
of empirical risk minimization per grid.
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Figure 5.4: Comparison of CG and SGD optimization methods in terms of train MSE per
grid, for Friedman3 dataset. Although CG seems to have better performance
per grid, the final MSEs obtained from both the methods after combining
the individual results are very close.

5.1.2 Model Complexity
Now we look at the effect of number of data-points on the performance of our technique.
We use the Friedman3 dataset with different volumes of data and measure the accuracy
in terms of train and test MSE. Figure 5.5 shows the train and test MSE against the
volume of the dataset.
Although there is not much variation in the train MSE, the test MSE for the dataset
with only 2000 points is higher than the ones with 10, 000 and 100, 000 data-points. This
can interpreted as the effect of not having enough samples for building a generalized
model. Since, Friedman3 dataset is 4-dimensional, the degrees of freedom associated with
some of the grids exceed the number of data-points available for training. Hence the
model built using such grids will not be able to learn the underlying function accurately.
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MSE

Having more data-points for training, will result in a more generalized model. Therefore
the best test accuracy was obtained for the dataset with maximum number of data-points.
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Categories

Train MSE
Test MSE

2k

10k

Number of datapoints

100k

Figure 5.5: Effect of data volume on the performance of the model, in terms of train-test
MSE, for Friedman3 dataset. Test MSE is high for a model trained on
very less (2k) data-points . It decreases with the increase in the number of
data-points (10k). Further increasing the data volume (100k) has little effect
on the accuracy of the model.
Now let us look at the effect of refinement on the performance of our technique. Earlier
in the discussion about refinement in Section 3.2.2, we stated that having more number
of grids would result in better accuracy of the overall model. However, this is true only
with respect to the training set. Since our approach focuses on minimizing the train
MSE as greedily as possible, our model is prone to over-fitting, unless we take additional
measures to generalize our model. In other words, adding more grids to the model in
order to reduce the train MSE might result in model that is not generalized and perform
poorly when fed with the testing set.
Figure 5.6 shows the train-test MSE against the number of grids evaluated. It is
evident that the train MSE gradually decreases as we evaluate more grids. The test MSE
decreases initially, but starts increasing with more grid evaluations. This illustrates the
effect of over-fitting. Over-fitting is a common problem in learning algorithms. There are
several ways to deal with over-fitting such as cross-validation and regularization. The
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idea is have a comparatively simpler model so that we learn only the actual function and
not the noise.
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116

Number of grids evaluated

161

Figure 5.6: Variation in performance of the model in terms of train-test MSE, with increase
in the number of grids evaluated while training the model for Friedman3
dataset. Initially, both train-test MSE decrease with the increase in the
number of grids. However, as we add more grids, the train MSE decreases,
whereas the test MSE increases due to over-fitting.

5.1.3 Regularization
The regularization enforces smoothness constraints on the model and it involves two
aspects, type of regularization and regularization parameter. The regularization type
can be Identity or Laplace, and regularization parameter is set based on the smoothness
requirement.
We perform an experiment using Friedman2 dataset to compare the performance of our
technique with respect to regularization types and regularization parameter. The dataset
has 8000 data-points for training and 2000 data-points for testing. The regularization
parameter λ = 10−k , k = 1, 2, 4, 6, 8 have been used. Figure 5.7 provides the train-test
MSE against the regularization parameter value, for Identity and Laplace regularization.
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One can interpret from the results that both have almost the same effect on the model.
Since, laplace regularization has additional computation overhead, we stick to identity
regularization for the rest of our experiments.
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Figure 5.7: Effect of regularization parameter on MSE.
For a given dataset, we need sufficient data-points to build a generalized model. The
number of data-points should be at least greater than the number of degrees of freedom
associated with the model. It is not always the case that we get a dataset with enough
samples for building an accurate model. Sometimes we need to do away with the available
volume of data, which might not be sufficient to build a generalized model and we end up
building a model which over-fits the training dataset. One way to deal with over-fitting
is by proper regularization of the model.
To analyze the effect of regularization in DDACT, we train a model using 10-dimensional
Friedman1 dataset with only 1600 data-points from training and 400 data-points for
testing. Consequently, the degrees of freedom associated with some of the grids exceed
the number of data-points available for training.
The train-test error of the model for different values of the regularization parameter is
shown in Figure 5.8. As one can observe, with very low regularization parameter value
(λ = 10−5 ) the train error is low and test error is high. As we increase the regularization,
the test error decreases, which is an indication that the model is generalizing. However,
if we further increase the value of regularization parameter, both the train and test
error increase. Therefore the optimum value of the regularization parameter should lie
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MSE

somewhere between 0.01 and 0.1. This experiment illustrates the effect of regularization
in DDACT and how a model can be generalized even if we do not have sufficient samples
to build a generalized model.
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Figure 5.8: Effect of regularization parameter on the performance of the model in terms
of train-test MSE, for 10-dimensional Friedman1 dataset with 2000 datapoints. Low regularization (λ = 10−5 ) resulted in high test error and gradual
increase in the regularization parameter led to a more generalized model.
This illustrates how over-fitting can be dealt with regularization. However,
further increasing the value of regularization parameter (λ = 0.1) increased
both train and test errors.

5.1.4 Gradient Boosted Combination Technique
Until now we have only employed dynamic dimension adaptive combination technique
(DDACT) for our experiments. Now we will evaluate the performance of gradient boosted
combination technique (GBCT). We begin with the non-parallel version of GBCT. First
step of this technique is choose the initial grid. This step is very important, because,
only the initial grid is trained on the actual labels. All the following grids will be trained
on the negative gradient of the previous ensemble of grids. Therefore, the initial grid
has significant impact on the performance of this technique. Consider the results shown
in Figure 5.9 for Friedman3 dataset. It gives the train MSE per grid for two different
intial grids. Figure 5.9a shows the result for initial grid with level 1 in all the dimensions.
The grid results are shown in order of evaluation, beginning from left and rightmost being

47

5 Performance Analysis and Experiments

the last grid to be evaluated. One can see that the train MSE gradually decreases from
left to right. Figure 5.9b shows the result for initial grid with level 2 in all the dimensions.
Evidently, choosing the grid with level 2 in all dimensions as the initial grid resulted in
better performance in terms of execution efficiency, than the one with level 1 in all the
dimensions.
0.030

0.016
0.014

0.025

0.012
0.010

MSE

MSE

0.020
0.015

0.006

0.010

0.004

0.005
0.000

0.008

0.002
81
135
243
459
765
1485
2673
(1,1,1,1) (2,1,1,1) (3,1,1,1) (4,1,1,1) (4,1,1,2) (5,1,1,2) (5,1,1,3)

No. of gird points and Dimensionwise Level Vectors

(a) Initial grid config with level 1 in all
dimensions.

0.000

625
(2,2,2,2)

1125
(3,2,2,2)

2125
(4,2,2,2)

No. of gird points and Dimensionwise Level Vectors

(b) Initial grid config with level 2 in all
dimensions.

Figure 5.9: Train MSE per grid in non-parallel gradient boosted combination technique
for Friedman3 dataset. The choice of a grid with higher resolution as the
initial grid, performed better in terms of computational efficiency.
A grid with higher resolution (i.e., a grid with more grid points) as the initial grid
would result in a better accuracy in terms of train MSE. However, a grid with higher
level in all the dimensions would have considerably higher number of grid points. For
high dimensional problems, we would end up dealing with the same issue for which we
developed these techniques in the first place. In other words, choosing an initial grid
with higher levels in all the dimensions would result in curse of dimensionality for high
dimensional problems.
One more issue with the GBCT as discussed in Section 3.3.2, is parallelization. In Figure 5.10 we compare the performance of parallel and non-parallel GBCT and DDACT.
As shown in Figure 5.10a, for 3-dimensional Parabola dataset, the non-parallel GBCT
excels in performance with the least train-test MSE.
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Figure 5.10: Performance of algorithms in terms of train-test MSE.
However, for the 4-dimensional Friedman3 dataset, the test MSE drastically increases
for the non-parallel GBCT. This later result could be made better for the non-parallel
GBCT by using an initial grid with higher levels in all the dimensions, but it would
result in significantly longer run time. DDACT performed better than both parallel and
non-parallel versions of GBCT. The important take away from this experiment is that,
even though GBCT is theoretically a good approach, practical realization of this approach
is challenging. Non-parallel GBCT cannot be scaled horizontally and the parallel version
is prone to errors.

5.2 Numerical Results for Real World Datasets
We consider two real-world datasets. First, we model the quality of vinho verde white wine,
from the north of Portugal. The features are extracted based on the physico-chemical
tests. It is an 11-dimensional numeric dataset containing 4898 instances. For more details
on the dataset, refer to [CCA+98]. Another real-world dataset is a subset of Million
Song dataset, a 90-dimensional dataset with 515345 instances. We use this dataset
to predict the release year of a song from audio features. Songs are mostly western,
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commercial tracks ranging from 1922 to 2011. Please refer to [BMEWL11] for more
details on the Million Song dataset (MSD). Training a model for a 90-dimensional dataset
is computationally infeasible for the current implementation of DDACT. Therefore we
reduce the dimensionality of MSD using principal component analysis (PCA) [Jol86]. PCA
is a linear dimensionality reduction technique which uses singular value decomposition
(SVD) of the data and keeps only the most significant singular vectors to project the
data to a lower dimensional space. We reduce the dimensionality of MSD to as low as 5
dimensions, using the scikit-learn [PVG+11] implementation of PCA.
In order to provide a more meaningful measure of accuracy to assess the performance
of the learning models, we use normalized mean squared error (NMSE), which is defined
as
N M SE =
where f (X) =

1
M

PM

i=1 f (Xi )

and y =

M
1 X
(f (Xi ) − yi )2
,
M i=1
f (X)y
1
M

(5.5)

PM

i=1 yi .

Table 5.2: Comparison of performance (Normalized-MSE on the
approach with other ensemble techniques.
Gradient
DDACT
Dataset
Dimension
Boosted Trees
(NMSE)
(NMSE)
MSD
5
2.90e−05
2.79e−05
Friedman1
10
0.01863
0.01691
Wine Quality
11
0.014685
0.01203

test dataset) of DDACT
Random
Forests
(NMSE)
2.89e−05
0.01676
0.011827

We compare the performance of DDACT with two popular ensemble techniques, gradient boosted trees [Fri01] and random forests [Bre01]. We use the scikit-learn [PVG+11]
implementation of gradient boosted trees and random forests to run our experiments.
We also build a model for learning the 10-dimensional Friedman1 dataset. The results
of our experiments are shown in Table 5.2. It provides the measure of accuracy of the
models in terms of Normalized-MSE (NMSE) on the test dataset. As one can see, the
performance of DDACT is on par with other ensemble techniques.
Our experiments showed that DDACT does not perform better in comparison to gradient boosted trees and random forests, both in terms of prediction accuracy and runtime
efficiency. Also, with the increase in dimensionality of the dataset, the performance
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of DDACT worsens, which can be inferred from the results shown in Table 5.2. The
advantage of using DDACT is in its capability of horizontal scalability with parallelization.
DDACT can be further optimized in several ways. More sophisticated adaptation strategies for refinement and better choice of error estimators might lead to higher prediction
accuracy and are worth investigating. The greedy strategy associated with DDACT
makes it fault tolerant. We can obtain a complete model, even if some of the base learners
fail to compute. The independent nature of the base learners and the greedy approach for
model building makes DDACT suitable for developing a fault tolerant and dynamically
scalable frameworks.
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In this thesis, we discussed the design, development and evaluation of a parallel computation framework for regression problems. We have led a foundation for a framework
which is capable of dynamic resource utilization and fault tolerance. This was made
possible by utilizing the grid based ensemble technique which allowed us to divide a
complex approach, which is computationally expensive, into smaller solvable problems.
The independent nature of these problems, paved way for parallelization of the solution
approach. The dynamic dimension adaptive combination approach is based on the works
of Garcke in [Gar07], where he introduced the dimension adaptive sparse grid combination
technique. We parallelized and extended the capabilities of dimension adaptive sparse
grid combination technique. We developed strategies based on the greedy approach to
achieve optimum selection of grids for refinement.
Our approach can be summarized as follows. A function over a d-dimensional space,
which presumably describes the relationship between the features and the response
variable, is reconstructed through a linear combination of partial functions (represented
by grids) that depend only on a subset of all features. These grids are adaptively chosen
during the computational procedure. This overall procedure has several components,
such as, generating the initial list of grids, minimizing the empirical risk on each grid,
selecting the grids for refinement and generating the possible refinement candidates. We
try to optimize these individual components.
We devised a strategy to generate an initial list of grids based on the ANOVA decomposition. This enabled us to limit the interactions between the dimensions. This
property provided control over the growth of the ensemble of grids and therefore reduced
the complexity of the model. This is similar to random forests, where individual decision
trees are trained on subsets of features.
We devised strategies to refine the grids which incrementally optimize the model. The
greedy approach that we chose for selecting the grids for refinement placed our focus
entirely on minimizing the training error on the grids. This approach often leads to
over-fitting of the model to the training dataset. Through our experiments we also
demonstrated the effect of regularization in generalizing a model.
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Gradient boosted combination technique which sounded promising, did not live up to
the expectations. Experimental results for this technique showed that, even though it
is good theoretically, in practice it cannot be implemented in an efficient way. This is
mainly due the challenges in parallelizing this technique.
Dynamic dimension adaptive combination technique is an approach that builds a
model based on the results of an ensemble of learners. That means the accuracy of the
model depends on the quantity and quality of these base learners. It also means that
we can have a complete model, even if we fail to compute some of the base learners.
This property of our technique can be utilized to design the fault tolerance strategy for
the framework. We have designed the framework in a way which enables us to create a
model from individual grid results, even if the overall process do not finish execution. By
frequently checkpointing the state of the system during execution, we have provided a
way to recover from failures.
The dynamic dimension adaptive combination technique can be further optimized in
many ways. More sophisticated adaptation strategies and error estimators are worthwhile
investigating. The adaptivity also provides information on the importance and interactions
of attributes of dataset. This can be harnessed to understand the significant features
and correlation between the features of real-world datasets. The evaluation process of
individual grids can be optimized to improve the runtime efficiency. This might make it
possible to run real-world datasets with very high dimensions.
The divide and conquer strategy for the grid based learning method has made it possible
to parallelize the approach. We can further manipulate this property for dynamic resource
utilization. To elaborate, the independence of individual grid computation, has paved way
for parallel execution of the learning process. The same property allows us to dynamically
scale up or scale down, depending on the availability of resources. If more resources
become available during runtime, more grids can be spawned for computation. However,
in practice this needs a scheduler capable of dynamically allocating or de-allocating
resources to applications, and a message-passing system capable of communicating these
changes. One such system, invasive-MPI [URKG12] is being developed. One of the
extensions of this work would be to extend the framework to make use of invasive-MPI
for dynamic resource utilization, and thus achieving true elasticity.
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